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CHAPTER 1

The Philosophy of .NET

Microsoft's .NET platform (and the related C# programming language) were formally introduced circa

2002 and have quickly become a mainstay of modern-day software development. As mentioned in the
book’s introduction, the goal of this text is twofold. The first order of business is to provide you with a deep
and detailed examination of the syntax and semantics of C#. The second (equally important) order of
business is to illustrate the use of numerous .NET APIs, including database access with ADO.NET and the
Entity Framework (EF), user interfaces with Windows Presentation Foundation (WPF), service-oriented
applications with Windows Communication Foundation (WCF), and web service and web site development
using ASP.NET MVC. The last part of this book covers the newest member of the .NET family, .NET Core,
which is the cross-platform version of the .NET platform. As they say, the journey of a thousand miles begins
with a single step; and with this | welcome you to Chaptér

The point of this first chapter is to lay the conceptual groundwork for the remainder of the book. Here
you will find a high-level discussion of a number of .NET-related topics such as assemblies, the Common
Intermediate Language (CIL), and just-in-time (JIT) compilation. In addition to previewing some keywords
of the C# programming language, you will also come to understand the relationship between various aspects
of the .NET Framework, such as the Common Language Runtime (CLR), the Common Type System (CTS),
and the Common Language Specification (CLS).

This chapter also provides you with a survey of the functionality supplied by the .NET base class
libraries, sometimes abbreviated as BCLs. Here, you will get an overview of the language-agnostic and
platform-independent nature of the .NET platform. As you would hope, many of these topics are explored in
further detail throughout the remainder of this text.

An Initial Look at the .NET Platform

Before Microsoft released the C# language and .NET platform, software developers who created applications
for the Windows family of operating system frequently made use of the COM programming model. COM
(which stands for the Component Object Model) allowed individuals to build libraries of code that could be
shared across diverse programming languages. For example, a C++ programmer could build a COM library
that could be used by a Visual Basic developer. The language-independent nature of COM was certainly
useful; however, COM was plagued by a complicated infrastructure and a fragile deployment model and was
possible only on the Windows operating system.

Despite the complexity and limitations of COM, countless applications have been successful created
with this architecture. However, nowadays, the majority of applications created for the Windows family
of operating systems are not created with COM. Rather, desktop applications, web sites, OS services, and
libraries of reusable data access/business logic are created using the .NET platform.

Electronic supplementary material The online version of this chapterlttps://doi.org/ 10.1007/978-1-4842-3018-3) 1
contains supplementary material, which is available to authorized users.



CHAPTER 1  THE PHILOSOPHY OF .NET

Some Key Benefits of the .NET Platform

As mentioned, C# and the .NET platform were first introduced to the world in 2002 and were intended to
offer a much more powerful, more flexible, and simpler programming model than COM. As you will see
during the remainder of this book, the .NET Framework is a software platform for building systems on the
Windows family of operating systems, as well as on numerous non-Microsoft operating systems such as
macOS, i0S, Android, and various Unix/Linux distributions. To set the stage, here is a quick rundown of
some core features provided courtesy of .NET:

Interoperability with existing code: This is (of course) a good thing. Existing COM
software can commingle (i.e., interop) with newer .NET software, and vice versa. As
of .NET 4.0 onward, interoperability has been further simplified with the addition of
the dynamic keyword (covered in Chapter 16).

Support for numerous programming languages: .NET applications can be created
using any number of programming languages (C#, Visual Basic, F#, and so on).

A common runtime engine shared by all .NET-aware languages: One aspect of this
engine is a well-defined set of types that each .NET-aware language understands.

Language integration: .NET supports cross-language inheritance, cross-language
exception handling, and cross-language debugging of code. For example, you can
define a base class in C# and extend this type in Visual Basic.

A comprehensive base class library: This library provides thousands of predefined
types that allow you to build code libraries, simple terminal applications, graphical
desktop applications, and enterprise-level web sites.

A simplified deployment model: Unlike COM, .NET libraries are not registered into
the system registry. Furthermore, the .NET platform allows multiple versions of the
same *.dI 1 to exist in harmony on a single machine.

You will see each of these topics (and many more) examined in the chapters to come.

Introducing the Building Blocks of the .NET Platform
(the CLR, CTS, and CLS)

Now that you know some of the major benefits provided by .NET, let s preview three key (and interrelated)
topics that make it all possible: the CLR, CTS, and CLS. From a programmer s point of view, .NET can be
understood as a runtime environment and a comprehensive base class library. The runtime layer is properly
referred to as the Common Language Runtime, or CLR. The primary role of the CLR is to locate, load, and
manage .NET objects on your behalf. The CLR also takes care of a number of low-level details such as
memory management, application hosting, coordinating threads, and performing basic security checks
(among other low-level details).

Another building block of the .NET platform is the Common Type System, or CTS. The CTS specification
fully describes all possible data types and all programming constructs supported by the runtime, specifies
how these entities can interact with each other, and details how they are represented in the .NET metadata
format (more information on metadata later in this chapter; see Chapter 15 for complete details).

Understand that a given .NET-aware language might not support every feature defined by the CTS. The
Common Language Specification, or CLS, is a related specification that defines a subset of common types
and programming constructs that all .NET programming languages can agree on. Thus, if you build .NET
types that expose only CLS-compliant features, you can rest assured that all .NET-aware languages can
consume them. Conversely, if you make use of a data type or programming construct that is outside of the
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CHAPTER 1  THE PHILOSOPHY OF .NET

bounds of the CLS, you cannot guarantee that every .NET programming language can interact with your
.NET code library. Thankfully, as you will see later in this chapter, it is simple to tell your C# compiler to
check all of your code for CLS compliance.

The Role of the Base Class Libraries

In addition to the CLR, CTS, and CLS specifications, the .NET platform provides a base class library that

is available to all .NET programming languages. Not only does this base class library encapsulate various
primitives such as threads, file input/output (1/0), graphical rendering systems, and interaction with various
external hardware devices, but it also provides support for a number of services required by most real-world
applications.

The base class libraries define types that can be used to build any type of software application. For
example, you can use ASP.NET to build web sites and REST services, WCF to build distributed systems, WPF
to build desktop GUI applications, and so forth. As well, the base class libraries provide types to interact with
the directory and file system on a given computer, communicate with relational databases (via ADO.NET),
and so forth. From a high level, you can visualize the relationship between the CLR, CTS, CLS, and the base
class library, as shown in Figure 1-1.

Figure 1-1. The CLR, CTS, CLS, and base class library relationship

What C# Brings to the Table

C# is a programming language whose core syntax looks very similar to the syntax of Java. However, calling
C# alava clone is inaccurate. In reality, both C# and Java are members of the C family of programming
languages (e.g., C, Objective C, C++) and, therefore, share a similar syntax.

The truth of the matter is that many of C# s syntactic constructs are modeled after various aspects of
Visual Basic (VB) and C++. For example, like VB, C# supports the notion of class properties (as opposed
to traditional getter and setter methods) and optional parameters. Like C++, C# allows you to overload
operators, as well as create structures, enumerations, and callback functions (via delegates).

Moreover, as you work through this text, you will quickly see that C# supports a number of features
traditionally found in various functional languages (e.g., LISP or Haskell) such as lambda expressions
and anonymous types. Furthermore, with the advent of Language Integrated Query (LINQ), C# supports a
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Updates to logic flow using type matching in addition to value checking
(pattern matching)

Returning a reference to a value, instead of just the value itself (ref locals and
returns)

The introduction of lightweight throwaway varials (called discards)

Throw expressions, allowing the throw to be executed in more places, such as
conditional expressions, lambdas, and others

Not long after C# 7 was released, C# 7.1 was released in August 2017. This minor release added the
following features:

The ability to have a program s main method be async.
Anew literal, default, that allows for initialization of any type.

Correction of an issue with pattern matching that prevented using generics with the
new pattern matching feature.

Like anonymous methods, tuple names can be inferred from the projection that
creates them.

Managed vs. Unmanaged Code

Itis important to note that the C# language can be used only to build software that is hosted under the .NET
runtime (you could never use C# to build a native COM server or an unmanaged C/C++-style application).
Officially speaking, the term used to describe the code targeting the .NET runtime is managed code. The
binary unit that contains the managed code is termed an assembly (more details on assemblies in just a bit).
Conversely, code that cannot be directly hosted by the .NET runtime is termed unmanaged code.

As mentioned previously (and detailed later in this chapter and the next), the .NET platform can run
on avariety of operating systems. Thus, it is quite possible to build a C# application on a Windows machine
using Visual Studio and run the program on a macOS machine using the .NET Core runtime. As well, you
could build a C# application on Linux using Xamarin Studio and run the program on Windows, macOS and
so on. With the most recent release of Visual Studio 2017, you can also build .NET Core applications on a
Mac to be run on Windows, macOS or Linux. To be sure, the notion of a managed environment makes it
possible to build, deploy, and run .NET programs on a wide variety of target machines.

Additional .NET-Aware Programming Languages

Understand that C# is not the only language that can be used to build .NET applications. Out of the box,
Visual Studio provides you with five managed languages, specifically, C#, Visual Basic, C++/CLI, JavaScript,
and F#.

Note F#is a.NET language based on the syntax of functional languages. While F# can be used as a
purely functional language, it also has support for OOP constructs and the .NET base class libraries. If you are
interested in learning more about this managed language, navigate to the official F# home page at
http://msdn.microsoft.com/fsharp.
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In addition to the managed languages provided by Microsoft, there are .NET compilers for Smalltalk,
Ruby, Python, COBOL, and Pascal (to name a few). Although this book focuses almost exclusively on C#, you
might want to consult the following Wikipedia page, which lists a large number of programming languages
that target the .NET Framework:

https://en.wikipedia.org/wiki/List_of CLI_languages

While I assume you are primarily interested in building .NET programs using the syntax of C#,
| encourage you to visit this site, as you are sure to find many .NET languages worth investigating at your
leisure (LISP.NET, anyone?).

Life in a Multilanguage World

As developers first come to understand the language-agnostic nature of .NET, numerous questions arise.
The most prevalent of these questions would have to be, Ifall .NET languages compile down to managed code,
why do we need more than one language/compiler?

There are a number of ways to answer this question. First, we programmers are a very particular lot
when it comes to our choice of programming language. Some of us prefer languages full of semicolons
and curly brackets with as few language keywords as possible. Others enjoy a language that offers more
human-readable syntactic tokens (such as Visual Basic). Still others might want to leverage their mainframe
skills while moving to the .NET platform (via the COBOL .NET compiler).

Now, be honest. If Microsoft were to build a single official .NET language derived from the BASIC
family of languages, can you really say all programmers would be happy with this choice? Or, if the only

official .NET language was based on Fortran syntax, imagine all the folks out there who would ignore
.NET altogether. Because the .NET runtime couldn t care less which language was used to build a block of
managed code, .NET programmers can stay true to their syntactic preferences and share the compiled code
among teammates, departments, and external organizations (regardless of which .NET language others
choose to use).

Another excellent by-product of integrating various .NET languages into a single, unified software
solution is the simple fact that all programming languages have their own sets of strengths and weaknesses.
For example, some programming languages offer excellent intrinsic support for advanced mathematical
processing. Others offer superior support for financial calculations, logical calculations, interaction with
mainframe computers, and so forth. When you take the strengths of a particular programming language and
then incorporate the benefits provided by the .NET platform, everybody wins.

Of course, in reality the chances are quite good that you will spend much of your time building software
using your .NET language of choice. However, once you master the syntax of one .NET language, it is easy
to learn another. This is also quite beneficial, especially to the software consultants of the world. If your
language of choice happens to be C# but you are placed at a client site that has committed to Visual Basic,
you are still able to leverage the functionality of the .NET Framework, and you should be able to understand
the overall structure of the codebase with minimal fuss and bother.

An Overview of .NET Assemblies

Regardless of which .NET language you choose to program with, understand that despite .NET binaries
taking the same file extension as unmanaged Windows binaries (*.d11 or *.exe), they have absolutely no
internal similarities. Specifically, .NET binaries do not contain platform-specific instructions but rather
platform-agnostic Intermediate Language (IL) and type metadata. Figure 1-2 shows the big picture of the
story thus far.
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Figure 1-2. All .NET-aware compilers emit IL instructions and metadata

Note IL is also known as Microsoft Intermediate Language (MSIL) or alternatively as the Common
Intermediate Language (CIL). Thus, as you read the .NET literature, understand that IL, MSIL, and CIL are all
describing essentially the same concept. In this book, | will use the abbreviation CIL to refer to this low-level
instruction set.

When a*.dl1 or *_exe has been created using a .NET-aware compiler, the binary blob is termed an
assembly. You will examine numerous details of .NET assemblies in Chapter 14. However, to facilitate the
current discussion, you do need to understand some basic properties of this new file format.

As mentioned, an assembly contains CIL code, which is conceptually similar to Java bytecode in that it
is not compiled to platform-specific instructions until absolutely necessary. Typically, absolutely necessary
is the point at which a block of CIL instructions (such as a method implementation) is referenced for use by
the .NET runtime.

In addition to CIL instructions, assemblies also contain metadata that describes in vivid detail the
characteristics of every type within the binary. For example, if you have a class named SportsCar, the
type metadata describes details such as SportsCar s base class, specifies which interfaces are implemented
by SportsCar (if any), and gives full descriptions of each member supported by the SportsCar type. .NET
metadata is always present within an assembly and is automatically generated by a .NET-aware language
compiler.

Finally, in addition to CIL and type metadata, assemblies themselves are also described using metadata,
which is officially termed a manifest. The manifest contains information about the current version of the
assembly, culture information (used for localizing string and image resources), and a list of all externally
referenced assemblies that are required for proper execution. You Il examine various tools that can be
used to examine an assembly s types, metadata, and manifest information over the course of the next few
chapters.

The Role of the Common Intermediate Language

Let s examine CIL code, type metadata, and the assembly manifest in a bit more detail. CIL is a language
that sits above any particular platform-specific instruction set. For example, the following C# code models a
trivial calculator. Don t concern yourself with the exact syntax for now, but do notice the format of the Add()
method in the Calc class.
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Benefits of CIL

At this point, you might be wondering exactly what is gained by compiling source code into CIL rather than
directly to a specific instruction set. One benefit is language integration. As you have already seen, each
.NET-aware compiler produces nearly identical CIL instructions. Therefore, all languages are able to interact
within a well-defined binary arena.

Furthermore, given that CIL is platform-agnostic, the .NET Framework itself is platform-agnostic,
providing the same benefits Java developers have grown accustomed to (e.g., a single codebase running on
numerous operating systems). In fact, there is an international standard for the C# language, and a large
subset of the .NET platform and implementations already exists for many non-Windows operating systems
(more details at the conclusion of this chapter).

Compiling CIL to Platform-Specific Instructions

Because assemblies contain CIL instructions rather than platform-specific instructions, CIL code must be
compiled on the fly before use. The entity that compiles CIL code into meaningful CPU instructionsisaJIT
compiler, which sometimes goes by the friendly name of jitter. The .NET runtime environment leverages a
JIT compiler for each CPU targeting the runtime, each optimized for the underlying platform.

For example, if you are building a .NET application to be deployed to a handheld device (such as a
Windows Phone device), the corresponding jitter is well equipped to run within a low-memory
environment. On the other hand, if you are deploying your assembly to a back-end company server
(where memory is seldom an issue), the jitter will be optimized to function in a high-memory environment.
In this way, developers can write a single body of code that can be efficiently JIT compiled and executed on
machines with different architectures.

Furthermore, as a given jitter compiles CIL instructions into corresponding machine code, it will cache
the results in memory in a manner suited to the target operating system. In this way, if a call is made to a
method named PrintDocument(), the CIL instructions are compiled into platform-specific instructions on
the first invocation and retained in memory for later use. Therefore, the next time PrintDocument() is called,
there is no need to recompile the CIL.

Note Itis also possible to perform a “pre-JIT” of an assembly when installing your application using the
ngen.exe command-line tool that ships with the .NET Framework SDK. Doing so can improve startup time for
graphically intensive applications.

The Role of .NET Type Metadata

In addition to CIL instructions, a .NET assembly contains full, complete, and accurate metadata, which
describes every type (e.g., class, structure, enumeration) defined in the binary, as well as the members of each
type (e.g., properties, methods, events). Thankfully, it is always the job of the compiler (not the programmer)
to emit the latest and greatest type metadata. Because .NET metadata is so wickedly meticulous, assemblies
are completely self-describing entities.

To illustrate the format of .NET type metadata, let s take a look at the metadata that has been generated
for the Add() method of the C# Calc class you examined previously (the metadata generated for the Visual
Basic version of the Add() method is similar; again, more on the use of i ldasm.exe in just a bit).

13
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TypeDef #2 (02000003)
TypDefName: CalculatorExample.Calc (02000003)
Flags : [NotPublic] [AutoLayout] [Class]
[AnsiClass] [BeforeFieldInit] (00100001)
Extends : 01000001 [TypeRef] System.Object
Method #1 (06000003)
MethodName: Add (06000003)
Flags : [Public] [HideBySig] [ReuseSlot] (00000086)
RVA : 0x00002090
ImplFlags : [IL] [Managed] (00000000)
CallCnvntn: [DEFAULT]
hasThis
ReturnType: 14
2 Arguments
Argument #1: 14
Argument #2: 14
2 Parameters
(1) ParamToken : (08000001) Name : x flags: [none] (00000000)
(2) ParamToken : (08000002) Name : y flags: [none] (00000000)

Metadata is used by numerous aspects of the .NET runtime environment, as well as by various development
tools. For example, the IntelliSense feature provided by tools such as Visual Studio is made possible by reading
an assembly s metadata at design time. Metadata is also used by various object- browsing utilities, debugging
tools, and the C# compiler itself. To be sure, metadata is the backbone of numerous .NET technologies including
WOCEF, reflection, late binding, and object serialization. Chapter 15 will formalize the role of NET metadata.

The Role of the Assembly Manifest

Last but not least, remember that a .NET assembly also contains metadata that describes the assembly
itself (technically termed a manifest). Among other details, the manifest documents all external assemblies
required by the current assembly to function correctly, the assembly s version number, copyright
information, and so forth. Like type metadata, it is always the job of the compiler to generate the assembly s
manifest. Here are some relevant details of the manifest generated when compiling the Calc.cs code file
shown earlier in this chapter (assume you instructed the compiler to name your assembly Calc.exe):

.assembly extern mscorlib

{
.publickeytoken = (B7 7A 5C 56 19 34 EO 89 )
.ver 4:0:0:0

}

.assembly Calc

.hash algorithm 0x00008004
.ver 0:0:0:0
}
.module Calc.exe
. imagebase 0x00400000
.subsystem 0x00000003
.file alignment 0x00000200
.corflags 0x00000001

14
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In a nutshell, this manifest documents the set of external assemblies required by Calc.exe (via the
.assembly extern directive) as well as various characteristics of the assembly itself (e.g., version number,
module name). Chapter 14 will examine the usefulness of manifest data in much more detail.

Understanding the Common Type System

A given assembly may contain any number of distinct types. In the world of .NET, type is simply a general term
used to refer to a member from the set {class, interface, structure, enumeration, delegate}. When you build
solutions using a .NET-aware language, you will most likely interact with many of these types. For example,
your assembly might define a single class that implements some number of interfaces. Perhaps one of the
interface methods takes an enumeration type as an input parameter and returns a structure to the caller.

Recall that the CTS is a formal specification that documents how types must be defined in order to be
hosted by the CLR. Typically, the only individuals who are deeply concerned with the inner workings of the
CTS are those building tools and/or compilers that target the .NET platform. It is important, however, for all
.NET programmers to learn about how to work with the five types defined by the CTS in their language of
choice. The following is a brief overview.

CTS Class Types

Every .NET-aware language supports, at the least, the notion of a class type, which is the cornerstone of
object-oriented programming (OOP). A class may be composed of any number of members (such as
constructors, properties, methods, and events) and data points (fields). In C#, classes are declared using the
class keyword, like so:

// A C# class type with 1 method.
class Calc

{
public int Add(int x, int y)

{

return x +vy;

}
}

Chapter 5 will begin your formal examination of building class types with C#, however, Table 1-1
documents a number of characteristics pertaining to class types.

Table 1-1. CTS Class Characteristics

Class Characteristic Meaning in Life

Is the class sealed? Sealed classes cannot function as a base class to other classes.

Does the class implement An interface is a collection of abstract members that provides a contract
any interfaces? between the object and object user. The CTS allows a class to implement any
number of interfaces.

Is the class abstract or Abstract classes cannot be directly instantiated but are intended to define
concrete? common behaviors for derived types. Concrete classes can be instantiated
directly.

What is the visibility of Each class must be configured with a visibility keyword such as public or
this class? internal. Basically, this controls whether the class may be used by external
assemblies or only from within the defining assembly.

15
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CTS Interface Types

Interfaces are nothing more than a named collection of abstract member definitions, which may be
supported (i.e., implemented) by a given class or structure. In C#, interface types are defined using the
interface keyword. By convention, all .NET interfaces begin with a capital letter I, as in the following
example:

// A C# interface type is usually

// declared as public, to allow types in other
// assemblies to implement their behavior.
public interface IDraw

{

void Draw();

}

On their own, interfaces are of little use. However, when a class or structure implements a given
interface in its unique way, you are able to request access to the supplied functionality using an interface
reference in a polymorphic manner. Interface-based programming will be fully explored in Chapter 8.

CTS Structure Types

The concept of a structure is also formalized under the CTS. If you have a C background, you should be
pleased to know that these user-defined types (UDTs) have survived in the world of .NET (although they
behave a bit differently under the hood). Simply put, a structure can be thought of as a lightweight class type
having value-based semantics. For more details on the subtleties of structures, see Chapter 4. Typically,
structures are best suited for modeling geometric and mathematical data and are created in C# using the
struct keyword, as follows:

// A C# structure type.

struct Point

{
// Structures can contain fields.
public int xPos, yPos;

// Structures can contain parameterized constructors.
public Point(int x, int y)
{ xPos = x; yPos = y;}

// Structures may define methods.
public void PrintPosition()

{

}
}

Console.WriteLine(" ({0}, {1})", xPos, yPos);

16
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CTS Enumeration Types

Enumerations are a handy programming construct that allow you to group name-value pairs. For example,
assume you are creating a video game application that allows the player to select one of three character
categories (Wizard, Fighter, or Thief). Rather than keeping track of simple numerical values to represent
each possibility, you could build a strongly typed enumeration using the enum keyword.

// A C# enumeration type.
enum CharacterType

{
Wizard = 100,
Fighter = 200,
Thief = 300

}

By default, the storage used to hold each item is a 32-bit integer; however, it is possible to alter this
storage slot if need be (e.g., when programming for a low-memory device such as a mobile device). Also,
the CTS demands that enumerated types derive from a common base class, System.Enum. As you will see in
Chapter 4, this base class defines a number of interesting members that allow you to extract, manipulate,
and transform the underlying name-value pairs programmatically.

CTS Delegate Types

Delegates are the .NET equivalent of a type-safe, C-style function pointer. The key difference is thata .NET
delegate is a class that derives from System_MulticastDelegate, rather than a simple pointer to a raw
memory address. In C#, delegates are declared using the delegate keyword.

// This C# delegate type can "point to" any method
// returning an int and taking two ints as input.
delegate int BinaryOp(int x, int y);

Delegates are critical when you want to provide a way for one object to forward a call to another object
and provide the foundation for the .NET event architecture. As you will see in Chapters 10 and 19, delegates
have intrinsic support for multicasting (i.e., forwarding a request to multiple recipients) and asynchronous
method invocations (i.e., invoking the method on a secondary thread).

CTS Type Members

Now that you have previewed each of the types formalized by the CTS, realize that most types take any
number of members. Formally speaking, a type member is constrained by the set {constructor, finalizer, static
constructor, nested type, operator, method, property, indexer, field, read-only field, constant, event}.

The CTS defines various adornments that may be associated with a given member. For example, each
member has a given visibility trait (e.g., public, private, protected). Some members may be declared as abstract
(to enforce a polymorphic behavior on derived types) as well as virtual (to define a canned, but overridable,
implementation). Also, most members may be configured as static (bound at the class level) or instance (bound
at the object level). The creation of type members is examined over the course of the next several chapters.

Note  As described in Chapter 9, the C# language also supports the creation of generic types and generic
members.
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Intrinsic CTS Data Types

The final aspect of the CTS to be aware of for the time being is that it establishes a well-defined set of
fundamental data types. Although a given language typically has a unique keyword used to declare a
fundamental data type, all .NET language keywords ultimately resolve to the same CTS type defined in
an assembly named mscorlib.dll. Consider Table 1-2, which documents how key CTS data types are
expressed in various .NET languages.

Table 1-2. The Intrinsic CTS Data Types

CTS Data Type VB Keyword C# Keyword C++/CLI Keyword
System.Byte Byte byte unsigned char
System.SByte SByte shyte signed char
System. Intl6 Short short short
System. Int32 Integer int int or long
System. Int64 Long long __int64
System.UInt16 UShort ushort unsigned short
System.UInt32 Ulnteger uint unsigned int or
unsigned long
System.UInt64 ULong ulong unsigned __int64
System.Single Single float float
System.Double Double double double
System.Object Object object object”
System.Char Char char wchar_t
System.String String string String”
System.Decimal Decimal decimal Decimal
System.Boolean Boolean bool bool

Given that the unique keywords of a managed language are simply shorthand notations for a real type
in the System namespace, you no longer have to worry about overflow/underflow conditions for numerical
data or how strings and Booleans are internally represented across different languages. Consider the
following code snippets, which define 32-bit numerical variables in C# and Visual Basic, using language
keywords as well as the formal CTS data type:

// Define some "ints" in C#.
int i =0;
System.Int32 j = 0;

" Define some "ints" in VB.

Dim i As Integer = 0
Dim j As System.Int32 = 0
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Understanding the Common Language Specification

As you are aware, different languages express the same programming constructs in unique, language-
specific terms. For example, in C# you denote string concatenation using the plus operator (+), while

in VB you typically make use of the ampersand (&). Even when two distinct languages express the same
programmatic idiom (e.g., a function with no return value), the chances are good that the syntax will appear
quite different on the surface.

// C# method returning nothing.
public void MyMethod()
{

// Some interesting code...

}

" VB method returning nothing.
Public Sub MyMethod()

" Some interesting code...
End Sub

As you have already seen, these minor syntactic variations are inconsequential in the eyes of the
.NET runtime, given that the respective compilers (csc.exe or vbc.exe, in this case) emit a similar set of
CIL instructions. However, languages can also differ with regard to their overall level of functionality. For
example, a .NET language might or might not have a keyword to represent unsigned data and might or might
not support pointer types. Given these possible variations, it would be ideal to have a baseline to which all
.NET-aware languages are expected to conform.

The CLS is a set of rules that describe in vivid detail the minimal and complete set of features a given
.NET-aware compiler must support to produce code that can be hosted by the CLR, while at the same time
be accessed in a uniform manner by all languages that target the .NET platform. In many ways, the CLS can
be viewed as a subset of the full functionality defined by the CTS.

The CLS is ultimately a set of rules that compiler builders must conform to if they intend their products
to function seamlessly within the .NET universe. Each rule is assigned a simple name (e.g., CLS Rule 6) and
describes how this rule affects those who build the compilers as well as those who (in some way) interact
with them. The crtme de la crtme of the CLS is Rule 1.

Rule 1: CLS rules apply only to those parts of a type that are exposed outside the
defining assembly.

Given this rule, you can (correctly) infer that the remaining rules of the CLS do not apply to the logic
used to build the inner workings of a .NET type. The only aspects of a type that must conform to the CLS
are the member definitions themselves (i.e., naming conventions, parameters, and return types). The
implementation logic for a member may use any number of non-CLS techniques, as the outside world won t
know the difference.

Toillustrate, the following C# Add() method is not CLS compliant, as the parameters and return values
make use of unsigned data (which is not a requirement of the CLS):

class Calc

// Exposed unsigned data is not CLS compliant!
public ulong Add(ulong x, ulong y)

{

}
}

return x + y;
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However, if you were to only make use of unsigned data internally in a method, as follows:

class Calc
{
public int Add(int x, int y)
{
// As this ulong variable is only used internally,
// we are still CLS compliant.
ulong temp = 0;

return x + y;
}
}

you have still conformed to the rules of the CLS and can rest assured that all .NET languages are able to
invoke the Add() method.

Of course, in addition to Rule 1, the CLS defines numerous other rules. For example, the CLS describes
how a given language must represent text strings, how enumerations should be represented internally
(the base type used for storage), how to define static members, and so forth. Luckily, you don t have
to commit these rules to memory to be a proficient .NET developer. Again, by and large, an intimate
understanding of the CTS and CLS specifications is typically of interest only to tool/compiler builders.

Ensuring CLS Compliance

As you will see over the course of this book, C# does define a number of programming constructs that are not
CLS compliant. The good news, however, is that you can instruct the C# compiler to check your code for CLS
compliance using a single .NET attribute.

// Tell the C# compiler to check for CLS compliance.
[assembly: CLSCompliant(true)]

Chapter 15 dives into the details of attribute-based programming. Until then, simply understand that the
[CLSCompliant] attribute will instruct the C# compiler to check every line of code against the rules of the CLS.
If any CLS violations are discovered, you receive a compiler error and a description of the offending code.

Understanding the Common Language Runtime

In addition to the CTS and CLS specifications, the final three-letter abbreviation (TLA) to contend with at
the moment is the CLR. Programmatically speaking, the term runtime can be understood as a collection
of services that are required to execute a given compiled unit of code. For example, when Java developers
deploy software to a new computer, they need to ensure the Java virtual machine (JVM) has been installed
on the machine in order to run their software.

The .NET platform offers yet another runtime system. The key difference between the .NET runtime and
the various other runtimes | just mentioned is that the .NET runtime provides a single, well-defined runtime
layer that is shared by all languages and platforms that are .NET-aware.

The crux of the CLR is physically represented by a library named mscoree.dl I (aka the Common Object
Runtime Execution Engine). When an assembly is referenced for use, mscoree.dll is loaded automatically,
which in turn loads the required assembly into memory. The runtime engine is responsible for a number of
tasks. First, itis the agent in charge of resolving the location of an assembly and finding the requested type
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within the binary by reading the contained metadata. The CLR then lays out the type in memory,
compiles the associated CIL into platform-specific instructions, performs any necessary security checks,
and then executes the code in question.

In addition to loading your custom assemblies and creating your custom types, the CLR will also
interact with the types contained within the .NET base class libraries when required. Although the entire
base class library has been broken into a number of discrete assemblies, the key assembly ismscorlib.dll,
which contains a large number of core types that encapsulate a wide variety of common programming tasks,
as well as the core data types used by all .NET languages. When you build .NET solutions, you automatically
have access to this particular assembly.

Figure 1-3 illustrates the high-level workflow that takes place between your source code (which is
making use of base class library types), a given .NET compiler, and the .NET execution engine.

R Some .NET
Your .NET " Compiler
Source Code
from Some v
NET-Aware * dll or*.exe
Language Assembly
7 (CIL, Metadata, and Manifest)
.NET Execution Engine
(mscoree.dll)
que C!ass > Class Loader
Libraries
_ v
(mscorlib.dll N
and So Forth) Jitter
| P Il
Platform-
Specific
Instructions
Execute the
Member

Figure 1-3. mscoree.dll in action
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The Assembly/Namespace/Type Distinction

Each of us understands the importance of code libraries. The point of framework libraries is to give
developers a well-defined set of existing code to leverage in their applications. However, the C# language
does not come with a language-specific code library. Rather, C# developers leverage the language- neutral
.NET libraries. To keep all the types within the base class libraries well organized, the .NET platform makes
extensive use of the namespace concept.

A namespace is a grouping of semantically related types contained in an assembly or possibly spread
across multiple related assemblies. For example, the System. 10 namespace contains file 1/0 related types,
the System.Data namespace defines basic database types, and so on. It is important to point out that a single
assembly (such asmscorlib.dll) can contain any number of namespaces, each of which can contain any
number of types.

To clarify, Figure 1-4 shows the Visual Studio Object Browser utility (which can be found under the View
menu). This tool allows you to examine the assemblies referenced by your current project, the namespaces
within a particular assembly, the types within a given namespace, and the members of a specific type. Note
that the mscorlib.dl1 assembly contains many different namespaces (such as System. 10), each with its
own semantically related types (e.g., BinaryReader).

Figure 1-4. Asingle assembly can have any number of namespaces, and namespaces can have any number
of types
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Table 1-3. A Sampling of .NET Namespaces

.NET Namespace

Meaning in Life

System

System.Collections
System.Collections.Generic

System.Data
System.Data.Common
System.Data.EntityClient
System.Data.SqlClient

System. 10
System. 10.Compression
System. 10.Ports

System.Reflection
System.Reflection._Emit

System.Runtime. InteropServices

System.Drawing
System.Windows.Forms

System.Windows
System.Windows.Controls
System.Windows. Shapes

System.Ling
System.Xml_Ling
System.Data.DataSetExtensions

System.Web
System.Web.Http

System.ServiceModel

System.Workflow.Runtime
System.Workflow.Activities

System.Threading

System.Threading.Tasks
System.Security

System. Xml

Within System, you find numerous useful types dealing with
intrinsic data, mathematical computations, random number
generation, environment variables, and garbage collection, as well
as a number of commonly used exceptions and attributes.

These namespaces define a number of stock container types, as
well as base types and interfaces that allow you to build customized
collections.

These namespaces are used for interacting with relational databases
using ADO.NET.

These namespaces define numerous types used to work with file
1/0, compression of data, and port manipulation.

These namespaces define types that support runtime type discovery
as well as dynamic creation of types.

This namespace provides facilities to allow .NET types to interact
with unmanaged code (e.g., C-based DLLs and COM servers), and
vice versa.

These namespaces define types used to build desktop applications
using .NET s original Ul toolkit (Windows Forms).

The System.Windows namespace is the root for several namespaces
that represent the Windows Presentation Foundation (WPF) Ul
toolkit.

These namespaces define types used when programming against
the LINQ API.

This is one of many namespaces that allows you to build ASP.NET
web applications.

This is one of many namespaces that allows you to build RESTful
web services.

This is one of many namespaces used to build distributed
applications using the Windows Communication Foundation API.

These are two of many namespaces that define types used to build
workflow-enabled applications using the Windows Workflow
Foundation API.

This namespace defines numerous types to build multithreaded
applications that can distribute workloads across multiple CPUs.

Security is an integrated aspect of the .NET universe. In the
security-centric namespaces, you find numerous types dealing with
permissions, cryptography, and so on.

The XML-centric namespaces contain numerous types used to
interact with XML data.
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The Role of the Microsoft Root Namespace

You probably noticed while reading over the listings in Table 1-3 that System is the root namespace for a
majority of nested namespaces (e.g., System. 10, System.Data). As it turns out, however, the .NET base class
library defines a number of topmost root namespaces beyond System, the most useful of which is named
Microsoft.

Any namespace nested within Microsoft (e.g., Microsoft.CSharp, Microsoft.ManagementConsole,
Microsoft.Win32) contains types that are used to interact with services unique to the Windows operating
system. Given this point, you should not assume that these types could be used successfully on other
.NET-enabled operating systems such as macOS. For the most part, this text will not dig into the details of the
Microsoft rooted namespaces, so be sure to consult the .NET Framework 4.7 SDK documentation if you are
interested.

Note  Chapter 2 will illustrate the use of the .NET Framework 4.7 SDK documentation, which provides
details regarding every namespace, type, and member within the base class libraries.

Accessing a Namespace Programmatically

It is worth reiterating that a namespace is nothing more than a convenient way for us mere humans

to logically understand and organize related types. Consider again the System namespace. From your
perspective, you can assume that System.Console represents a class named Console that is contained within
a namespace called System. However, in the eyes of the .NET runtime, this is not so. The runtime engine sees
only a single class named System.Console.

In C#, the using keyword simplifies the process of referencing types defined in a particular namespace.
Here is how it works. Let s say you are interested in building a graphical desktop application using the WPF
API. While learning the types each namespace contains takes study and experimentation, here are some
possible candidates to reference in your program:

// Here are some possible namespaces used to build a WPF application.
using System; // General base class library types.
using System.Windows.Shapes; // Graphical rendering types.

using System.Windows.Controls; // Windows Forms GUI widget types.
using System.Data; // General data-centric types.

using System.Data.SqlClient; // MS SQL Server data-access types.

Once you have specified some number of namespaces (and set a reference to the assemblies that define
them), you are free to create instances of the types they contain. For example, if you are interested in creating
an instance of the Button class (defined in the System._Windows.Controls namespace), you can write the
following:

// Explicitly list the namespaces used by this file.

using System;
using System.Windows.Controls;
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class MyGUIBuilder

public void Buildul()

{
// Create a button control.
Button btnOK = new Button();

Because your code file is importing the System_Windows.Controls namespace, the compiler is able
to resolve the Button class as a member of this namespace. If you did not import the System_Windows.
Controls namespace, you would be issued a compiler error. However, you are free to declare variables
using a fully qualified name as well.

// Not listing System_Windows.Controls namespace!
using System;

class MyGUIBuilder

public void Buildul()
{
// Using fully qualified name.
System.Windows.Controls.Button btnOK =
new System._Windows.Controls.Button();

While defining a type using the fully qualified name provides greater readability, | think you d agree that
the C# using keyword reduces keystrokes. In this text, we will avoid the use of fully qualified names (unless
there is a definite ambiguity to be resolved) and opt for the simplified approach of the C# using keyword.

However, always remember that the using keyword is simply a shorthand notation for specifying a
type s fully qualified name, and either approach results in the same underlying CIL (given that CIL code
always uses fully qualified names) and has no effect on performance or the size of the assembly.

Referencing External Assemblies

In addition to specifying a namespace via the C# using keyword, you need to tell the C# compiler the name
of the assembly containing the actual CIL implementation for the referenced type. As mentioned, many core
.NET namespaces are defined within mscorlib.dll. However, by way of example, the System.Drawing.Bitmap
class is contained within a separate assembly named System.Drawing.dll. A vast majority of the NET
Framework assemblies are located under a specific directory termed the global assembly cache (GAC). Ona
Windows machine, this can be located by default under C:\Windows\Assembl1y\GAC, as shown in Figure 1-5.
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Figure 1-5. Many .NET libraries reside in the GAC

Depending on the development tool you are using to build your .NET applications, you will have
various ways to inform the compiler which assemblies you want to include during the compilation cycle.
You Il examine how to do so in Chapter 2, so | Il hold off on the details for now.

Note  As you will see in Chapter 14, a Windows OS has multiple locations where framework libraries can
be installed; however, this is generally encapsulated from the developer. On a non-Windows machine (such as
macOS or Linux), the location of the GAC depends on the .NET distribution.

Exploring an Assembly Using ildasm.exe

If you are beginning to feel a tad overwhelmed at the thought of gaining mastery over every namespace in
the .NET platform, just remember that what makes a namespace unique is that it contains types that are
somehow semantically related. Therefore, if you have no need for a user interface beyond a simple console
application, you can forget all about the desktop and web namespaces (among others). If you are building
a painting application, the database namespaces are most likely of little concern. Like any new set of
prefabricated code, you learn as you go.

The Intermediate Language Disassembler utility (i Idasm.exe), which ships with the .NET Framework,
allows you to load up any .NET assembly and investigate its contents, including the associated manifest,
CIL code, and type metadata. This tool allows you to dive deeply into how their C# code maps to CIL and
ultimately helps you understand the inner workings of the .NET platform. While you never need to use
i Idasm._exe to become a proficient .NET programmer, | highly recommend you fire up this tool from time to
time to better understand how your C# code maps to runtime concepts.
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Note  You can easily run ildasm.exe by opening a Visual Studio command prompt and typing ildasm
followed by the Enter key.

After you launch ildasm.exe, proceed to the File  Open menu command and navigate to an assembly
you want to explore. By way of illustration, Figure 1-6 shows the Calc.exe assembly generated based on the
Calc.csfile shown earlier in this chapter. i ldasm.exe presents the structure of an assembly using a familiar
tree-view format.

Figure 1-6. ildasm.exe allows you to see the CIL code, manifest, and metadata within a .NET assembly

Viewing CIL Code

In addition to showing the namespaces, types, and members contained in a given assembly, i ldasm._exe
allows you to view the CIL instructions for a given member. For example, if you were to double-click the
Main() method of the Progranm class, a separate window would display the underlying CIL (see Figure 1-7).
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Figure 1-7. Viewing the underlying CIL

Viewing Type Metadata

If you want to view the type metadata for the currently loaded assembly, press Ctrl+M. Figure 1-8 shows the
metadata for the Calc.Add() method.

Figure 1-8. Viewing type metadata via i ldasm.exe
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Viewing Assembly Metadata (aka the Manifest)

Finally, if you are interested in viewing the contents of the assembly s manifest (see Figure 1-9), simply
double-click the MANIFEST icon in the main window of i ldasm.exe.

Figure 1-9. Viewing manifest data via i ldasm.exe

To be sure, 1ldasm.exe has more options than shown here, and we will illustrate additional features of
the tool where appropriate in the text.

The Platform-Independent Nature of .NET

Allow me to briefly comment on the platform-independent nature of the .NET platform. With past versions
of .NET, it wasn t widely known that .NET applications could be developed and executed on non-Microsoft
operating systems, including macOS, various Linux distributions, Solaris, and iOS and Android mobile
devices. With the release of .NET Core and the related fanfare, it is probably safe to assume that a large
number of developers are at least aware of the capability. To understand how this is possible, you need to
come to terms with yet another abbreviation in the .NET universe: CLI.

When Microsoft released the C# programming language and the .NET platform, it also crafted a set of
formal documents that described the syntax and semantics of the C# and CIL languages, the .NET assembly
format, the core .NET namespaces, and the mechanics of the .NET runtime engine. These documents
have been submitted to (and ratified by) Ecma International (www.ecma-international .org) as official
international standards. The specifications of interest are as follows:

ECMA-334: The C# Language Specification
ECMA-335: The Common Language Infrastructure (CLI)
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The importance of these documents becomes clear when you understand that they enable third
parties to build distributions of the .NET platform for any number of operating systems and/or processors.
ECMA-335isthe meatier of the two specifications, so much so that it has been broken into various
partitions, including those shown in Table 1-4.

Table 1-4. Partitions of the CLI

Partitions of ECMA-335 Meaning in Life

Partition I: Concepts and Architecture Describes the overall architecture of the CLI, including the
rules of the CTS and CLS and the mechanics of the .NET
runtime engine.

Partition I: Metadata Definition and Describes the details of .NET metadata and the assembly

Semantics format.

Partition I11: CIL Instruction Set Describes the syntax and semantics of CIL code.

Partition IV: Profiles and Libraries Gives a high-level overview of the minimal and complete class
libraries that must be supported by a .NET distribution.

Partition V: Binary Formats Describes a standard way to interchange debugging
information between CLI producers and consumers.

Partition VI: Annexes Provides a collection of odds-and-ends details such as class
library design guidelines and the implementation details of a
CIL compiler.

Be aware that Partition IV (Profiles and Libraries) defines only a minimal set of namespaces that
represent the core services expected by a CLI distribution (e.g., collections, console 1/0, file 1/0, threading,
reflection, network access, core security needs, XML data manipulation). The CLI does not define
namespaces that facilitate web development (ASP.NET), database access (ADO.NET), or desktop graphical
user interface (GUI) application development (Windows Presentation Foundation or Windows Forms).

The good news, however, is that the alternative .NET distribution (termed Mono) extends the CLI
libraries with Microsoft-compatible equivalents of ASP.NET implementations, ADO.NET implementations,
and various desktop GUI implementations to provide full-featured, production-level development
platforms. To date, there are three major implementations of the CLI beyond Microsoft s Windows-specific
.NET platform. See Table 1-5.

Table 1-5. Open Source .NET Distributions

Distribution Meaning in Life

The Mono project The Mono project is an open source distribution of the CLI that targets various
Linux distributions (e.g., SuSe, Fedora), macQS, iOS devices (iPad, iPhone), Android
devices, and (surprise!) Windows.

Xamarin SDK Xamarin grew from the Mono project and allows for developing cross-platform GUI
applications for mobile devices. The SDK is open sourced, while the full Xamarin
product is not.

.NET Core In addition to the Windows-centric .NET Framework, Microsoft also supports a
cross-platform version of .NET, which focuses on the construction of code libraries,
data access, web services, and web applications.
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The Mono Project

The Mono project is an excellent choice if you want to build .NET software that can run on a variety of
operating systems. In addition to all the key .NET namespaces, Mono provides additional libraries to allow
the construction of GUI-based desktop software, ASP.NET web applications, and software-targeting mobile
devices (iPad, iPhone, and Android). You can download the Mono distribution from the following URL:

www.mono-project.com/

Out of the box, the Mono project consists of a number of command-line tools and all of the associated
code libraries. However, as you will see in Chapter 2, there is a full-fledged graphical IDE typically used with
Mono named Xamarin Studio. In fact, Microsoft Visual Studio projects can be loaded into Xamarin Studio
projects, and vice versa. Again, you can find more information in Chapter 2, but you might want to check out
the Xamarin web site for more details.

http://xamarin.com/

Xamarin

Xamarin descended from the Mono project and was created by many of the same engineers who created the
Mono project. While the Mono project is still alive and well, ever since Xamarin was purchased by Microsoft
and started shipping with Visual Studio 2017, Xamarin has become the default framework for creating
cross-platform GUI applications, especially for mobile devices. The Xamarin SDK ships with all versions of
Visual Studio 2017, and Visual Studio 2017 Enterprise license holders also get Xamarin Enterprise.

Microsoft .NET Core

The other major cross-platform distribution of .NET comes from Microsoft. Beginning in 2014, Microsoft
announced an open source version of its full-scale (Windows-specific) .NET 4.7 Framework called .NET
Core. The .NET Core distribution is not a complete carbon copy of the .NET 4.7 Framework. Rather, NET
Core focuses on the construction of ASP.NET web applications that can run on Linux, macOS, and
Windows. Thus, you can essentially consider .NET Core to be a subset of the full .NET Framework. You can
find a good article that compares and contrasts the full .NET Framework to the .NET Core framework on the
MSDN .NET Blog site. Here is a direct link (but if this changes, just do a web search for.NET Core is Open
Source):

http://blogs.msdn.com/b/dotnet/archive/2014/11/12/net-core-is-open-source.aspx

As luck would have it, all the features of C#, as well as a number of key libraries, are included in .NET
Core. Therefore, a majority of this book will map directly to this distribution. Recall, though, that .NET Core
is focused on building RESTful services and web applications and does not provide implementations of
desktop GUI APIs (such as WPF or Windows Forms). If you need to build cross-platform GUI applications,
then Xamarin is the better choice.

.NET Core is covered in detail in Part 1X of this book, including the philosophy of .NET Core, Entity
Framework Core, ASP.NET Core services, and ASP.NET Core web applications.
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Itis also worth noting that Microsoft has also released a free, lightweight, and cross-platform code
editor to help support development with .NET Core. This editor is simply named Visual Studio Code. While
it is certainly not as full featured as Microsoft Visual Studio or Xamarin Studio, it is a useful tool to edit C#
code in a cross-platform manner. While this text will not use Visual Studio Code, you might want to learn
more at the following web site:

https://code.visualstudio.com/

Summary

The point of this chapter was to lay out the conceptual framework necessary for the remainder of this book.
I began by examining a number of limitations and complexities found within the technologies prior to .NET
and followed up with an overview of how .NET and C# attempt to simplify the current state of affairs.

.NET basically boils down to a runtime execution engine (mscoree.dll) and base class library
(mscorlib.dll and associates). The Common Language Runtime is able to host any .NET binary
(aka assembly) that abides by the rules of managed code. As you saw, assemblies contain CIL instructions
(in addition to type metadata and the assembly manifest) that are compiled to platform-specific instructions
using a just-in-time compiler. In addition, you explored the role of the Common Language Specification and
Common Type System. This was followed by an examination of the ildasm.exe object browsing tool.

In the next chapter, you will take a tour of the common integrated development environments you can
use when you build your C# programming projects. You will be happy to know that in this book, you will use
completely free (and feature-rich) IDEs, so you can start exploring the .NET universe with no money down.
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Building C# Applications

As a C# programmer, you can choose from among numerous tools to build .NET applications. The tool
(or tools) you select will be based primarily on three factors: any associated costs, the OS you are using
to develop the software, and the computing platforms you are targeting. The point of this chapter is to
provide a survey of the most common integrated development environments (IDEs) that support the C#
language. Do understand that this chapter wilhot go over every single detail of each IDE; it will give you
enough information to select your programming environment as you work through this text and give you a
foundation to build on.

The first part of this chapter will examine a set of IDEs from Microsoft that enable development of .NET
applications on a Windows operating system (7,)8.and 10). As you will see, some of these IDEs can be used
to build Windows-centric applications only, while others support the construction of C# apps for alternative
operating systems and devices (such as macOS, Linux, or Android). The latter part of this chapter will then
examine some IDEs that canun on a non-Windows OS. This enables developers to build C# programs using
Apple computers as well as Linux distributions.

Note This chapter will give you an overview of a good number of IDEs. However, this book will ass
you are using the (completely free) Visual Studio 2017 Community IDE. If you want to build your applic
a different OS (macOS or Linux), this chapter will guide you in the right direction; however, your IDE w
from the various screenshots in this text.

Building .NET Applications on Windows

As you will see over the course of this chapter, you can choose from a variety of IDEs to build C#
applications; some come from Microsoft, and others come from third-party (many of which are open
source) vendors. Now, despite what you might be thinking, many Microsoft IDEs are completely free.
Thus, if your primary interest is to build .NET software on the Windows operating system (%, &r 10),
you will find the following major options:

Visual Studio Community
Visual Studio Professional
Visual Studio Enterprise

The Express editions have been removed, leaving three versions of Visual Studio 2017. The Community
and Professional editions aressentiallythe same, with the main technical difference being that
Professional has CodelLens and Community does not. The more significant difference is in the licensing model.
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Community is licensed for open source, academic, and small-business uses. Professional is licensed for
enterprise development. As one would expect, the Enterprise edition has many additional features above the
Professional edition.

Note  For specific licensing details, please go to https://www.visualstudio.com. Licensing Microsoft
products can be complex, and this book does not cover the details. For the purposes of writing (and following
along with) this book, Community is legal to use.

Each IDE ships with sophisticated code editors, key database designers, integrated visual debuggers,
GUI designers for desktop and web applications, and so forth. Since they all share a common core set of
features, the good news is that it is easy to move between them and feel quite comfortable with their basic
operation.

Installing Visual Studio 2017

Before using Visual Studio 2017 to develop, execute, and debug C# applications, you need to get it installed.
The installation experience is dramatically different from previous versions and is worth discussing in
more detail.

Note  You can download Visual Studio 2017 Community from https://www.visualstudio.com/
downloads.

The Visual Studio 2017 installation process is now broken down into application-type workloads. This
allows you to install just the components you need for the work you plan on doing. For example, if you are
going to build web applications, you would install the ASP.NET and web development workload.

Another (extremely) significant change is that Visual Studio 2017 supports true side-by-side installation.
Note that | am not referring to just previous versions of Visual Studio but to Visual Studio 2017 itself! On my
main workstation, | have Visual Studio 2017 Enterprise installed. For this book, I will be using Visual Studio
Community. With Visual Studio 2015 (and the previous edition of this book), | had to use a different machine
than the one | use to service clients. Now, it s all on the same machine. If you have Professional or Enterprise
supplied by your employer, you can still install the Community edition to work on the open source projects
(or the code in this book).

When you launch the installer for Visual Studio 2017 Community, you are presented with the
screen shown in Figure 2-1. This screen has all of the workloads available, the option to select individual
components, and a summary on the right side showing what has been selected. Notice the red warning at
the bottom stating A nickname must be provided to disambiguate this install. This is because | have other
installs of Visual Studio 2017 on my machine. If this is your first install, you won t see this.
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Figure 2-1. The new Visual Studio installer

For this book, you will want to install the following workloads:
.NET desktop development
ASP.NET and web development
Data storage and processing
.NET Core cross-platform development

I also had to add an installation nickname, ProC#. These selections are shown in Figure 2-2.

37



CHAPTER 2 BUILDING C# APPLICATIONS

Figure 2-2. The selected workloads

Select Individual Components from the top of the installer, and select the following additional items:
.NET Core runtime
.NET Framework 4.6.2 SDK
.NET Framework 4.6.2 targeting pack
.NET Framework 4.7 SDK
.NET Framework 4.7 targeting pack
Class Designer
Testing tools core features
Visual Studio Tools for Office (VSTO)

Once you have all of them selected, click Install. This will provide you with everything you need to work
through the examples in this book, including the new section on .NET Core.

Taking Visual Studio 2017 for a Test-Drive

Visual Studio 2017 is a one-stop shop for software development with the .NET platform and C#. Let s take a
quick look at Visual Studio by building a simple Windows console application.
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Building .NET Applications

To get your feet wet, let s take some time to build a simple C# application and keep in mind that the topics
illustrated here will be useful for all editions of Visual Studio.

The New Project Dialog Box and C# Code Editor

Now that you have installed Visual Studio, activate the File  New Project menu option. As you can see in
Figure 2-3, this IDE has support for console apps, WPF/Windows Forms apps, Windows services, and many
more. To start, create a new C# Console Application project named SimpleCSharpConsoleApp, making sure
to change the Framework version to 4.7.

Figure 2-3. The New Project dialog box

As you can see from Figure 2-3, Visual Studio is capable of creating a variety of application types,
including Windows Desktop, Web, .NET Core, and many more. These will be covered throughout this book.

Note If you don’t see an option for .NET Framework 4.7, you will need to install the 4.7 Developer Pack,
available at https://ww.microsoft.com/en-us/download/details.aspx?id=55168. You can also click the
“Install other frameworks...” option in drop-down list to get the Developer Pack.
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Once the project has been created, you will see that the initial C# code file (hamed Program.cs) has
been opened in the code editor. Add the following C# code to your Main() method. You Il notice as you type
that IntelliSense will kick in as you apply the dot operator.

static void Main(string[] args)

{
// Set up Console UI (CUI)
Console.Title = "My Rocking App";
Console.ForegroundColor = ConsoleColor.Yellow;
Console.BackgroundColor = ConsoleColor.Blue;
Console.WriteLine( ;
Console.WriteLine("™***** Welcome to My Rocking App *****'");
Console. WriteLing (¥ skiiikiibbskibhbbkbbkiihiiihiiis®");
Console.BackgroundColor = ConsoleColor.Black;

// Wait for Enter key to be pressed.
Console.ReadLine();

Here, you are using the Console class defined in the System namespace. Because the System namespace
has been automatically included at the top of your file via a using statement, you have no need to qualify the
namespace before the class name (e.g., System.Console_WriteLine()). This program does not do anything
too interesting; however, note the final call to Console_ReadLine(). This is in place simply to ensure the user
must press a key to terminate the application. If you did not do this, the program would disappear almost
instantly when debugging the program!

Using C# 7.1 Features

At the time of this writing, Visual Studio doesn t have direct support for creating C# 7.1 projects. To use
the new features, there are two options. The first is to update the project file manually, and the second is
to let the Visual Studio help (in the form of the quick-fix light bulb) update your project file for you. While
the latter sounds easiest, it s not currently reliable, but | am certain it will get better in upcoming Visual
Studio releases.

To update the project file, open the SimpleCSharpConsoleApp.csproj file in any text editor
(except Visual Studio), and update the Debug and Release property groups to the following:

<PropertyGroup Condition=" "$(Configuration)|$(Platform)" == "Debug]AnyCPU" ">
<PlatformTarget>AnyCPU</PlatformTarget>
<DebugSymbols>true</DebugSymbols>
<DebugType>ful1</DebugType>
<Optimize>false</Optimize>
<OutputPath>bin\Debug\</OutputPath>
<DefineConstants>DEBUG; TRACE</DefineConstants>
<ErrorReport>prompt</ErrorReport>
<WarninglLevel>4</WarningLevel>
<LangVersion>7.1</LangVersion>
</PropertyGroup>
<PropertyGroup Condition=" "$(Configuration)|$(Platform)® == "Release|AnyCPU" ">
<PlatformTarget>AnyCPU</PlatformTarget>
<DebugType>pdbonly</DebugType>
<Optimize>true</Optimize>
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<OutputPath>bin\Release\</OutputPath>

<DefineConstants>TRACE</DefineConstants>

<ErrorReport>prompt</ErrorReport>

<WarningLevel>4</WarningLevel>

<LangVersion>7.1</LangVersion>
</PropertyGroup>

Running and Debugging Your Project

Now, to run your program and see the output, you can simply press the Ctrl+F5 keyboard command (which
is also accessed from the Debug  Start Without Debugging menu option). Once you do, you will see a
Windows console window pop on the screen with your custom (and colorful) message. Be aware that when
you run your program, you bypass the integrated debugger.

If you need to debug your code (which will certainly be important when building larger programs), your
first step is to set breakpoints at the code statement you want to examine. Although there isn t much code in
this example, set a breakpoint by clicking the leftmost gray bar of the code editor (note that breakpoints are
marked with a red dot icon; see Figure 2-4).

Figure 2-4. Setting breakpoints

If you now press the F5 key (or use the Debug  Start Debugging menu option or click the green arrow
with Start next to it in the toolbar), your program will halt at each breakpoint. As you would expect, you can
interact with the debugger using the various toolbar buttons and menu options of the IDE. Once you have
evaluated all breakpoints, the application will eventually terminate once Main() has completed.
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Note  Microsoft IDEs have sophisticated debuggers, and you will learn about various techniques over
the chapters to come. For now, be aware that when you are in a debugging session, a large number of useful
options will appear under the Debug menu. Take a moment to verify this for yourself.

Solution Explorer

If you look at the right of the IDE, you will see a window named Solution Explorer, which shows you a few
important things. First, notice that the IDE has created a solution with a single project (see Figure 2-5). This
can be confusing at first, as they both have been given the same name (SimpleCSharpConsoleApp). The
idea hereisthata solution can contain multiple projects that all work together. For example, your solution
might include three class libraries, one WPF application, and one WCF web service. The earlier chapters of
this book will always have a single project; however, when you build some more complex examples, you Il
see how to add new projects to your initial solution space.

Figure 2-5. Solution Explorer

Note  Be aware that when you select the topmost solution in the Solution Explorer window, the IDE’s
menu system will show you a different set of choices than when you select a project. If you ever find yourself
wondering where a certain menu item has disappeared to, double-check you did not accidentally select the
wrong node.
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You will also notice a References icon. You can use this node when your application needs to reference
additional .NET libraries beyond what are included for a project type by default. Because you have created a
C# Console Application project, you will notice a number of libraries have been automatically added such as
System.dll, System.Core.dll, System.Data.dll, and so forth (note the items listed under the References
node don t show the .dl1 file extension). You will see how to add libraries to a project shortly.

Note Recall from Chapter 1 that all .NET projects have access to a foundational library named
mscorlib_dl 1. This library is so necessary that it is not even listed explicitly in Solution Explorer.

The Object Browser

If you were to right-click any library under the References node and select View in Object Browser, you
will open the integrated Object Browser (you can also open this using the View menu). Using this tool, you
can see the various namespaces in an assembly, the types in a namespace, and the members of each type.
Figure 2-6 shows some namespaces of the always-present mscorlib.dl1 assembly.

Figure 2-6. The Object Browser

This tool can be useful when you want to see the internal organization of a .NET library as well as when
you want to get a brief description of a given item. Also notice the <Search> bar at the top of the window.
This can be helpful when you know the name of a type you want to use but have no idea where it might be
located. On arelated note, keep in mind that the search feature will search only the libraries used in your
current solution by default (you can search the entire .NET Framework by changing the selection in the
Browse drop-down box).
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Referencing Additional Assemblies

To continue your test, let s add an assembly (aka code library) not automatically included in a Console
Application project. To do so, right-click the References tab of Solution Explorer and select Add Reference
(or select the Project  Add Reference menu option). From the resulting dialog box, find a library named
System.Windows.Forms.dll (again, you won t see the file extension here) and check it off (Figure 2-7).

Figure 2-7. Adding references

Once you click the OK button, this new library is added to your reference set (you Il see it listed under
the References node). As explained in Chapter 1, however, referencing a library is only the first step. To use
the types in a given C# code file, you need to define a using statement. Add the following line to the using
directives in your code file:
using System.Windows.Forms;

Then add the following line of code directly after the call to Console.ReadLine() in your Main()
method:

MessageBox.Show(*'All done!™);

When you run or debug your program once again, you will find a simple message box appears before
the program terminates.
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Viewing Project Properties

Next, notice an icon named Properties within Solution Explorer. When you double-click this item, you are
presented with a sophisticated project configuration editor. For example, in Figure 2-8, notice how you can
change the version of the .NET Framework you are targeting for the solution.

Figure 2-8. The Project Properties window

You will see various aspects of the Project Properties window as you progress through this book.
However, if you take some time to poke around, you will see that you can establish various security settings,
strongly name your assembly (see Chapter 14), deploy your application, insert application resources, and
configure pre- and post-build events.
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The Visual Class Designer

Visual Studio also gives you the ability to design classes and other types (such as interfaces or delegates)
in a visual manner. The Class Designer utility allows you to view and modify the relationships of the types
(classes, interfaces, structures, enumerations, and delegates) in your project. Using this tool, you are able
to visually add (or remove) members to (or from) a type and have your modifications reflected in the
corresponding C# file. Also, as you modify a given C# file, changes are reflected in the class diagram.

To access the visual type designer tools, the first step is to insert a new class diagram file. To do so,
activate the Project  Add New Item menu option and locate the Class Diagram type (Figure 2-9).

Figure 2-9. Inserting a class diagram file into the current project

Initially, the designer will be empty; however, you can drag and drop files from your Solution Explorer
window on the surface. For example, once you drag Program.cs onto the designer, you will find a visual
representation of the Program class. If you click the arrow icon for a given type, you can show or hide the
type s members (see Figure 2-10).
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Figure 2-10. The Class Diagram viewer

Note  Using the Class Designer toolbar, you can fine-tune the display options of the designer surface.

The Class Designer utility works in conjunction with two other aspects of Visual Studio: the Class
Details window (activated using the View  Other Windows menu) and the Class Designer Toolbox
(activated using the View  Toolbox menu item). The Class Details window not only shows you the details
of the currently selected item in the diagram but also allows you to modify existing members and insert new
members on the fly (see Figure 2-11).

Figure 2-11. The Class Details window
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The Class Designer Toolbox, which can also be activated using the View menu, allows you to insert new
types (and create relationships between these types) into your project visually (see Figure 2-12).
(Be aware you must have a class diagram as the active window to view this toolbox.) As you do so, the IDE
automatically creates new C# type definitions in the background.

Figure 2-12. The Class Designer Toolbox

By way of example, drag a new class from the Class Designer Toolbox onto your Class Designer. Name
this class Car in the resulting dialog box. This will result in the creation of a new C# file named Car .cs that is
automatically added to your project. Now, using the Class Details window, add a public string field named
PetName (see Figure 2-13).

Figure 2-13. Adding a field with the Class Details window
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If you now look at the C# definition of the Car class, you will see it has been updated accordingly
(minus the additional code comments shown here).

public class Car

// Public data is typically a bad idea; however,
// it keeps this example simple.
public string PetName;

}

Now, activate the designer file once again and drag another new class onto the designer and name it
SportsCar. Select the Inheritance icon from the Class Designer Toolbox and click the top of the SportsCar
icon. Next, click the mouse on top of the Car class icon. If you performed these steps correctly, you have just
derived the SportsCar class from Car (see Figure 2-14).

Figure 2-14. Visually deriving from an existing class

Note  The concept of inheritance will be fully examined in Chapter 6.
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To complete this example, update the generated SportsCar class with a public method named
GetPetName(), authored as follows:

public class SportsCar : Car
{
public string GetPetName()
{
PetName = "Fred";
return PetName;
}
}

As you would expect, the visual type designer is one of the many features of Visual Studio Community.
As mentioned earlier, this edition of the book will assume you are using Visual Studio Community as your
IDE of choice. Over the chapters to come, you will learn many more features of this tool.

Source Code You can find the SimpleCSharpConsoleApp project in the Chapter 2 subdirectory.

Visual Studio 2017 Professional

As mentioned earlier, the main difference between Community and Professional editions is the allowable
usage scenarios. If you are currently employed as a software engineer, the chances are good your company
has purchased a copy of this edition for you as your tool of choice.

Visual Studio 2017 Enterprise

To wrap up your examination of the Visual Studio editions that run on Windows, let s take a quick look at
Visual Studio 2017 Enterprise. Visual Studio 2017 Enterprise has all the same features found in Visual Studio
Professional, as well as additional features geared toward corporate-level collaborative development and full
support for cross-platform mobile development with Xamarin.

I won t be saying much more about Visual Studio 2017 Enterprise edition. For the purposes of this book,
any of the three versions (Community, Professional, and Enterprise) will work.

Note  You can find a side-by-side comparison of Community vs. Professional vs. Enterprise at
https://www.visualstudio.com/vs/compare/.

The .NET Framework Documentation System

The final aspect of Visual Studio you must be comfortable with from the outset is the fully integrated

help system. The .NET Framework documentation is extremely good, very readable, and full of useful
information. Given the huge number of predefined .NET types (which number well into the thousands),
you must be willing to roll up your sleeves and dig into the provided documentation. If you resist, you are
doomed to a long, frustrating, and painful existence as a .NET developer.
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You can view the .NET Framework SDK documentation at the following web address:

https://docs.microsoft.com/en-us/dotnet/

Note It would not be surprising if Microsoft someday changes the location of the online .NET Framework
Class Library documentation. If this is the case, a web search for the same topic (.NET Framework Class Library
documentation) should quickly help you find the current location.

Once you are on this main page, click Switch to the Library TOC view. This will change the page to
aview that is easier to navigate. Locate the .NET Development node in the TOC, and click the arrow to
expand the TOC. Next, click the arrow next to the .NET Framework 4.7, 4.6, and 4.5 node. Finally, click the

.NET Framework class library entry. At this point, you can use the tree navigation window to view each
namespace, type, and member of the platform. See Figure 2-15 for an example of viewing the types of the
System namespace.

Figure 2-15. Viewing the .NET Framework documentation online
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Note At the risk of sounding like a broken record, | can’t emphasize enough how important it is that you
learn to use the .NET Framework SDK documentation. No book, no matter how lengthy, can cover every aspect
of the .NET platform. Make sure you take some time to get comfortable using the help system—you’ll thank
yourself later.

Building.NET Applications on a Non-Windows OS

There are several options for building .NET applications on non-Windows operating systems. In addition to
Xamarin Studio, there are also Visual Studio for the Mac and Visual Studio Code (which also runs on Linux).
The types of applications that can be built with these development environments are limited to applications
that are being developed either using .NET Core (Visual Studio Code and Visual Studio for the Mac) or for
mobile (Visual Studio for the Mac, Xamarin Studio).

That is all I will mention about the non-Windows development tools in this book. But rest assured that
Microsoft is embracing all developers, not just developers who own Windows-based computers.

Summary

As you can see, you have many new toys at your disposal! The point of this chapter was to provide you with
atour of the major programming tools a C# programmer may leverage during the development process. As
mentioned, if you are interested only in building .NET applications on a Windows development machine,
your best bet is to download Visual Studio Community. As also mentioned, this edition of the book will use
this particular IDE going forward. Thus, the forthcoming screenshots, menu options, and visual designers
will all assume you are using Visual Studio Community.

If you want to build .NET Core applications or cross-platform mobile application on a non-Windows
0S, then Visual Studio for the Mac, Visual Studio Code, or Xamarin Studio will be your best choice.
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CHAPTER 3

Core C# Programming
Constructs, Part |

This chapter begins your formal investigation of the C# programming language by presenting a number
of bite-sized, stand-alone topics you must be comfortable with as you explore the .NET Framework. The
first order of business is to understand how to build your programépplication objectand to examine the
composition of an executable program’s entry point: th#lain() method. Next, you will investigate the
fundamental C# data types (and their equivalent types in thgystemnamespace) including an examination
of the System.String and System.Text.StringBuilder classes.

After you know the details of the fundamental .NET data types, you will then examine a number of
data type conversion techniques, including narrowing operations, widening operations, and the use of the
checkedand uncheckedkeywords.

This chapter will also examine the role of the G#ar keyword, which allows you tamplicitly define
a local variable. As you will see later in this book, implicit typing is extremely helpful, if not occasionally
mandatory, when working with the LINQ technology set. You will wrap up this chapter by quickly examining
the C# keywords and operators that allow you to control the flow of an application using various looping and
decision constructs.

The Anatomy of a Simple C# Program

C# demands that all program logic be contained within a type definition (recall from Chaptérthattypeis

a general term referring to a member of the set {class, interface, structure, enumeration, delegate}). Unlike
many other languages, in C# it is not possible to create global functions or global points of data. Rather, all
data members and all methods must be contained within a type definition. To get the ball rolling, create a
new Console Application project named SimpleCSharpApp. You might agree that the code within the initial
Program.csfile is rather uneventful.

using System;

using System.Collections.Generic;
using System.Ling;

using System.Text;

using System.Threading.Tasks;
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In addition to the static keyword, this Main() method has a single parameter, which happens to be
an array of strings (string[] args). Although you are not currently bothering to process this array, this
parameter may contain any number of incoming command-line arguments (you Il see how to access them
momentarily). Finally, this Main() method has been set up with a void return value, meaning you do not
explicitly define a return value using the return keyword before exiting the method scope.

The logic of Program is within Main(). Here, you make use of the Console class, which is defined within
the System namespace. Among its set of members is the static WriteLine(), which, as you might assume,
sends a text string and carriage return to the standard output. You also make a call to Console.ReadLine() to
ensure the command prompt launched by the Visual Studio IDE remains visible during a debugging session
until you press the Enter key. (If you did not add this line, your application would terminate immediately
during a debugging session and you could not read the output!) You will learn more about the System.
Console class shortly.

Variations on the Main() Method

By default, Visual Studio will generate a Main() method that has a void return value and an array of string
types as the single input parameter. This is not the only possible form of Main(), however. It is permissible
to construct your application s entry point using any of the following signatures (assuming it is contained
within a C# class or structure definition):

// int return type, array of strings as the parameter.
static int Main(string[] args)
{

// Must return a value before exiting!

return 0;

}

// No return type, no parameters.
static void Main()

{

}

// int return type, no parameters.
static int Main()
{
// Must return a value before exiting!
return 0;

}

Note The Main() method may also be defined as public as opposed to private, which is assumed if you
do not supply a specific access modifier. Visual Studio automatically defines a program’s Main() method as
implicitly private.

Obviously, your choice of how to construct Main() will be based on two questions. First, do you want
to return a value to the system when Main() has completed and your program terminates? If so, you need to
return an int data type rather than void. Second, do you need to process any user-supplied, command-line
parameters? If so, they will be stored in the array of strings. Let s examine all of the options in more detail.
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Async Main Methods (New)

With the release of C# 7.1, the Main() method can now be asynchronous. Async programming is covered in
Chapter 19, but for now realize there are four additional signatures.

static Task Main()

static Task<int> Main()

static Task Main(string[])
static Task<int> Main(string[])

These will be covered in greater detail in Chapter 19.

Specifying an Application Error Code

While a vast majority of your Main() methods will return void as the return value, the ability to return an
int from Main() keeps C# consistent with other C-based languages. By convention, returning the value 0
indicates the program has terminated successfully, while another value (such as -1) represents an error
condition (be aware that the value 0 is automatically returned, even if you construct a Main() method
prototyped to return void).

On the Windows operating system, an application s return value is stored within a system environment
variable named %ERRORLEVEL%. If you were to create an application that programmatically launches another
executable (a topic examined in Chapter 18), you can obtain the value of YERRORLEVEL% using the static
System.Diagnostics.Process.ExitCode property.

Given that an application s return value is passed to the system at the time the application terminates,
it is obviously not possible for an application to obtain and display its final error code while running.
However, to illustrate how to view this error level upon program termination, begin by updating the Main()
method, as follows:

// Note we are now returning an int, rather than void.
static int Main(string[] args)
{
// Display a message and wait for Enter key to be pressed.
Console.WriteLine("***** My First C# App *****");
Console.WriteLine(""Hello World!™);
Console.WriteLine();
Console.ReadLine();

// Return an arbitrary error code.

return -1;

Now let s capture the return value of Main() with the help of a batch file. Using Windows Explorer,
navigate to the folder containing your solution file (for example, C:\SimpleCSharpApp\). Add a new text file
(named SimpleCSharpApp.bat) to that folder containing the following instructions (if you have not authored
*_bat files before, don t concern yourself with the details; thisisa test . . . this is only a test):

@echo off
rem A batch file for SimpleCSharpApp.exe

rem which captures the app"s return value.
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\SimpleCSharpApp\bin\debug\SimpleCSharpApp
@1f "%ERRORLEVEL%" == "0" goto success

cfail
echo This application has failed!
echo return value = %ERRORLEVEL%
goto end

zsuccess
echo This application has succeeded!
echo return value = %ERRORLEVEL%
goto end

zend

echo All Done.

At this point, open a command prompt and navigate to the folder containing your executable and new
*_bat file. Execute the batch logic by typing its name and pressing the Enter key. You should find the output
shown next, given that your Main() method is returning -1. Had the Main() method returned 0, you would
see the message This application has succeeded! print to the console.

*kkkk My First C# App *khkkkk
Hello World!

This application has failed!
return value = -1
All Done.

Again, a vast majority (if not all) of your C# applications will use void as the return value from Main(),
which, as you recall, implicitly returns the error code of zero. To this end, the Main() methods used in this
text (beyond the current example) will indeed return void (and the remaining projects will certainly not
need to make use of batch files to capture return codes).

Processing Command-Line Arguments

Now that you better understand the return value of the Main() method, let s examine the incoming array of
string data. Assume that you now want to update your application to process any possible command-line
parameters. One way to do so is using a C# for loop. (Note that C# s iteration constructs will be examined in
some detail near the end of this chapter.)

static int Main(string[] args)
{

// Process any incoming args.
for(int 1 = 0; 1 < args.Length; i++)
Console.WriteLine("Arg: {0}", args[i]);

Console.ReadLine();

return -1;

}
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Specifying Command-Line Arguments with Visual Studio

In the real world, an end user has the option of supplying command-line arguments when starting a
program. However, during the development cycle, you might want to specify possible command-line flags
for testing purposes. To do so with Visual Studio, double-click the Properties icon in Solution Explorer and
select the Debug tab on the left side. From there, specify values using the Command line arguments text
box (see Figure 3-1) and save your changes.

SimpleCSharpApp & X

Application Configuration: Active (Debug) ~  Platform: Active (Any CPU) k:
Build
Build Events
Resources ® start project
Services
Settings O start external program:
Reference Paths (O Start browser with URL:
Signing
Security Start options
Publish Command line arguments:  -godmede -arg1 /arg2
Code Analysis
Working directory: Browse...
[ Use remote machine
Debugger engines
[ Enable native code debugging
[ Enable SQL Server debugging

Figure 3-1. Setting command arguments via Visual Studio

After you have established such command-line arguments, they will automatically be passed to the
Main() method when debugging or running your application within the Visual Studio IDE.

An Interesting Aside: Some Additional Members of the
System.Environment Class

The Environment class exposes a number of extremely helpful methods beyond GetCommandLineArgs().
Specifically, this class allows you to obtain a number of details regarding the operating system currently
hosting your .NET application using various static members. To illustrate the usefulness of System.
Environment, update your Main() method to call a helper method named ShowEnvironmentDetails().

static int Main(string[] args)
{

// Helper method within the Program class.
ShowEnvironmentDetails();

Console.ReadLine();
return -1;
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Implement this method within your Program class to call various members of the Environment type.

static void ShowEnvironmentDetails()
{
// Print out the drives on this machine,
// and other interesting details.
foreach (string drive in Environment.GetLogicalDrives())
Console.WriteLine("Drive: {0}", drive);

Console.WriteLine('0S: {0}", Environment.OSVersion);

Console.WriteLine("Number of processors: {0}",
Environment.ProcessorCount);

Console.WriteLine(".NET Version: {0}",
Environment.Version);

The following output shows a possible test run of invoking this method. Of course, if you did not specify
command-line arguments via the Visual Studio Debug tab, you will not find them printed to the console.

*khkkk My First C# App *hkkhkk
Hello World!

Arg: -godmode
Arg: -argl
Arg: /arg2

Drive: C:\

Drive: D:\

0S: Microsoft Windows NT 6.2.9200.0
Number of processors: 8

.NET Version: 4.0.30319.42000

The Environment type defines members other than those shown in the previous example. Table 3-1
documents some additional properties of interest; however, be sure to check out the .NET Framework 4.7
SDK documentation for full details.

Table 3-1. Select Properties of System.Environment

Property Meaning in Life

ExitCode Gets or sets the exit code for the application
1s64BitOperatingSystem  Returnsabool to represent whether the host machine is running a 64-bit OS

MachineName Gets the name of the current machine

NewLine Gets the newline symbol for the current environment

SystemDirectory Returns the full path to the system directory

UserName Returns the name of the user that started this application

Version Returns a Version object that represents the version of the .NET platform
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Source Code You can find the SimpleCSharpApp project in the Chapter 3 subdirectory.

The System.Console Class

Almost all the example applications created over the course of the initial chapters of this book make
extensive use of the System.Console class. While it is true that a console user interface (CUI) may not be
as enticing as a graphical user interface (GUI) or web application, restricting the early examples to console
programs will allow you to keep focused on the syntax of C# and the core aspects of the .NET platform, rather
than dealing with the complexities of building desktop GUIs or web sites.

As its name implies, the Console class encapsulates input, output, and error-stream manipulations
for console-based applications. Table 3-2 lists some (but definitely not all) members of interest. As you can
see, the Console class does provide some members that can spice up a simple command-line application,
such as the ability to change background and foreground colors and issue beep noises (in a variety of
frequencies!).

Table 3-2. Select Members of System.Console

Member Meaning in Life

Beep() This method forces the console to emit a beep of a specified frequency and
duration.

BackgroundColor These properties set the background/foreground colors for the current output.

ForegroundColor They may be assigned any member of the ConsoleColor enumeration.

BufferHeight These properties control the height/width of the console s buffer area.

BufferWidth

Title This property gets or sets the title of the current console.

WindowHeight These properties control the dimensions of the console in relation to the
established buffer.

WindowWidth

WindowTop

WindowLeft

Clear() This method clears the established buffer and console display area.

Basic Input and Output with the Console Class

In addition to the members in Table 3-2, the Console type defines a set of methods to capture input and
output, all of which are static and are, therefore, called by prefixing the name of the class (Console) to the
method name. As you have seen, WriteLine() pumps a text string (including a carriage return) to the output
stream. The Write() method pumps text to the output stream without a carriage return. ReadLine() allows
you to receive information from the input stream up until the Enter key is pressed, while Read() is used to
capture a single character from the input stream.
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Not surprisingly, when you run this application, the input data is printed to the console (using a custom
color to boot!).

Formatting Console Output

During these first few chapters, you might have noticed numerous occurrences of tokens such as {0} and {1}
embedded within various string literals. The .NET platform supports a style of string formatting slightly akin
to the printf() statement of C. Simply put, when you are defining a string literal that contains segments of
data whose value is not known until runtime, you are able to specify a placeholder within the literal using
this curly-bracket syntax. At runtime, the values passed into Console.WriteLine() are substituted for each
placeholder.

The first parameter to WriteLine() represents a string literal that contains optional placeholders
designated by {0}, {1}, {2}, and so forth. Be aware that the first ordinal number of a curly-bracket
placeholder always begins with 0. The remaining parameters to WriteLine() are simply the values to be
inserted into the respective placeholders.

Note If you have more uniquely numbered curly-bracket placeholders than fill arguments, you will receive
a format exception at runtime. However, if you have more fill arguments than placeholders, the unused fill
arguments are ignored.

It is permissible for a given placeholder to repeat within a given string. For example, if you are a Beatles
fan and want to build the string "9, Number 9, Number 9", you would write this:

// John says...
Console.WriteLine(""{0}, Number {0}, Number {0}", 9);

Also, know that it is possible to position each placeholder in any location within a string literal, and it
need not follow an increasing sequence. For example, consider the following code snippet:

// Prints: 20, 10, 30
Console.WriteLine("{1}, {0}, {2}", 10, 20, 30);

Formatting Numerical Data

If you require more elaborate formatting for numerical data, each placeholder can optionally contain
various format characters. Table 3-3 shows the most common formatting options.
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Table 3-3. .NET Numerical Format Characters

String Format Character ~ Meaning in Life

Corc Used to format currency. By default, the flag will prefix the local cultural
symbol (a dollar sign [$] for U.S. English).

Dord Used to format decimal numbers. This flag may also specify the minimum
number of digits used to pad the value.

Eore Used for exponential notation. Casing controls whether the exponential
constant is uppercase (E) or lowercase (e).

Forf Used for fixed-point formatting. This flag may also specify the minimum
number of digits used to pad the value.

Gorg Stands for general. This character can be used to format a number to fixed or
exponential format.

Norn Used for basic numerical formatting (with commas).

Xorx Used for hexadecimal formatting. If you use an uppercase X, your hex format

will also contain uppercase characters.

These format characters are suffixed to a given placeholder value using the colon token (e.g., {0:C},
{1:d}, {2:X3}). To illustrate, update the Main() method to call a new helper function named
FormatNumericalData(). Implement this method in your Program class to format a fixed numerical value in
avariety of ways.

// Now make use of some format tags.

static void FormatNumericalData()

{
Console.WriteLine("The value 99999 in various formats:'");
Console.WriteLine("'c format: {0:c}", 99999);
Console.WriteLine("d9 format: {0:d9}", 99999);
Console.WriteLine("f3 format: {0:f3}", 99999);
Console.WriteLine("n format: {0:n}", 99999);

// Notice that upper- or lowercasing for hex
// determines if letters are upper- or lowercase.
Console.WriteLine("E format: {0:E}", 99999);
Console.WriteLine(*'e format: {0:e}", 99999);
Console.WriteLine("X format: {0:X}", 99999);
Console.WriteLine("x format: {0:x}", 99999);
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The following output shows the result of calling the FormatNumericalData() method:

The value 99999 in various formats:

c format: $99,999.00

d9 format: 000099999

3 format: 99999.000

n format: 99,999.00

E format: 9.999900E+004
e format: 9.999900e+004
X format: 1869F

x format: 1869f

You |l see additional formatting examples where required throughout this text; however, if you are
interested in digging into .NET string formatting further, look up the topic Formatting Types within the
.NET Framework 4.7 SDK documentation.

Source Code You can find the BasicConsolelO project in the Chapter 3 subdirectory.

Formatting Numerical Data Beyond Console Applications

On afinal note, be aware that the use of the .NET string formatting characters is not limited to console
programs. This same formatting syntax can be used when calling the static string.Format() method.
This can be helpful when you need to compose textual data at runtime for use in any application type
(e.g., desktop GUI app, ASP.NET web app, and so forth).

The string.Format() method returns a new string object, which is formatted according to the
provided flags. After this point, you are free to use the textual data as you see fit. For example, assume you are
building a graphical WPF desktop application and need to format a string for display in a message box. The
following code illustrates how to do so, but be aware that this code will not compile until you reference the
PresentationFramework.dl I assembly for use by your project (see Chapter 2 for information on referencing
libraries using Visual Studio).

static void DisplayMessage()
{
// Using string.Format() to format a string literal.
string userMessage = string.Format(*'100000 in hex is {0:x}", 100000);

// You need to reference PresentationFramework.dll
// in order to compile this line of code!
System.Windows . MessageBox . Show(userMessage) ;

Note .NET 4.6 and C# 6 introduced an alternative syntax to the curly-bracket placeholders termed string
interpolation syntax. You will examine this approach later in the chapter.
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System Data Types and Corresponding C# Keywords

Like any programming language, C# defines keywords for fundamental data types, which are used to
represent local variables, class data member variables, method return values, and parameters. Unlike

other programming languages, however, these keywords are much more than simple compiler- recognized
tokens. Rather, the C# data type keywords are actually shorthand notations for full-blown types in the System
namespace. Table 3-4 lists each system data type, its range, the corresponding C# keyword, and the type s
compliance with the Common Language Specification (CLS).

Table 3-4. The Intrinsic Data Types of C#

C# Shorthand CLS Compliant? System Type

Range

Meaning in Life

bool

shyte
byte
short
ushort
int

uint

long

ulong

char

float

double

decimal

string

Object

Yes

No
Yes
Yes
No
Yes

No

Yes

No

Yes

Yes

Yes

Yes

Yes

Yes

System

System.
System.
System.
System.
System.

System.

System.

System.

System.

System.

System.

System.

System

System.

.Boolean

SByte
Byte
Intl6
UIntl6
Int32

UInt32

Int64

Uint64

Char

Single

Double

Decimal

.String

Object

true or false

128to 127

0to 255
32,768 t0 32,767
010 65,535

2,147,483,648 to
2,147,483,647

0t04,294,967,295

9,223,372,036,854,775,
808 t0 9,223,372,036,854,
775,807

0to 18,446,744,073,709,
551,615

U+0000 to U+ffff

-3.410%®to0 +3.4 10%

—-5.010 **to-1.7 1038

(-7.9x10%t0 7.9 x 10%)/
(100 to 28)

Limited by system
memory

Can store any data type
in an object variable

Represents truth or
falsity

Signed 8-bit number
Unsigned 8-bit number
Signed 16-bit number
Unsigned 16-bit number
Signed 32-bit number

Unsigned 32-bit number
Signed 64-bit to number

Unsigned 64-bit number

Single 16-bit Unicode
character

32-bit floating-point
number

64-bit floating-point
number

128-bit signed number

Represents a set of
Unicode characters

The base class of all
types inthe .NET
universe
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Note  Recall from Chapter 1 that CLS-compliant .NET code can be used by any managed programming
language. If you expose non-CLS-compliant data from your programs, other .NET languages might not be able
to make use of it.

By default, a floating-point number is treated as a double. To declare a float variable, use the suffix f or F
to the raw numerical value (5.3F), and use the suffix m or M to a floating-point number to declare a decimal
(300.5M). Finally, raw whole numbers default to an int data type. To set the underlying data type to a long,
suffix I or L (4L).

Variable Declaration and Initialization

When you are declaring a local variable (e.g., a variable within a member scope), you do so by specifying
the data type followed by the variable s name. To begin, create a new Console Application project named
BasicDataTypes. Update the Program class with the following helper method that is called from within
Main():

static void LocalVarDeclarations()
{
Console.WriteLine("'=> Data Declarations:");
// Local variables are declared as so:
// dataType varName;
int mylnt;
string myString;
Console.WriteLine();

Be aware that it is a compiler error to make use of a local variable before assigning an initial value. Given
this, it is good practice to assign an initial value to your local data points at the time of declaration. You may
do so on asingle line or by separating the declaration and assignment into two code statements.

static void LocalVarDeclarations()
{
Console.WriteLine(*'=> Data Declarations:™);
// Local variables are declared and initialized as follows:
// dataType varName = initialValue;
int mylnt = 0;

// You can also declare and assign on two lines.
string myString;
myString = "This is my character data™;

Console.WriteLine();
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Itis also permissible to declare multiple variables of the same underlying type on a single line of code,
as in the following three bool variables:

static void LocalVarDeclarations()
{
Console.WriteLine("'=> Data Declarations:");
int mylnt = 0;
string myString;
myString = "This is my character data™;

// Declare 3 bools on a single line.
bool bl = true, b2 = false, b3 = bl;
Console.WriteLine();

Since the C# bool keyword is simply a shorthand notation for the System.Boolean structure, it is also
possible to allocate any data type using its full name (of course, the same point holds true for any C# data
type keyword). Here is the final implementation of Local VarDeclarations(), which illustrates various ways
to declare a local variable:

static void LocalVarDeclarations()
{
Console.WriteLine(*'=> Data Declarations:");
// Local variables are declared and initialized as follows:
// dataType varName = initialValue;
int mylnt = 0;

string myString;
myString = "This is my character data™;

// Declare 3 bools on a single line.
bool bl = true, b2 = false, b3 = bl;

// Use System.Boolean data type to declare a bool.
System.Boolean b4 = false;

Console.WriteLine("Your data: {0}, {1}, {2}, {3}, {4}, {5}",
mylnt, myString, bl, b2, b3, b4);
Console.WriteLine();

The default Literal (New)

The default literal is a new feature in C# 7.1 that allows for assigning a variable the default value for its data
type. This works for standard data types as well as custom classes (Chapter 5) and generic types (Chapter 9).
Create a new method named DefaultDeclarations() and add the following code:

static void DefaultDeclarations()

{

Console.WriteLine("'=> Default Declarations:");
int mylnt = default;

}
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Unless you manually configured the project to use C# 7.1, the project will not compile. If you hover over
the default keyword, the Visual Studio light bulb will enable you to upgrade your project to C# 7.1, as shown
in Figure 3-2.

static void DefaultDeclarations()
{

Console.WriteLine("=> Default Declarations:");

int myInt = default;
Upgrade this project to Cf language version ‘latest’ @) 58107 Feature ‘default literal is not available in C7 7. Please use language version 7.1
Upgrade this project to C# language version 7.1 I of greater.

Figure 3-2. Upgrading the project to C# 7.1

Intrinsic Data Types and the new Operator

All intrinsic data types support what is known as a default constructor (see Chapter 5). This feature allows
you to create a variable using the new keyword, which automatically sets the variable to its default value.

bool variables are set to false.

Numeric data is set to 0 (or 0.0 in the case of floating-point data types).
char variables are set to a single empty character.

Biglnteger variables are set to 0.

DateTime variables are set to 1/1/0001 12:00:00 AM.

Object references (including strings) are setto nul l.

Note The Biglnteger data type mentioned in the previous list will be explained in just a bit.

Although it is more cumbersome to use the new keyword when creating a basic data type variable, the
following is syntactically well-formed C# code:

static void NewingDataTypes()

{
Console.WriteLine("'=> Using new to create variables:");
bool b = new bool(); // Set to false.
int i = new int(); // Set to O.
double d = new double(); // Set to 0.
DateTime dt = new DateTime(); // Set to 1/1/0001 12:00:00 AM
Console.WriteLine("{0}, {1}, {2}, {3}", b, i, d, dt);
Console.WriteLine();
}
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The Data Type Class Hierarchy

Itis interesting to note that even the primitive .NET data types are arranged in a class hierarchy. If you are
new to the world of inheritance, you will discover the full details in Chapter 6. Until then, just understand
that types at the top of a class hierarchy provide some default behaviors that are granted to the derived types.
The relationship between these core system types can be understood as shown in Figure 3-3.

Object Boolean
Uint16
Byte
Type Unt32
Char
String Uint64
Decimal
Array Void
ValueType Double
Exception Any type DateTime
that derives
from Int16
Delegate ValueType Guid
isa
structure Int32
orenum, TimeSpan
MulticastDelegate not a class.
Int64
Single
SByte

Enumerations and Structures

Figure 3-3. The class hierarchy of system types

Notice that each type ultimately derives from System.Object, which defines a set of methods
(e.g., ToString(), Equals(), GetHashCode()) common to all types in the .NET base class libraries (these
methods are fully detailed in Chapter 6).

Also note that many numerical data types derive from a class named System.ValueType. Descendants
of ValueType are automatically allocated on the stack and, therefore, have a predictable lifetime and are
quite efficient. On the other hand, types that do not have System.ValueType in their inheritance chain
(such as System.Type, System.String, System.Array, System.Exception, and System.Delegate) are not
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allocated on the stack but on the garbage-collected heap. (You can find more information on this distinction
in Chapter 4.)

Without getting too hung up on the details of System.Object and System.ValueType, just understand
that because a C# keyword (such as int) is simply shorthand notation for the corresponding system type
(in this case, System. Int32), the following is perfectly legal syntax, given that System. Int32 (the C# int)
eventually derives from System.Object and, therefore, can invoke any of its public members, as illustrated
by this additional helper function:

static void ObjectFunctionality()
{

Console.WriteLine("'=> System.Object Functionality:");

// A C# int is really a shorthand for System.Int32,

// which inherits the following members from System.Object.
Console.WriteLine("'12.GetHashCode() = {0}", 12.GetHashCode());
Console.WriteLine('12.Equals(23) = {0}", 12.Equals(23));
Console.WriteLine("12.ToString() = {0}", 12.ToString());
Console.WriteLine("'12.GetType() = {0}", 12.GetType());
Console.WriteLine();

If you were to call this method from within Main(), you would find the output shown here:

=> System.Object Functionality:

12 _GetHashCode() = 12

12 _Equals(23) = False
12.ToString() = 12
12.GetType() = System.Int32

Members of Numerical Data Types

To continue experimenting with the intrinsic C# data types, understand that the numerical types of .NET
support MaxValue and MinValue properties that provide information regarding the range a given type can
store. In addition to the MinvValue/MaxValue properties, a given numerical system type may define further
useful members. For example, the System.Double type allows you to obtain the values for epsilon and
infinity (which might be of interest to those of you with a mathematical flare). To illustrate, consider the
following helper function:

static void DataTypeFunctionality()
{

Console.WriteLine("'=> Data type Functionality:");

Console.WriteLine(""Max of int: {0}", int.MaxValue);
Console.WriteLine(""Min of int: {0}", int.MinValue);
Console.WriteLine("Max of double: {0}", double.MaxValue);
Console.WriteLine("Min of double: {0}", double.Minvalue);
Console.WriteLine("'double.Epsilon: {0}", double.Epsilon);
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Console.WriteLine('double.Positivelnfinity: {0}",
double.Positivelnfinity);

Console.WriteLine("'double.Negativelnfinity: {0}",
double.Negativelnfinity);

Console.WriteLine();

}

Members of System.Boolean

Next, consider the System.Boolean data type. The only valid assignment a C# bool can take is from

the set {true | false}. Given this point, it should be clear that System.Boolean does not support a
MinValue/MaxValue property set but rather TrueString/FalseString (which yields the string "True" or
"False", respectively). Here s an example:

Console.WriteLine("bool .FalseString: {0}", bool.FalseString);
Console.WriteLine("bool .TrueString: {0}", bool.TrueString);

Members of System.Char

C# textual data is represented by the string and char keywords, which are simple shorthand notations for
System.String and System.Char, both of which are Unicode under the hood. As you might already know, a
string represents a contiguous set of characters (e.g., "Hel lo™), while the char can represent a single slot in
astring (e.g., "H").

The System.Char type provides you with a great deal of functionality beyond the ability to hold a single
point of character data. Using the static methods of System.Char, you are able to determine whether a given
character is numerical, alphabetical, a point of punctuation, or whatnot. Consider the following method:

static void CharFunctionality()
{

Console.WriteLine("'=> char type Functionality:");

char myChar = "a";

Console.WriteLine("'char.IsDigit("a®): {0}", char.lIsDigit(myChar));

Console.WriteLine(*'char.lsLetter(*a"): {0}", char.lsLetter(myChar));

Console.WriteLine("'char.IsWhiteSpace("Hello There®, 5): {0}",
char. IsWhiteSpace("Hello There", 5));

Console.WriteLine("'char.IsWhiteSpace("Hello There®, 6): {0}",
char.IsWhiteSpace("'Hello There", 6));

Console.WriteLine(*'char.IsPunctuation(*?"): {0}",
char.IsPunctuation("?%));

Console.WriteLine();

As illustrated in the previous method, many members of System.Char have two calling conventions: a
single character or a string with a numerical index that specifies the position of the character to test.
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Parsing Values from String Data

The .NET data types provide the ability to generate a variable of their underlying type given a textual
equivalent (e.g., parsing). This technique can be extremely helpful when you want to convert some user
input data (such as a selection from a GUI-based, drop-down list box) into a numerical value. Consider the
following parsing logic within a method named ParseFromStrings():

static void ParseFromStrings()

{
Console.WriteLine(*'=> Data type parsing:");
bool b = bool.Parse(*True™);
Console.WriteLine("Value of b: {0}", b);
double d = double.Parse(''99.884");
Console.WriteLine("Value of d: {0}", d);
int 1 = int.Parse("8");
Console.WriteLine(*'Value of i: {0}, 1);
char ¢ = Char._Parse("w");
Console.WriteLine("Value of c: {0}", c);
Console.WriteLine();

Using TryParse to Parse Values from String Data
One issue with the preceding code is that an exception will be thrown if the string cannot be cleanly
converted to the correct data type. For example, the following will fail at runtime:

bool b = bool.Parse(*"Hello™);

One solution is to wrap each call to Parse() in a try-catch block (exception handling is covered in detail
in Chapter 7), which can add a lot of code, or use a TryParse() statement. The TryParse() statement takes
an out parameter (the out modifier is covered in detail in the Chapter 4) and returns a bool if the parsing was
successful. Create a new method named ParseFromStringWithTryParse() and add the following code:

static void ParseFromStringsWithTryParse()

{
Console.WriteLine("'=> Data type parsing with TryParse:");
if (bool.TryParse("True"”, out bool b));
{
Console.WriteLine("Value of b: {0}", b);
}
string value = "Hello";
if (double.TryParse(value, out double d))
{
Console.WriteLine("Value of d: {0}", d);
}
else
{
Console.WriteLine("Failed to convert the input ({0}) to a double",value);
}
Console.WriteLine();
}
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If you are new to programming and don t know how if-else statements work, they are covered later
in this chapter in detail. The important item to note from the preceding example is that if a string can be
converted to the requested datatype, the TryParse() method returns true and assigns the parsed value to
the variable passed into the method. If the value cannot be parsed, the variable is assigned its default value,
and the TryParse() method returns false.

System.DateTime and System.TimeSpan

The System namespace defines a few useful data types for which there are no C# keywords, such as the
DateTime and TimeSpan structures. (I Il leave the investigation of System.Guid and System.Void, as shown
in Figure 3-2, to interested readers, but do be aware that these two data types in the System namespace are
seldom useful in most applications.)

The DateTime type contains data that represents a specific date (month, day, year) and time value, both
of which may be formatted in a variety of ways using the supplied members. The TimeSpan structure allows
you to easily define and transform units of time using various members.

static void UseDatesAndTimes()

{

Console.WriteLine(*'=> Dates and Times:");

// This constructor takes (year, month, day).
DateTime dt = new DateTime(2015, 10, 17);

// Wihat day of the month is this?
Console.WriteLine("The day of {0} is {1}", dt.Date, dt.DayOfWeek);

// Month is now December.
dt = dt.AddMonths(2);
Console.WriteLine("'Daylight savings: {0}", dt.lIsDaylightSavingTime());

// This constructor takes (hours, minutes, seconds).
TimeSpan ts = new TimeSpan(4, 30, 0);
Console.WriteLine(ts);

// Subtract 15 minutes from the current TimeSpan and
// print the result.
Console.WriteLine(ts.Subtract(new TimeSpan(0, 15, 0)));

The System.Numerics.dll Assembly

The System.Numerics namespace defines a structure named BiglInteger. As its name implies, the
BiglInteger data type can be used when you need to represent humongous numerical values, which are not
constrained by a fixed upper or lower limit.

Note The System.Numerics namespace defines a second structure named Complex, which allows you to
model mathematically complex numerical data (e.g., imaginary units, real data, hyperbolic tangents). Consult
the .NET Framework 4.7 SDK documentation if you are interested.
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It is also important to note that the Biglnteger data type responds to C# s intrinsic mathematical
operators, such as +, -, and *. Therefore, rather than calling BigInteger .Multiply() to multiply two huge
numbers, you could author the following code:

BigInteger reallyBig2 = biggy * reallyBig;

At this point, | hope you understand that the C# keywords representing basic data types have a
corresponding type in the .NET base class libraries, each of which exposes a fixed functionality. While | have
not detailed each member of these data types, you are in a great position to dig into the details as you see fit.
Be sure to consult the .NET Framework 4.7 SDK documentation for full details regarding the various .NET
datatypes you will likely be surprised at the amount of built-in functionality.

Source Code You can find the BasicDataTypes project in the Chapter 3 subdirectory.

Digit Separators (New)

Sometimes when assigning large numbers to a numeric variable, there are more digits than the eye can keep
track of. C# 7 introduces the underscore () as a digit separator (for integer, long, decimal, or double data
types). Here s an example of using the new digit separator:

static void DigitSeparators()

{
Console.WriteLine("'=> Use Digit Separators:");
Console.Write("Integer:");
Console.WriteLine(123_456);
Console.Write('Long:");
Console.WriteLine(123_456_789L);
Console.Write("Float:");
Console.WriteLine(123 456.1234F);
Console.Write("Double:™);
Console.WriteLine(123_456.12);
Console.Write("Decimal:");
Console.WriteLine(123_456.12M);

Binary Literals (New)

C# 7 introduces a new literal for binary values, for example, for creating bit masks. Now, binary numbers can
be written as you would expect. Here s an example:

0b0001_0000
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The new digit separator also works with binary literals. Here is a method that shows using the new
literals with the digit separator:

private static void BinaryLiterals()

{

Console.WriteLine("'=> Use Binary Literals:");
Console.WriteLine("Sixteen: {0}",0b0001_0000);
Console.WriteLine("Thirty Two: {0}",0b0010_0000);
Console.WriteLine("'Sixty Four: {0}",0b0100_0000);

}

Working with String Data

System.String provides a number of methods you would expect from such a utility class, including methods
that return the length of the character data, find substrings within the current string, and convert to and from
uppercase/lowercase. Table 3-5 lists some (but by no means all) of the interesting members.

Table 3-5. Select Members of System.String

String Member

Meaning in Life

Length
Compare()
Contains()
Equals()
Format()

Insert()
PadLeft()
PadRight()
Remove()

Replace()
Split()

TrimQ)

ToUpper()

ToLower()

This property returns the length of the current string.

This static method compares two strings.

This method determines whether a string contains a specific substring.

This method tests whether two string objects contain identical character data.

This static method formats a string using other primitives (e.g., numerical data,
other strings) and the {0} notation examined earlier in this chapter.

This method inserts a string within a given string.
These methods are used to pad a string with some characters.

These methods are used to receive a copy of a string with modifications (characters
removed or replaced).

This method returns a String array containing the substrings in this instance that
are delimited by elements of a specified char array or string array.

This method removes all occurrences of a set of specified characters from the
beginning and end of the current string.

These methods create a copy of the current string in uppercase or lowercase format,
respectively.
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Basic String Manipulation

Working with the members of System.String is as you would expect. Simply declare a string variable
and make use of the provided functionality via the dot operator. Be aware that a few of the members of
System.String are static members and are, therefore, called at the class (rather than the object) level.
Assume you have created a new Console Application project named FunWithStrings. Author the following
method, which should be called from within Main():

static void BasicStringFunctionality()

{
Console.WriteLine(*'=> Basic String functionality:");
string firstName = "Freddy";
Console.WriteLine("Value of firstName: {0}", firstName);
Console.WriteLine("'firstName has {0} characters.", firstName.Length);
Console.WriteLine("'firstName in uppercase: {0}", firstName.ToUpper());
Console.WriteLine(*firstName in lowercase: {0}", firstName.ToLower());
Console.WriteLine("'firstName contains the letter y?: {0}",

firstName.Contains('y"));

Console.WriteLine("firstName after replace: {0}", firstName.Replace("dy", "));
Console.WriteLine();

There s not too much to say here, as this method simply invokes various members, such as ToUpper ()
and Contains(), on a local string variable to yield various formats and transformations. Here is the initial
output:

***xk Fun with Strings *****

=> Basic String functionality:

Value of firstName: Freddy

firstName has 6 characters.

firstName in uppercase: FREDDY
firstName in lowercase: freddy
firstName contains the letter y?: True
firstName after replace: Fred

While this output might not seem too surprising, the output seen via calling the Replace() method is a
bit misleading. In reality, the firstName variable has not changed at all; rather, you receive a new stringina
modified format. You will revisit the immutable nature of strings in just a few moments.

String Concatenation

string variables can be connected to build larger strings via the C# + (as well as +=) operator. As you might
know, this technique is formally termed string concatenation. Consider the following new helper function:

static void StringConcatenation()

{

Console.WriteLine("'=> String concatenation:");

string sl = "Programming the *;
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string s2 = "PsychoDrill (PTP)";
string s3 = sl + s2;
Console.WriteLine(s3);
Console.WriteLine();

You might be interested to know that the C# + symbol is processed by the compiler to emit a call to
the static String.Concat() method. Given this, it is possible to perform string concatenation by calling
String.Concat() directly (although you really have not gained anything by doing so in fact, you have
incurred additional keystrokes!).

static void StringConcatenation()

{
Console.WriteLine("=> String concatenation:");
string sl = "Programming the ™;
string s2 = "PsychoDrill (PTP)";
string s3 = String.Concat(sl, s2);
Console.WriteLine(s3);
Console.WriteLine();

Escape Characters

As in other C-based languages, C# string literals may contain various escape characters, which qualify how
the character data should be printed to the output stream. Each escape character begins with a backslash,
followed by a specific token. In case you are a bit rusty on the meanings behind these escape characters,
Table 3-6 lists the more common options.

Table 3-6. String Literal Escape Characters

Character Meaning in Life

\" Inserts a single quote into a string literal.

\" Inserts a double quote into a string literal.

\\ Inserts a backslash into a string literal. This can be quite helpful when defining file or
network paths.

\a Triggers a system alert (beep). For console programs, this can be an audio clue to the user.

\n Inserts a new line (on Windows platforms).

\r Inserts a carriage return.

\t Inserts a horizontal tab into the string literal.

For example, to print a string that contains a tab between each word, you can make use of the \t escape
character. Or assume you want to create a string literal that contains quotation marks, another that defines a
directory path, and a final string literal that inserts three blank lines after printing the character data.

To do so without compiler errors, you would need to make use of the \", \\, and \n escape characters.
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Also, to annoy any person within a 10-foot radius from you, notice that | have embedded an alarm within
each string literal (to trigger a beep). Consider the following:

static void EscapeChars()

{
Console.WriteLine("'=> Escape characters:\a");
string strWithTabs = "Model\tColor\tSpeed\tPet Name\a ";
Console.WriteLine(strWithTabs);

Console.WriteLine("Everyone loves \"Hello World\"\a ");
Console.WriteLine(""C:\\MyApp\\bin\\Debug\a ");

// Adds a total of 4 blank lines (then beep again!).
Console.WriteLine(""All finished.\n\n\n\a ");
Console.WriteLine();

Defining Verbatim Strings

When you prefix a string literal with the @ symbol, you have created what is termed a verbatim string. Using
verbatim strings, you disable the processing of a literal s escape characters and print out a string as is. This
can be most useful when working with strings representing directory and network paths. Therefore, rather
than making use of \\ escape characters, you can simply write the following:

// The following string is printed verbatim,
// thus all escape characters are displayed.
Console.WriteLine(@"C:\MyApp\bin\Debug");

Also note that verbatim strings can be used to preserve white space for strings that flow over
multiple lines.

// White space is preserved with verbatim strings.
string myLongString = @"This is a very
very
very
long string"”;
Console.WriteLine(myLongString);

Using verbatim strings, you can also directly insert a double quote into a literal string by doubling
the " token.

Console.WriteLine(@" Cerebus said ""Darrr! Pret-ty sun-sets""");

Strings and Equality

As fully explained in Chapter 4, a reference type is an object allocated on the garbage-collected managed
heap. By default, when you perform a test for equality on reference types (via the C# == and = operators),
you will be returned true if the references are pointing to the same object in memory. However, even though
the string data type is indeed a reference type, the equality operators have been redefined to compare the
values of string objects, not the object in memory to which they refer.
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static void StringEquality()

{
Console.WriteLine(*'=> String equality:");
string sl = "Hello!";
string s2 = "Yo!";
Console.WriteLine(*'sl = {0}", sl);
Console.WriteLine(*'s2 = {0}", s2);
Console.WriteLine();

// Test these strings for equality.

Console.WriteLine(*'sl == s2: {0}", sl == s2);
Console.WriteLine("'sl == Hello!: {0}", sl == "Hello!");
Console.WriteLine(*'sl == HELLO!: {0}", sl == "HELLO!");
Console.WriteLine("sl == hellol: {0}", sl == "hello!™);
Console.WriteLine("'sl.Equals(s2): {0}", sl.Equals(s2));
Console.WriteLine(*'Yo.Equals(s2): {0}", "Yo!".Equals(s2));
Console.WriteLine();

The C# equality operators by default perform a case-sensitive, culture-insensitive, character-by-
character equality test on string objects. Therefore, "Hello!" is not equal to "HELLO!"', which is also
different from "hello!". Also, keeping the connection between string and System.String in mind, notice
that you are able to test for equality using the Equals() method of String as well as the baked-in equality
operators. Finally, given that every string literal (such as "'Yo") is a valid System.String instance, you are
able to access string-centric functionality from a fixed sequence of characters.

Modifying String Comparison Behavior

As mentioned, the string equality operators (Compare(), Equals(), and ==) as well as the Index0f() function
are by default case-sensitive and culture-insensitive. This can cause a problem if your program doesn t care
about case. One way to overcome this is to convert everything to uppercase or lowercase and then compare,
like this:

if (FirstString.ToUpper() == secondString.ToUpper())
{
//Do something

}

This makes a copy of each string with all lowercase letters. It s probably not an issue in most cases but
could be a performance hit with a significantly large string. Even if it s not a performance issue, it is a bit of
a pain to write each time. And what if you forget to call ToUpper()? That could lead to a hard-to-find bug in
your program.

A much better practice is to use the overloads of the methods listed earlier that take a value of the
StringComparison enumeration to control exactly how the comparisons are done. Table 3-7 describes the
StringComparison values.
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Table 3-7. Values of the StringComparison Enumeration

C# Equality/Relational Operator ~ Meaning in Life

CurrentCulture Compares strings using culture-sensitive sort rules and the current
culture

CurrentCulturelgnoreCase Compares strings using culture-sensitive sort rules and the current
culture and ignores the case of the strings being compared

InvariantCulture Compares strings using culture-sensitive sort rules and the invariant
culture

InvariantCulturelgnoreCase Compares strings using culture-sensitive sort rules and the invariant
culture and ignores the case of the strings being compared

Ordinal Compares strings using ordinal (binary) sort rules

Ordinal IgnoreCare Compares strings using ordinal (binary) sort rules and ignores the case
of the strings being compared

The see the effect of using the StringComparison option, create a new method named
StringEqual itySpecifyingCompareRules() and add the following code:

static void StringEqualitySpecifyingCompareRules()
{
Console.WriteLine("'=> String equality (Case Insensitive:");
string sl = "Hello!";
string s2 = "HELLO!";
Console.WriteLine(*'sl = {0}", sl1);
Console.WriteLine("'s2 = {0}", s2);
Console.WriteLine();

// Check the results of changing the default compare rules.
Console.WriteLine("Default rules: s1={0},s2={1}sl.Equals(s2): {2}", sl1, s2,
sl.Equals(s2));
Console.WriteLine("Ignore case: sl.Equals(s2, StringComparison.OrdinallgnoreCase): {0}",
sl.Equals(s2, StringComparison.OrdinallgnoreCase));
Console.WriteLine(*'Ignore case, Invarariant Culture: sl.Equals(s2, StringComparison.
InvariantCulturelgnoreCase): {0}",
sl.Equals(s2, StringComparison.InvariantCulturelgnoreCase));
Console.WriteLine();
Console.WriteLine("Default rules: s1={0},s2={1} sl.IndexOf(\"E\"): {2}", sl1, s2,
s1l.IndexOf("E"));
Console.WriteLine(*'Ignore case: sl.IndexOf(\"E\", StringComparison.OrdinallgnoreCase):
{0}", si.IndexOf("E",
StringComparison.OrdinalIgnoreCase));
Console.WriteLine("Ignore case, Invarariant Culture: sl.IndexOf(\"E\", StringComparison.
InvariantCulturelgnoreCase): {0}",
s1.IndexOf("E"™, StringComparison.InvariantCulturelgnoreCase));
Console.WriteLine();
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While the examples here are simple ones and use the same letters across most cultures, if your
application needed to take into account different culture sets, using the StringComparison options is a must.

Strings Are Immutable

One of the interesting aspects of System.String is that after you assign a string object with its initial value,
the character data cannot be changed. At first glance, this might seem like a flat-out lie, given that you are
always reassigning strings to new values and because the System.String type defines a number of methods
that appear to modify the character data in one way or another (such as uppercasing and lowercasing).
However, if you look more closely at what is happening behind the scenes, you will notice the methods of the
string type are, in fact, returning you a new string object in a modified format.

static void StringsArelmmutable()

{
// Set initial string value.
string sl = "This is my string.";
Console.WriteLine(*'sl = {0}", sl1);

// Uppercase s1?
string upperString = s1.ToUpper();
Console.WriteLine("'upperString = {0}", upperString);

// Nope! sl is in the same format!
Console.WriteLine("'sl = {0}", sl1);

If you examine the relevant output that follows, you can verify that the original string object (s1) is not
uppercased when calling ToUpper (). Rather, you are returned a copy of the string in a modified format.

sl = This is my string.
upperString = THIS IS MY STRING.
sl = This is my string.

The same law of immutability holds true when you use the C# assignment operator. To illustrate,
implement the following StringsAre Immutable2() method:

static void StringsArelmmutable2()

{
string s2 = "My other string";
s2 = "New string value";

}
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Now, compile your application and load the assembly into i ldasm.exe (see Chapter 1). The following
output shows what you would find if you were to generate CIL code for the StringsArelmmutable2()
method:

.method private hidebysig static void StringsArelmmutable2() cil managed

{
// Code size 14 (Oxe)
.maxstack 1
.locals init ([0] string s2)
IL_0000: nop
IL_0001: Ildstr "My other string"
IL_0006: stloc.0
IL_0007: Idstr "New string value"
IL_000c: stloc.0
IL_000d: ret

} // end of method Program::StringArelmmutable2

Although you have yet to examine the low-level details of the CIL, note the numerous calls to the ldstr
(load string) opcode. Simply put, the lIdstr opcode of the CIL loads a new string object on the managed
heap. The previous string object that contained the value "My other string" will eventually be garbage
collected.

So, what exactly are you to gather from this insight? In a nutshell, the string class can be inefficient and
result in bloated code if misused, especially when performing string concatenation or working with huge
amounts of text data. If you need to represent basic character data such as a U.S. Social Security number, first
or last names, or simple bits of text used within your application, the string class is the perfect choice.

However, if you are building an application that makes heavy use of frequently changing textual data
(such as aword processing program), it would be a bad idea to represent the word processing data using
string objects, as you will most certainly (and often indirectly) end up making unnecessary copies of string
data. So, what is a programmer to do? Glad you asked.

The System.Text.StringBuilder Type

Given that the string type can be inefficient when used with reckless abandon, the .NET base class

libraries provide the System. Text namespace. Within this (relatively small) namespace lives a class named
StringBuilder. Like the System.String class, the StringBui lder defines methods that allow you to replace
or format segments, for example. When you want to use this type in your C# code files, your first step is to
make sure the following namespace is imported into your code file (this should already be the case for a new
Visual Studio project):

// StringBuilder lives here!
using System.Text;

What is unique about the StringBui lder is that when you call members of this type, you are directly
modifying the object s internal character data (making it more efficient), not obtaining a copy of the data in
amodified format. When you create an instance of the StringBui lder, you can supply the object s initial
startup values via one of many constructors. If you are new to the topic of constructors, simply understand
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that constructors allow you to create an object with an initial state when you apply the new keyword.
Consider the following usage of StringBui lder:

static void FunWithStringBuilder()

{
Console.WriteLine(*'=> Using the StringBuilder:");
StringBuilder sb = new StringBuilder("**** Fantastic Games ****");
sh.Append(*'\n");
sb.AppendLine("'Half Life™);
sb.AppendLine(""Morrowind™);
sb.AppendLine('Deus Ex" + "2");
sb.AppendLine(*'System Shock™);
Console.WriteLine(sb.ToString());
sb_Replace("'2", " Invisible War™);
Console.WriteLine(sb.ToString());
Console.WriteLine(*sb has {0} chars.", sh.Length);
Console.WriteLine();

Here, | have constructed a StringBui lder set to the initial value "**** Fantastic Games ****". Asyou
can see, | am appending to the internal buffer and am able to replace or remove characters at will. By default,
a StringBuilder is only able to initially hold a string of 16 characters or fewer (but will expand automatically
if necessary); however, this default starting value can be changed via an additional constructor argument.

// Make a StringBuilder with an initial size of 256.
StringBuilder sb = new StringBuilder(""**** Fantastic Games ****", 256);

If you append more characters than the specified limit, the StringBui lder object will copy its data into
a new instance and grow the buffer by the specified limit.

String Interpolation

The curly bracket syntax illustrated within this chapter ({0}, {1}, and so on) has existed within the .NET
platform since version 1.0. Starting with the release of C# 6, C# programmers can use an alternative syntax to
build string literals that contain placeholders for variables. Formally, this is called string interpolation. While
the output of the operation is identical to traditional string formatting syntax, this new approach allows you
to directly embed the variables themselves, rather than tacking them on as a comma-delimited list.

Consider the following additional method of your Program class (StringInterpolation()), which
builds a string variable using each approach:

static void Stringlnterpolation()

{

// Some local variables we will plug into our larger string
int age = 4;
string name = "Soren";

// Using curly bracket syntax.
string greeting = string.Format("Hello {0} you are {1} years old.", name, age);

// Using string interpolation
string greeting2 = $"Hello {name} you are {age} years old.";
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In the greeting2 variable, notice how the string you are constructing begins with a dollar sign ($) prefix.
Next, notice that the curly brackets still are used to mark a variable placeholder; however, rather than using
anumerical tag, you are able to place the variable directly into the scope. The assumed advantage is that this
new formatting syntax is a bit easier to read in a linear (left-to-right) fashion, given that you are not required
to jumptotheend to see the list of values to plug in at runtime.

There is another interesting aspect of this new syntax: the curly brackets used in string interpolation
are a valid scope. Therefore, you can use the dot operation on the variables to change their state. Consider
updates to each assembled string variable.

string greeting = string.Format("Hello {0} you are {1} years old.", name.ToUpper(), age);
string greeting2 = $"Hello {name.ToUpper()} you are {age} years old.";

Here, | have uppercased the name via a call to ToUpper (). Do note that in the string interpolation
approach, you do not add a semicolon terminator when calling this method. Given this, you cannot use the
curly-bracket scope as a fully blown method scope that contains numerous lines of executable code. Rather,
you can invoke a single member on the object using the dot operator as well as define a simple general
expression such as {age += 1}.

It is also worth noting that you can still use escape characters in the string literal within this new syntax.
Thus, if you wanted to insert a tab, you can prefix a \t token as so:

string greeting = string.Format(""\tHello {0} you are {1} years old.", name.ToUpper(), age);
string greeting2 = $"\tHello {name.ToUpper()} you are {age} years old.";

As you might expect, you are free to use either approach when building your string variables on the fly.
Do keep in mind, however, that if you are using an earlier version of the .NET platform, string interpolation
syntax will result in a compiler error. Thus, if you need to ensure your C# code will compile under multiple
versions of the compiler, it is safer to stick to the traditional numerical placeholder approach.

Source Code You can find the FunWithStrings project in the Chapter 3 subdirectory.

Narrowing and Widening Data Type Conversions

Now that you understand how to work with intrinsic C# data types, let s examine the related topic of data
type conversion. Assume you have a new Console Application project named TypeConversions that defines
the following class:

class Program

{

static void Main(string[] args)

{
Console.WriteLine("***** Fun with type conversions *****"):
// Add two shorts and print the result.
short numbl = 9, numb2 = 10;
Console.WriteLine("{0} + {1} = {2}",

numbl, numb2, Add(numbl, numb2));

Console.ReadLine();

}
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At this point, the code compiles; however, the result of the addition is completely incorrect.

***** Fun with type conversions *****
30000 + 30000 = -5536
Value of myByte: 200

As you have just witnessed, an explicit cast allows you to force the compiler to apply a narrowing
conversion, even when doing so may result in a loss of data. In the case of the NarrowingAttempt() method,
this was not a problem because the value 200 can fit snuggly within the range of a byte. However, in the
case of adding the two shorts within Main(), the end result is completely unacceptable (30,000 + 30,000 =

55367).

If you are building an application where loss of data is always unacceptable, C# provides the checked

and unchecked keywords to ensure data loss does not escape undetected.

The checked Keyword

Let s begin by learning the role of the checked keyword. Assume you have a new method within Program that
attempts to add two bytes, each of which has been assigned a value that is safely below the maximum (255).
If you were to add the values of these types (casting the returned int to a byte), you would assume that the
result would be the exact sum of each member.

static void ProcessBytes()

{
byte bl = 100;
byte b2 = 250;
byte sum = (byte)Add(bl, b2);
// sum should hold the value 350. However, we find the value 94!
Console.WriteLine(*'sum = {0}", sum);
}

If you were to view the output of this application, you might be surprised to find that sum contains the
value 94 (rather than the expected 350). The reason is simple. Given that a System.Byte can hold a value
only between 0 and 255 (inclusive, for a grand total of 256 slots), sum now contains the overflow value
(350 256 =94). By default, if you take no corrective course of action, overflow/underflow conditions occur
without error.

To handle overflow or underflow conditions in your application, you have two options. Your first choice
is to leverage your wits and programming skills to handle all overflow/underflow conditions manually. Of
course, the problem with this technique is the simple fact that you are human, and even your best attempts
might result in errors that have escaped your eyes.

Thankfully, C# provides the checked keyword. When you wrap a statement (or a block of statements)
within the scope of the checked keyword, the C# compiler emits additional CIL instructions that test for
overflow conditions that may result when adding, multiplying, subtracting, or dividing two numerical data

types.
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Setting Project-wide Overflow Checking

If you are creating an application that should never allow silent overflow to occur, you might find yourself in
the annoying position of wrapping numerous lines of code within the scope of the checked keyword. As an
alternative, the C# compiler supports the /checked flag. When enabled, all your arithmetic will be evaluated
for overflow without the need to make use of the C# checked keyword. If overflow has been discovered, you
will still receive a runtime exception.

To enable this flag using Visual Studio, open your project s property page and click the Advanced button
on the Build tab. From the resulting dialog box, select the Check for arithmetic overflow/underflow check
box (see Figure 3-4).

Advanced Build Settings ? X
General

Language version: default -
Internal compiler error reporting: prompt >
Check for arithmetic overflow/underflow

Output

Debugging information: full =
File alignment: 512 v
Library base address: 0x00400000

Cancel

Figure 3-4. Enabling project-wide overflow/underflow data checking

Enabling this setting can be helpful when you re creating a debug build. After all the overflow
exceptions have been squashed out of the codebase, you re free to disable the /checked flag for subsequent
builds (which can increase the runtime performance of your application).

The unchecked Keyword

Now, assuming you have enabled this project-wide setting, what are you to do if you have a block of code
where data loss is acceptable? Given that the /checked flag will evaluate all arithmetic logic, C# provides

the unchecked keyword to disable the throwing of an overflow exception on a case-by-case basis. This
keyword s use is identical to that of the checked keyword in that you can specify a single statement or a block
of statements.

// Assuming /checked is enabled,

// this block will not trigger

// a runtime exception.

unchecked

{
byte sum = (byte)(bl + b2);
Console.WriteLine(*'sum = {0} ™, sum);

}
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So, to summarize the C# checked and unchecked keywords, remember that the default behavior
of the .NET runtime is to ignore arithmetic overflow/underflow. When you want to selectively handle
discrete statements, make use of the checked keyword. If you want to trap overflow errors throughout your
application, enable the /checked flag. Finally, the unchecked keyword can be used if you have a block of
code where overflow is acceptable (and thus should not trigger a runtime exception).

Source Code  You can find the TypeConversions project in the Chapter 3 subdirectory.

Understanding Implicitly Typed Local Variables

Up until this point in the chapter, when you have been defining local variables, you ve explicitly specified the
underlying data type of each variable being declared.

static void DeclareExplicitVars()
{
// Explicitly typed local variables
// are declared as follows:
// dataType variableName = initialValue;
int mylnt = 0;
bool myBool = true;
string myString = "Time, marches on...";

While many (including yours truly) would argue that it is always good practice to explicitly specify the
data type of each variable, the C# language does provide for implicitly typing of local variables using the
var keyword. The var keyword can be used in place of specifying a specific data type (such as int, bool, or
string). When you do so, the compiler will automatically infer the underlying data type based on the initial
value used to initialize the local data point.

To illustrate the role of implicit typing, create a new Console Application project named
ImplicitlyTypedLocalVars. Notice how the local variables within the previous method can now be declared
as follows:

static void DeclarelmplicitVars()

{
// Implicitly typed local variables
// are declared as follows:
// var variableName = initialValue;
var mylnt = 0;
var myBool = true;
var myString = "Time, marches on...";

Note  Strictly speaking, var is not a C# keyword. It is permissible to declare variables, parameters, and
fields named var without compile-time errors. However, when the var token is used as a data type, it is
contextually treated as a keyword by the compiler.
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In this case, the compiler is able to infer, given the initially assigned value, that myInt is, in fact, a
System. Int32, myBool is a System.Boolean, and myString is indeed of type System.String. You can verify
this by printing the type name via reflection. As you will see in much more detail in Chapter 15, reflection is
the act of determining the composition of a type at runtime. For example, using reflection, you can determine
the data type of an implicitly typed local variable. Update your method with the following code statements:

static void DeclarelmplicitVars()
{
// Implicitly typed local variables.
var mylnt = 0;
var myBool = true;
var myString = "Time, marches on...";

// Print out the underlying type.

Console.WriteLine("mylInt is a: {0}", myInt.GetType().Name);
Console.WriteLine("myBool is a: {0}", myBool.GetType().Name);
Console.WriteLine("myString is a: {0}", myString.GetType().Name);

Note Be aware that you can use this implicit typing for any type including arrays, generic types (see
Chapter 9), and your own custom types. You'll see other examples of implicit typing over the course of this book.

If you were to call the DeclarelmplicitVars() method from within Main(), you d find the output
shown here:

*HEx* Fun with Implicit Typing *****

mylnt is a: Int32
myBool is a: Boolean
myString is a: String

Restrictions on Implicitly Typed Variables

There are various restrictions regarding the use of the var keyword. First, implicit typing applies only to
local variables in a method or property scope. Itis illegal to use the var keyword to define return values,
parameters, or field data of a custom type. For example, the following class definition will result in various
compile-time errors:

class ThisWilINeverCompile

{

// Error! var cannot be used as field data!
private var mylnt = 10;

// Error! var cannot be used as a return value

// or parameter type!
public var MyMethod(var x, var y){}
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Also, local variables declared with the var keyword must be assigned an initial value at the exact time of
declaration and cannot be assigned the initial value of nul I. This last restriction should make sense, given that
the compiler cannot infer what sort of type in memory the variable would be pointing to based only on nul I.

// Error! Must assign a value!
var myData;

// Error! Must assign value at exact time of declaration!
var myint;
mylnt = 0;

// Error! Can"t assign null as initial value!
var myObj = null;

Itis permissible, however, to assign an inferred local variable to nul I after its initial assignment
(provided it is a reference type).

// OK, if SportsCar is a reference type!
var myCar = new SportsCar();
myCar = null;

Furthermore, it is permissible to assign the value of an implicitly typed local variable to the value of
other variables, implicitly typed or not.

// Also OK!
var mylnt = 0;
var anotherint = mylnt;

string myString = "Wake up!";
var myData = myString;

Also, it is permissible to return an implicitly typed local variable to the caller, provided the method
return type is the same underlying type as the var-defined data point.

static int GetAnInt()
{
var retval = 9;
return retval;

}

Implicit Typed Data Is Strongly Typed Data

Be aware that implicit typing of local variables results in strongly typed data. Therefore, use of the var
keyword is not the same technique used with scripting languages (such as JavaScript or Perl) or the COM
Variant data type, where a variable can hold values of different types over its lifetime in a program (often
termed dynamic typing).

Note  C# does allow for dynamic typing in C# using a keyword called—surprise, surprise—dynamic. You
will learn about this aspect of the language in Chapter 16.
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Rather, type inference keeps the strongly typed aspect of the C# language and affects only the
declaration of variables at compile time. After that, the data point is treated as if it were declared with that
type; assigning a value of a different type into that variable will result in a compile-time error.

static void ImplicitTypinglsStrongTyping()

{
// The compiler knows "s" is a System.String.
var s = "This variable can only hold string data!";
s = "This is fine...";
// Can invoke any member of the underlying type.
string upper = s.ToUpper();
// Error! Can"t assign numerical data to a string!
s = 44;

}

Usefulness of Implicitly Typed Local Variables

Now that you have seen the syntax used to declare implicitly typed local variables, | am sure you are
wondering when to make use of this construct. First, using var to declare local variables simply for the
sake of doing so brings little to the table. Doing so can be confusing to others reading your code because it
becomes harder to quickly determine the underlying data type and, therefore, more difficult to understand
the overall functionality of the variable. So, if you know you need an int, declare an int!

However, as you will see beginning in Chapter 12, the LINQ technology set makes use of query
expressions that can yield dynamically created result sets based on the format of the query itself. In these
cases, implicit typing is extremely helpful because you do not need to explicitly define the type that a
guery may return, which in some cases would be literally impossible to do. Without getting hung up on the
following LINQ example code, see whether you can figure out the underlying data type of subset:

static void LingQueryOverints()

{

int[] numbers = { 10, 20, 30, 40, 1, 2, 3, 8 };

// LINQ query!

var subset = from i in numbers where i < 10 select i;

Console.Write("Values in subset: ");

foreach (var 1 in subset)

{

Console . Write("{0} ", i);

}

Console.WriteLine();

// Hnm.._what type is subset?

Console.WriteLine("'subset is a: {0}", subset.GetType().Name);

Console.WriteLine("subset is defined in: {0}", subset.GetType()-Namespace);
}
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You might be assuming that the subset data type is an array of integers. That seems to be the case, but,
in fact, itis a low-level LINQ data type that you would never know about unless you have been doing LINQ
for along time or you open the compiled image in ildasm.exe. The good news is that when you are using
LINQ, you seldom (if ever) care about the underlying type of the query s return value; you will simply assign
the value to an implicitly typed local variable.

In fact, it could be argued that the only time you would make use of the var keyword is when defining
data returned from a LINQ query. Remember, if you know you need an int, just declare an int! Overuse of
implicit typing (via the var keyword) is considered by most developers to be poor style in production code.

Source Code You can find the ImplicitlyTypedLocalVars project in the Chapter 3 subdirectory.

C# Iteration Constructs

All programming languages provide ways to repeat blocks of code until a terminating condition has been
met. Regardless of which language you have used in the past, | would guess the C# iteration statements
should not raise too many eyebrows and should require little explanation. C# provides the following four
iteration constructs:

for loop
foreach/in loop
while loop
do/whileloop

Let s quickly examine each looping construct in turn, using a new Console Application project named
IterationsAndDecisions.

Note | will keep this section of the chapter short and to the point, as | am assuming you have experience
using similar keywords (i, for, switch, etc.) in your current programming language. If you require more
information, look up the topics “Iteration Statements (C# Reference),” “Jump Statements (C# Reference),” and
“Selection Statements (C# Reference)” within the .NET Framework 4.7 SDK documentation.

The for Loop

When you need to iterate over a block of code a fixed number of times, the for statement provides a good
deal of flexibility. In essence, you are able to specify how many times a block of code repeats itself, as well as
the terminating condition. Without belaboring the point, here is a sample of the syntax:

// A basic for loop.
static void ForLoopExample()

{

// Note! "i" is only visible within the scope of the for loop.
for(int 1 = 0; i < 4; i++)

98



CHAPTER 3  CORE C# PROGRAMMING CONSTRUCTS, PART |

{
Console.WriteLine("Number is: {0} ", 1);
}
// 1" is not visible here.
}

All your old C, C++, and Java tricks still hold when building a C# for statement. You can create complex
terminating conditions, build endless loops, loop in reverse (via the -- operator), and use the goto,
continue, and break jump keywords.

The foreach Loop

The C# foreach keyword allows you to iterate over all items in a container without the need to test for an
upper limit. Unlike a for loop, however, the foreach loop will walk the container only in a linear (n+1)
fashion (thus, you cannot go backward through the container, skip every third element, or whatnot).
However, when you simply need to walk a collection item by item, the foreach loop is the perfect
choice. Here are two examples using foreach one to traverse an array of strings and the other to traverse an
array of integers. Notice that the data type before the in keyword represents the type of data in the container.

// lterate array items using foreach.
static void ForEachLoopExample()
{
string[] carTypes = {"Ford", "BMW", "Yugo", "Honda™ };
foreach (string ¢ in carTypes)
Console.WriteLine(c);

int[] mylnts = { 10, 20, 30, 40 };
foreach (int i in mylnts)
Console.WriteLine(i);

The item after the in keyword can be a simple array (seen here) or, more specifically, any class
implementing the IEnumerable interface. As you will see in Chapter 9, the .NET base class libraries ship with
a number of collections that contain implementations of common abstract data types (ADTs). Any of these
items (such as the generic List<T>) can be used within a foreach loop.

Use of Implicit Typing Within foreach Constructs

Itis also possible to use implicit typing within a foreach looping construct. As you would expect, the
compiler will correctly infer the correct type of type. Recall the LINQ example method shown earlier in
this chapter. Given that you don t know the exact underlying data type of the subset variable, you can iterate
over the result set using implicit typing.

static void LingQueryOverints()

{
int[] numbers = { 10, 20, 30, 40, 1, 2, 3, 8 };

// LINQ query!

var subset = from i in numbers where i < 10 select i;
Console.Write("Values in subset: ");
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foreach (var 1 in subset)
{
Console.Write("{0} ", 1);
}
}

The while and do/while Looping Constructs

The while looping construct is useful should you want to execute a block of statements until some
terminating condition has been reached. Within the scope of awhi le loop, you will need to ensure this
terminating event is indeed established; otherwise, you will be stuck in an endless loop. In the following
example, the message "In while loop" will be continuously printed until the user terminates the loop by
entering yes at the command prompt:

static void WhileLoopExample()
{

string userlsDone = ""';

// Test on a lower-class copy of the string.

while(userlsDone.ToLower() != "yes")

{
Console.WriteLine("In while loop™);
Console.Write("'Are you done? [yes] [no]: ™);
userlsbone = Console.ReadLine();

}

}

Closely related to the while loop is the do/whi le statement. Like a simple whi le loop, do/whi le is used
when you need to perform some action an undetermined number of times. The difference is that do/while
loops are guaranteed to execute the corresponding block of code at least once. In contrast, it is possible that
asimple while loop may never execute if the terminating condition is false from the onset.

static void DoWhileLoopExample()

{
string userlsDone = ""';
do
Console.WriteLine("In do/while loop™);
Console.Write("Are you done? [yes] [no]: ");
userlsDone = Console.ReadLine();
Ywhile(userlsDone.ToLower() != "yes™); // Note the semicolon!
}
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Decision Constructs and the Relational/Equality Operators

Now that you can iterate over a block of statements, the next related concept is how to control the flow of
program execution. C# defines two simple constructs to alter the flow of your program, based on various
contingencies.

The if/else statement

The switch statement

Note C# 7 extends the is expression and switch statements with a technique called pattern matching.
Both of these extensions and how these changes affect if/else and switch statements will be addressed in
Chapter 6 after covering base class/derived class rules, casting, and the standard is operator.

The if/else Statement

First up is the if/else statement. Unlike in C and C++, the if/else statement in C# operates only on
Boolean expressions, not ad hoc values such as -1 or 0.

Equality and Relational Operators

C# if/else statements typically involve the use of the C# operators shown in Table 3-8 to obtain a literal
Boolean value.

Table 3-8. C# Relational and Equality Operators

C# Equality/Relational Operator ~ Example Usage Meaning in Life

== if(age == 30) Returns true only if each expression is the
same

I= if("Foo" != myStr) Returns true only if each expression is
different

< if(bonus < 2000) Returns true if expression A (bonus) is less

than, greater than, less than or equal to, or
greater than or equal to expression B (2000)

> if(bonus > 2000)
<= if(bonus <= 2000)
>= if(bonus >= 2000)
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Again, C and C++ programmers need to be aware that the old tricks of testing a condition for a value not
equal to zero will not work in C#. Let s say you want to see whether the string you are working with is longer
than zero characters. You might be tempted to write this:

static void IfElseExample()
{

// This is illegal, given that Length returns an int, not a bool.
string stringData = "My textual data";

if(stringData.Length)

{

}

else

{
}

Console.WriteLine();

Console.WriteLine("'string is greater than 0 characters");

Console.WriteLine("string is not greater than 0 characters™);

If you want to use the String.Length property to determine truth or falsity, you need to modify your
conditional expression to resolve to a Boolean.

// Legal, as this resolves to either true or false.
IT (stringData.Length > 0)
{

Console.WriteLine("'string is greater than O characters™);

}

The Conditional Operator

The conditional operator (?:) is a shorthand method of writing a simple if-else statement. The syntax
works like this:

condition ? First_expression : second_expression;

The condition is the conditional test (the i f part of the if-else statement). If the test passes, then the
code immediately after the question mark (?) is executed. If the test does not evaluate to true, the code after
the colon (the else part of the 1 f-else statement) is executed. The previous code example can be written
using the conditional operator like this:

private static void ExecutelfElseUsingConditionalOperator()
{
string stringData = "My textual data";
Console.WriteLine(stringData.Length > 0
? "string is greater than 0 characters"
: "string is not greater than O characters");
Console.WriteLine();

}
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There are some restrictions to the conditional operator. First, both types of first_expression and
second_expression must be the same. Second, the conditional operator can be used only in assignment
statements. The following code will result in the compiler error Only assignment, call, increment,
decrement, and new object expressions can be used as a statement :

stringData.Length > 0
? Console_WriteLine("string is greater than 0 characters™)
: Console.WriteLine(*'string is not greater than O characters™);

Logical Operators

An if statement may be composed of complex expressions as well and can contain else statements
to perform more complex testing. The syntax is identical to C (and C++) and Java. To build complex
expressions, C# offers an expected set of logical operators, as shown in Table 3-9.

Table 3-9. C# Logical Operators

Operator  Example Meaning in Life

&& if(age == 30 && name == "Fred") AND operator. Returns true if all expressions are true.

1 if(age == 30 || name == "Fred™) OR operator. Returns true if at least one expression
is true.

! if(ImyBool) NOT operator. Returns true if false, or false if true.

Note The && and || operators both “short-circuit” when necessary. This means that after a complex
expression has been determined to be false, the remaining subexpressions will not be checked. If you require
all expressions to be tested regardless, you can use the related & and | operators.

The switch Statement

The other simple selection construct offered by C# is the switch statement. As in other C-based languages,
the switch statement allows you to handle program flow based on a predefined set of choices. For example,
the following Main() logic prints a specific string message based on one of two possible selections (the
default case handles an invalid selection):

// Switch on a numerical value.
static void SwitchExample()

{
Console.WriteLine("1 [C#], 2 [VB]");
Console.Write("'Please pick your language preference: ™);

string langChoice = Console.ReadLine();
int n = int.Parse(langChoice);
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If any code was included between the case statements, the compiler would throw an error. As long as
they are consecutive statements, as shown earlier, case statements can be combined to share common code.

In addition to the return and break statements shown in the previous code samples, the switch
statement also supports using a goto to exit a case condition and execute another case statement. While this
is supported, it s generally thought of as an anti-pattern and not generally used. Here is an example of using
the goto statement in a switch block:

public static void SwitchWithGoto()
{
var foo = 5;
switch (foo)
{
case 1:
//do something
goto case 2;
case 2:
//do something else
break;
case 3:
//yet another action
goto default;
default:
//default action
break;

Using Pattern Matching in Switch Statements (New)

Prior to C# 7, match expressions in switch statements were limited to comparing a variable to constant
values, sometimes referred to as the constant pattern. In C# 7, switch statements can also employ the type
pattern, where case statements can evaluate the type of the variable being checked and case expressions are
no longer limited to constant values. The rule that each case statement must be terminated with a return or
break still applies; however, goto statements are not supported using the type pattern.

Note If you are new to object-oriented programming, this section might be a little confusing. It will
all come together in Chapter 6, when you revisit the new pattern matching features of C# 7 in the context
of classes and base classes. For now, just understand that there is a powerful new way to write switch
statements.

Add another method named ExecutePatternMatchingSwitch() and add the following code:

static void ExecutePatternMatchingSwitch()
{
Console.WriteLine("l [Integer (5)], 2 [String (\"Hi\")], 3 [Decimal (2.5)1");
Console.Write("Please choose an option: ");
string userChoice = Console.ReadLine();
object choice;
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case int i1 when i == -1:
// do something
break;

With the initial release of C# 7, there was a small glitch with pattern matching when pattern matching
using generic types. This has been resolved with C# 7.1.

Source Code You can find the IterationsAndDecisions project in the Chapter 3 subdirectory.

Summary

The goal of this chapter was to expose you to numerous core aspects of the C# programming language.
You examined the commonplace constructs in any application you may be interested in building. After
examining the role of an application object, you learned that every C# executable program must have a
type defining a Main() method, which serves as the program s entry point. Within the scope of Main(), you
typically create any number of objects that work together to breathe life into your application.

Next, you dove into the details of the built-in data types of C# and came to understand that each
data type keyword (e.g., int) is really a shorthand notation for a full-blown type in the System namespace
(System. Int32, in this case). Given this, each C# data type has a number of built-in members. Along the
same vein, you also learned about the role of widening and narrowing, as well as the role of the checked and
unchecked keywords.

The chapter wrapped up by covering the role of implicit typing using the var keyword. As discussed,
the most useful place for implicit typing is when working with the LINQ programming model. Finally, you
quickly examined the various iteration and decision constructs supported by C#.

Now that you have an understanding of some of the basic nuts and bolts, the next chapter (Chapter 4)
will complete your examination of core language features. After that, you will be well prepared to examine
the object-oriented features of C# beginning in Chapter 5.
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CHAPTER 4

Core C# Programming
Constructs, Part I

This chapter picks up where ChapteB left off and completes your investigation of the core aspects of the C#
programming language. You will start with an investigation of the details behind manipulating arrays using
the syntax of C# and get to know the functionality contained within the relate®lystem.Array class type.

Next, you will examine various details regarding the construction of C# methods, exploring thet, ref ,
and paramskeywords. Along the way, you will also examine the role of optional and named parameters.
| finish the discussion on methods with a look anethod overloading.

Next, this chapter discusses the construction of enumeration and structure types, including a fairly
detailed examination of the distinction between avalue typeand areference typeThis chapter wraps up by
examining the role ofnullable data types and the related operators.

After you have completed this chapter, you will be in a perfect position to learn the object-oriented
capabilities of C#, beginning in Chapteb.

Understanding C# Arrays

As | would guess you are already aware, array is a set of data items, accessed using a numerical index.
More specifically, an array is a set of contiguous data points of the same type (an arragto$, an array of
string s, an array oSportsCars, and so on). Declaring, filling, and accessing an array with C# are all quite
straightforward. To illustrate, create a new Console Application project named FunWithArrays that contains
a helper method namedSimpleArrays() , invoked from within Main() .

class Program
{
static void Main(string[] args)
{
Console.WriteLine("***** Fun with Arrays *****);
SimpleArrays();
Console.ReadLine();
}
static void SimpleArrays()
{
Console.WriteLine("=> Simple Array Creation.");
/I Create an array of ints containing 3 elements indexed 0, 1, 2
int[] myInts = new int[3];
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// Create a 100 item string array, indexed 0 - 99
string[] booksOnDotNet = new string[100];
Console.WriteLine();
}
}

Look closely at the previous code comments. When declaring a C# array using this syntax, the number
used in the array declaration represents the total number of items, not the upper bound. Also note that the
lower bound of an array always begins at 0. Thus, when you write int[] mylnts = new int[3], youend up
with an array holding three elements, indexed at positions 0, 1, and 2.

After you have defined an array variable, you are then able to fill the elements index by index, as shown
here in the updated SimpleArrays() method:

static void SimpleArrays()

{
Console.WriteLine(*'=> Simple Array Creation.");
// Create and fill an array of 3 Integers
int[] myInts = new int[3];

myInts[0] = 100;
myInts[1] = 200;
myInts[2] = 300;

// Now print each value.
foreach(int 1 in mylnts)
Console.WriteLine(i);

Console.WriteLine();

Note Do be aware that if you declare an array but do not explicitly fill each index, each item will be set to the
default value of the data type (e.g., an array of bools will be set to false or an array of ints will be set to 0).

C# Array Initialization Syntax

In addition to filling an array element by element, you are able to fill the items of an array using C# array
initialization syntax. To do so, specify each array item within the scope of curly brackets ({}). This syntax
can be helpful when you are creating an array of a known size and want to quickly specify the initial values.
For example, consider the following alternative array declarations:

static void Arraylnitialization()

{

Console.WriteLine(*'=> Array Initialization.™);

// Array initialization syntax using the new keyword.
string[] stringArray = new string[]
{ "one", "two", "three" };
Console.WriteLine("'stringArray has {0} elements", stringArray.Length);
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// Array initialization syntax without using the new keyword.
bool[] boolArray = { false, false, true };
Console.WriteLine("boolArray has {0} elements", boolArray.Length);

// Array initialization with new keyword and size.

int[] intArray = new int[4] { 20, 22, 23, 0 };
Console.WriteLine("intArray has {0} elements”, intArray.Length);
Console.WriteLine();

Notice that when you make use of this curly-bracket syntax, you do not need to specify the size of the
array (seen when constructing the stringArray variable), given that this will be inferred by the number of
items within the scope of the curly brackets. Also notice that the use of the new keyword is optional
(shown when constructing the boolArray type).

In the case of the intArray declaration, again recall the numeric value specified represents the number
of elements in the array, not the value of the upper bound. If there is a mismatch between the declared size
and the number of initializers (whether you have too many or too few initializers), you are issued a compile-
time error. The following is an example:

// 00PS! Mismatch of size and elements!
int[] intArray = new int[2] { 20, 22, 23, 0 };

Implicitly Typed Local Arrays

In Chapter 3, you learned about the topic of implicitly typed local variables. Recall that the var keyword
allows you to define a variable, whose underlying type is determined by the compiler. In a similar vein, the
var keyword can be used to define implicitly typed local arrays. Using this technique, you can allocate a
new array variable without specifying the type contained within the array itself (note you must use the new
keyword when using this approach).

static void DeclarelmplicitArrays()

{

Console.WriteLine("=> Implicit Array Initialization.");

// a is really int[].
var a = new[] { 1, 10, 100, 1000 };
Console.WriteLine("a is a: {0}", a.ToString());

// b is really double[].
var b = new[] { 1, 1.5, 2, 2.5 };
Console.WriteLine("b is a: {0}", b.ToString());

// c is really string[]-

var ¢ = new[] { "hello™, null, "world" };
Console.WriteLine("c is a: {0}", c.ToString());
Console.WriteLine();
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Of course, just as when you allocate an array using explicit C# syntax, the items in the array s
initialization list must be of the same underlying type (e.g., all ints, all strings, or all SportsCars). Unlike
what you might be expecting, an implicitly typed local array does not default to System.Object; thus, the
following generates a compile-time error:

// Error! Mixed types!
var d = new[] { 1, "one", 2, "two", false };

Defining an Array of Objects

In most cases, when you define an array, you do so by specifying the explicit type of item that can be within
the array variable. While this seems quite straightforward, there is one notable twist. As you will come to
understand in Chapter 6, System.Object is the ultimate base class to every type (including fundamental
data types) in the .NET type system. Given this fact, if you were to define an array of System.Object data
types, the subitems could be anything at all. Consider the following Array0fObjects() method (which again
can be invoked from Main() for testing):

static void ArrayOfObjects()
{

Console.WriteLine(*'=> Array of Objects.");

// An array of objects can be anything at all.
object[] myObjects = new object[4];
myObjects[0] = 10;

myObjects[1] = false;

myObjects[2] = new DateTime(1969, 3, 24);
myObjects[3] = "Form & Void";

foreach (object obj in myObjects)

// Print the type and value for each item in array.
Console.WriteLine("Type: {0}, Value: {1}", obj.GetType(), obj);
}

Console.WriteLine();

}

Here, as you are iterating over the contents of myObjects, you print the underlying type of each item
using the GetType() method of System.0Object, as well as the value of the current item. Without going
into too much detail regarding System_Object.GetType() at this point in the text, simply understand that
this method can be used to obtain the fully qualified name of the item (Chapter 15 examines the topic
of type information and reflection services in detail). The following output shows the result of calling
ArrayOfObjects():

=> Array of Objects.

Type: System.Int32, Value: 10

Type: System.Boolean, Value: False

Type: System.DateTime, Value: 3/24/1969 12:00:00 AM
Type: System.String, Value: Form & Void
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Working with Multidimensional Arrays

In addition to the single-dimension arrays you have seen thus far, C# also supports two varieties of
multidimensional arrays. The first of these is termed a rectangular array, which is simply an array of multiple
dimensions, where each row is of the same length. To declare and fill a multidimensional rectangular array,
proceed as follows:

static void RectMultidimensionalArray()
{
Console.WriteLine('=> Rectangular multidimensional array.");
// A rectangular MD array.
int[,] myMatrix;
myMatrix = new int[3,4];

// Populate (3 * 4) array.

for(int 1 = 0; i < 3; i++)
for(int j = 0; j < 4; j++)
myMatrix[i, j] =i * j;

// Print (3 * 4) array.
for(int 1 = 0; i < 3; i+t)
{

for(int j = 0; j < 4; j++)
Console.Write(myMatrix[i, j] + "\t");
Console.WriteLine();
}

Console.WriteLine();

}

The second type of multidimensional array is termed a jagged array. As the name implies, jagged arrays
contain some number of inner arrays, each of which may have a different upper limit. Here s an example:

static void JaggedvultidimensionalArray()
{
Console.WriteLine(*'=> Jagged multidimensional array.");
// A jagged MD array (i.e., an array of arrays).
// Here we have an array of 5 different arrays.
int[1[] myJagArray = new int[5][];

// Create the jagged array.
for (int i = 0; 1 < myJagArray.Length; i++)
myJagArray[i] = new int[i + 7];

// Print each row (remember, each element is defaulted to zerol!).
for(int 1 = 0; 1 <5; itt)
{
for(int j = 0; j < myJagArray[i].Length; j++)
Console.Write(myJagArray[il[J] + " ™);
Console.WriteLine();
}

Console.WriteLine();

}
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The output of calling each of the RectMul tidimensionalArray() and JaggediMul tidimensionalArray()
methods within Main() is shown next:

=> Rectangular multidimensional array:

0 0 0 0
0 1 2 3
0 2 4 6

=> Jagged multidimensional array:

O OO oo
O OO oo
O OO oo
O OO oo
O OO oo
O OO oo
O OO oo
O O oo
[eNeNe)

o o

Arrays As Arguments or Return Values

After you have created an array, you are free to pass it as an argument or receive it as a member return value.
For example, the following PrintArray() method takes an incoming array of ints and prints each member to
the console, while the GetStringArray() method populates an array of strings and returns it to the caller:

static void PrintArray(int[] mylnts)

{
for(int 1 = 0; i < mylnts_Length; i++)
Console.WriteLine("ltem {0} is {1}, i, mylInts[i]);
}

static string[] GetStringArray()

{
string[] theStrings = {"Hello", "from™, "GetStringArray"};

return theStrings;

}

These methods may be invoked as you would expect.

static void PassAndReceiveArrays()
{
Console.WriteLine("'=> Arrays as params and return values.");
// Pass array as parameter.
int[] ages = {20, 22, 23, 0} ;
PrintArray(ages);

// Get array as return value.

string[] strs = GetStringArray();

foreach(string s in strs)
Console.WriteLine(s);

Console.WriteLine();

}
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At this point, you should feel comfortable with the process of defining, filling, and examining the
contents of a C# array variable. To complete the picture, let s now examine the role of the System.Array
class.

The System.Array Base Class

Every array you create gathers much of its functionality from the System.Array class. Using these common
members, you are able to operate on an array using a consistent object model. Table 4-1 gives a rundown of
some of the more interesting members (be sure to check the .NET Framework 4.7 SDK documentation for
full details).

Table 4-1. Select Members of System.Array

Member of Array Class Meaning in Life

Clear() This static method sets a range of elements in the array to empty values
(0 for numbers, nul I for object references, false for Booleans).

CopyTo() This method is used to copy elements from the source array into the
destination array.

Length This property returns the number of items within the array.

Rank This property returns the number of dimensions of the current array.

Reverse() This static method reverses the contents of a one-dimensional array.

Sort() This static method sorts a one-dimensional array of intrinsic types. If the

elements in the array implement the 1Comparer interface, you can also sort
your custom types (see Chapter 9).

Let s see some of these members in action. The following helper method makes use of the static
Reverse() and Clear() methods to pump out information about an array of string types to the console:

static void SystemArrayFunctionality()
{
Console.WriteLine("'=> Working with System.Array.");
// Initialize items at startup.
string[] gothicBands = {"Tones on Tail", "Bauhaus", "Sisters of Mercy"};

// Print out names in declared order.
Console.WriteLine(*-> Here is the array:");
for (int i = 0; 1 < gothicBands.Length; i++)
{
// Print a name.
Console.Write(gothicBands[i] + ", ");
}

Console.WriteLine(*'\n");
// Reverse them...

Array.Reverse(gothicBands);
Console.WriteLine(*'-> The reversed array");
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// ... and print them.
for (int i = 0; 1 < gothicBands.Length; i++)
{
// Print a name.
Console.Write(gothicBands[i] + ", ");
}

Console.WriteLine("'\n");

// Clear out all but the first member.
Console.WriteLine(""-> Cleared out all but one...");
Array.Clear(gothicBands, 1, 2);

for (int i = 0; 1 < gothicBands.Length; i++)
{
// Print a name.
Console.Write(gothicBands[i] + ", ");
}

Console.WriteLine();

}

If you invoke this method from within Main(), you will get the output shown here:

=> Working with System.Array.
-> Here is the array:
Tones on Tail, Bauhaus, Sisters of Mercy,

-> The reversed array
Sisters of Mercy, Bauhaus, Tones on Tail,

-> Cleared out all but one...
Sisters of Mercy, , ,

Notice that many members of System.Array are defined as static members and are, therefore, called at
the class level (for example, the Array.Sort() and Array.Reverse() methods). Methods such as these are
passed in the array you want to process. Other members of System._Array (such as the Length property) are
bound at the object level; thus, you are able to invoke the member directly on the array.

Source Code You can find the FunWithArrays application in the Chapter 4 subdirectory.

Methods and Parameter Modifiers

To begin this section, let s examine the details of defining methods. Just like the Main() method (see Chapter 3),
your custom methods may or may not take parameters and may or may not return values to the caller. As you
will see over the next several chapters, methods can be implemented within the scope of classes or structures
(as well as prototyped within interface types) and may be decorated with various keywords
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(e.g., static, virtual, public, new) to qualify their behavior. At this point in the text, each of your methods has
followed the following basic format:

// Recall that static methods can be called directly

// without creating a class instance.

class Program

{
// static returnType MethodName(paramater list) { /* Implementation */ }
static int Add(int x, inty)
{

}
¥

return x + y;

Return Values and Expression Bodied Members (Updated)

You already learned about simple methods that return values, such as the Add() method. C# 6 introduced
expression-bodied members that shorten the syntax for single-line methods. For example, Add() can be
rewritten using the following syntax:

static int Add(int x, Iint y) => X + vy;

This is what is commonly referred to as syntactic sugar, meaning that the generated IL is no different.
It s just another way to write the method. Some find it easier to read, and others don t, so the choice is yours
(or your teams) which style you prefer.

This syntax also works with read-only member properties (classes and member properties are covered
in Chapter 5).

C# 7 expanded this capability to include single-line constructors, finalizers, and get and set accessors
on properties and indexers (all covered later in this book, starting with Chapter 5). Throughout this book you
will see a mixture of using expression-bodied members as well as the more traditional approach.

Note Don'’t be alarmed by the => operator. This is a lambda operation, which is covered in great detail in
Chapter 10. That chapter also explains exactly how expression-bodied members work. For now, just consider
them a shortcut to writing single-line statements.

Method Parameter Modifiers

The default manner in which a parameter is sent into a function is by value. Simply put, if you do not mark
an argument with a parameter modifier, a copy of the data is passed into the function. As explained later in
this chapter, exactly what is copied will depend on whether the parameter is a value type or a reference type.

While the definition of a method in C# is quite straightforward, you can use a handful of methods to
control how arguments are passed to the method in question, as listed in Table 4-2.

119



CHAPTER 4  CORE C# PROGRAMMING CONSTRUCTS, PART Il

Table 4-2. C# Parameter Modifiers

Parameter Modifier Meaning in Life

(None) If a parameter is not marked with a parameter modifier, it is assumed to be
passed by value, meaning the called method receives a copy of the original data.

out Output parameters must be assigned by the method being called and, therefore,
are passed by reference. If the called method fails to assign output parameters,
you are issued a compiler error.

ref The value is initially assigned by the caller and may be optionally modified by
the called method (as the data is also passed by reference). No compiler error is
generated if the called method fails to assign a ref parameter.

params This parameter modifier allows you to send in a variable number of arguments
as a single logical parameter. A method can have only a single params modifier,
and it must be the final parameter of the method. In reality, you might not need
to use the params modifier all too often; however, be aware that numerous
methods within the base class libraries do make use of this C# language feature.

To illustrate the use of these keywords, create a new Console Application project named
FunWithMethods. Now, let s walk through the role of each keyword.

Discards

Discards are temporary, dummy variables that are intentionally unused. They are unassigned, don t have
avalue, and might not even allocate any memory. This can provide a performance benefit but, at the least,
can make your code more readable. Discards can be used with out parameters, with tuples, with pattern
matching (Chapters 6 and 8), or even as stand-alone variables.

You might wonder why you would use assign a value to a throwaway variable. It comes in handy with
async programming, as you will see Chapter 19.

The Default by Value Parameter-Passing Behavior

The default manner in which a parameter is sent into a function is by value. Simply put, if you do not mark
an argument with a parameter modifier, a copy of the data is passed into the function. As explained later in
this chapter, exactly what is copied will depend on whether the parameter is a value type or a reference type.
For the time being, assume the following method within the Program class operates on two numerical data
types passed by value:

// Arguments are passed by value by default.
static int Add(int x, inty)
{ -

int ans = x + y;

// Caller will not see these changes

// as you are modifying a copy of the

// original data.

X = 10000;

y = 88888;

return ans;
}
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Numerical data falls under the category of value types. Therefore, if you change the values of the
parameters within the scope of the member, the caller is blissfully unaware, given that you are changing the
values on a copy of the caller s original data.

static void Main(string[] args)

{
Console.WriteLine("™***** Fun with Methods *****\n");
// Pass two variables in by value.
int x =9, y = 10;
Console.WriteLine("Before call: X: {0}, Y: {1}", X, Vy);
Console.WriteLine("Answer is: {0}", Add(x, y));
Console.WriteLine("After call: X: {0}, Y: {1}", X, y);
Console.ReadLine();

}

As you would hope, the values of x and y remain identical before and after the call to Add(), as shown in
the following output, as the data points were sent in by value. Thus, any changes on these parameters within
the Add() method are not seen by the caller, as the Add() method is operating on a copy of the data.

*xFx% Fun with Methods *****

Before call: X: 9, Y: 10
Answer is: 19
After call: X: 9, Y: 10

The out Modifier (Updated)

Next, you have the use of output parameters. Methods that have been defined to take output parameters
(via the out keyword) are under obligation to assign them to an appropriate value before exiting the method
scope (if you fail to do so, you will receive compiler errors).

To illustrate, here is an alternative version of the Add() method that returns the sum of two integers
using the C# out modifier (note the physical return value of this method is now void):

// Output parameters must be assigned by the called method.
static void Add(int x, int y, out int ans)
{

}

ans = x +y;

Calling a method with output parameters also requires the use of the out modifier. However, the
local variables that are passed as output variables are not required to be assigned before passing them in
as output arguments (if you do so, the original value is lost after the call). The reason the compiler allows
you to send in seemingly unassigned data is because the method being called must make an assignment.
Starting with C# 7, out parameters do not need to be declared before using them. In other words, they can be
declared inside the method call, like this:

Add(90, 90, out int ans);
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Always remember that a method that defines output parameters must assign the parameter to a valid
value before exiting the method scope. Therefore, the following code will result in a compiler error, as the
output parameter has not been assigned within the method scope:

static void ThisWontCompile(out int a)
{
Console.WriteLine(Error! Forgot to assign output arg!");

}

Finally, if you don t care about the value of an out parameter, you can use a discard as a placeholder.
For example, if you want to determine whether a string is a valid date format but don t care about the parsed
date, you could write the following code:

if (DateTime.TryParse(dateString, out )
{
//do something

}

The ref Modifier

Now consider the use of the C# ref parameter modifier. Reference parameters are necessary when you want
to allow a method to operate on (and usually change the values of) various data points declared in the caller s
scope (such as a sorting or swapping routine). Note the distinction between output and reference parameters.

Output parameters do not need to be initialized before they are passed to the method.
The reason for this is that the method must assign output parameters before exiting.

Reference parameters must be initialized before they are passed to the method.
The reason for this is that you are passing a reference to an existing variable. If you
don tassign it to an initial value, that would be the equivalent of operating on an
unassigned local variable.

Let s check out the use of the ref keyword by way of a method that swaps two string variables
(of course, any two data types could be used here, including int, bool, float, and so on).

// Reference parameters.
public static void SwapStrings(ref string sl, ref string s2)

{
string tempStr = si;
sl = s2;
s2 = tempStr;

}

This method can be called as follows:

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Methods *****'");
string strl = "Flip";

string str2 = "Flop";
Console.WriteLine("'Before: {0}, {1} ", strl, str2);
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SwapStrings(ref strl, ref str2);
Console.WriteLine("After: {0}, {1} ", strl, str2);
Console.ReadLine();

}

Here, the caller has assigned an initial value to local string data (strl and str2). After the call to
SwapStrings() returns, strl now contains the value "Flop", while str2 reports the value "Flip".

Before: Flip, Flop
After: Flop, Flip

Note The C# ref parameter modifier keyword will be revisited later in this chapter in the section
“Understanding Value Types and Reference Types.” As you will see, the behavior of this keyword changes just a
bit depending on whether the argument is a value type or reference type.

ref Locals and Returns (New)

In addition to modifying parameters with the ref keyword, C# 7 introduces the ability to use and return
references to variables defined elsewhere. Before showing how that works, let s look at the following method:

// Returns the value at the array position.
public static string SimpleReturn(string[] strArray, int position)
{

return strArray[position];

}

Astring array is passed in (by value), along with a position value. Then the value of the array at that
position is returned. If the string that is returned from the method is modified outside of this method, you
would expect the array to still hold the original values. As the following code demonstrates, that is exactly
what happens:

#region Ref locals and params

string[] stringArray = { "one", "two", "three" };

int pos = 1;

Console.WriteLine("=> Use Simple Return™);

Console.WriteLine("Before: {0}, {1}, {2} ", stringArray[0], stringArray[l], stringArray[2]);
var output = SimpleReturn(stringArray, pos);

output = "new";

Console.WriteLine("After: {0}, {1}, {2} ", stringArray[0], stringArray[1], stringArray[2]);
#endregion
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There are some rules around this new feature that are worth noting here:

Standard method results cannot be assigned to a ref local variable. The method
must have been created as a ref return method.

A local variable inside the ref method can t be returned as a ref local variable.
The following code does not work:

ThisWilINotWork(string[] array)
{

int foo = 5;

return ref foo;

¥

This new feature doesn t work with async methods (covered in Chapter 19).

The params Modifier

C# supports the use of parameter arrays using the params keyword. To understand this language feature, you
must (as the name implies) understand how to manipulate C# arrays. If this is not the case, you might want
to return to this section after you read the section Understanding C# Arrays later in this chapter.

The params keyword allows you to pass into a method a variable number of identically typed
parameters (or classes related by inheritance) as a single logical parameter. As well, arguments marked with
the params keyword can be processed if the caller sends in a strongly typed array or a comma- delimited list
of items. Yes, this can be confusing! To clear things up, assume you want to create a function that allows the
caller to pass in any number of arguments and return the calculated average.

If you were to prototype this method to take an array of doubles, this would force the caller to
first define the array, then fill the array, and finally pass it into the method. However, if you define
CalculateAverage()to take a params of double[] data types, the caller can simply pass a comma- delimited
list of doubles. The .NET runtime will automatically package the set of doubles into an array of type double
behind the scenes.

// Return average of "some number" of doubles.
static double CalculateAverage(params double[] values)

{

Console.WriteLine("You sent me {0} doubles.”, values.Length);

double sum = 0;

if(values.Length == 0)
return sum;

for (int i = 0; i < values.Length; i++)
sum += values[i];

return (sum / values.lLength);

This method has been defined to take a parameter array of doubles. What this method is in fact saying
is, Send me any number of doubles (including zero), and | Il compute the average. Given this, you can call
CalculateAverage() in any of the following ways:
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static void Main(string[] args)
{

Console.WriteLine(""***** Fun with Methods *****");

// Pass in a comma-delimited list of doubles...

double average;

average = CalculateAverage(4.0, 3.2, 5.7, 64.22, 87.2);
Console.WriteLine("'Average of data is: {0}", average);

// ...or pass an array of doubles.
double[] data = { 4.0, 3.2, 5.7 };
average = CalculateAverage(data);
Console.WriteLine("'Average of data is: {0}", average);

// Average of 0 is 0!
Console.WriteLine("Average of data is: {0}", CalculateAverage());
Console.ReadLine();

If you did not make use of the params modifier in the definition of CalculateAverage(), the first
invocation of this method would result in a compiler error, as the compiler would be looking for a version of
CalculateAverage() that took five double arguments.

Note  To avoid any ambiguity, C# demands a method support only a single params argument, which must
be the final argument in the parameter list.

As you might guess, this technique is nothing more than a convenience for the caller, given that the
array is created by the CLR as necessary. By the time the array is within the scope of the method being called,
you are able to treat it as a full-blown .NET array that contains all the functionality of the System.Array base
class library type. Consider the following output:

You sent me 5 doubles.
Average of data is: 32.864
You sent me 3 doubles.
Average of data is: 4.3
You sent me O doubles.
Average of data is: 0

Defining Optional Parameters

Ct allows you to create methods that can take optional arguments. This technique allows the caller to invoke
a single method while omitting arguments deemed unnecessary, provided the caller is happy with the
specified defaults.
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This will not compile because the value of the Now property of the DateTime class is resolved at runtime,
not compile time.

Note  To avoid ambiguity, optional parameters must always be packed onto the end of a method signature.
It is a compiler error to have optional parameters listed before nonoptional parameters.

Invoking Methods Using Named Parameters

Another language feature found in C# is support for named arguments. To be honest, at first glance,
this language construct might appear to do little more than result in confusing code. And to continue
being completely honest, this could be the case! Similar to optional arguments, including support for
named parameters is partially motivated by the desire to simplify the process of working with the COM
interoperability layer (again, see Chapter 16).

Named arguments allow you to invoke a method by specifying parameter values in any order you
choose. Thus, rather than passing parameters solely by position (as you will do in most cases), you can
choose to specify each argument by name using a colon operator. To illustrate the use of named arguments,
assume you have added the following method to the Program class:

static void DisplayFancyMessage(ConsoleColor textColor,
ConsoleColor backgroundColor, string message)

{
// Store old colors to restore after message is printed.
ConsoleColor oldTextColor = Console.ForegroundColor;
ConsoleColor oldbackgroundColor = Console.BackgroundColor;

// Set new colors and print message.
Console.ForegroundColor = textColor;
Console.BackgroundColor = backgroundColor;
Console.WriteLine(message);

// Restore previous colors.
Console.ForegroundColor = oldTextColor;
Console.BackgroundColor = oldbackgroundColor;

Now, the way DisplayFancyMessage() was written, you would expect the caller to invoke this method
by passing two ConsoleColor variables followed by a string type. However, using named arguments, the
following calls are completely fine:

static void Main(string[] args)

{

Console.WriteLine("™ **** Fun with Methods *****');
DisplayFancyMessage(message: "Wow! Very Fancy indeed!",

textColor: ConsoleColor.DarkRed,
backgroundColor: ConsoleColor.White);
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Understanding Method Overloading

Like other modern object-oriented languages, C# allows a method to be overloaded. Simply put, when you
define a set of identically named methods that differ by the number (or type) of parameters, the method in
question is said to be overloaded.

To understand why overloading is so useful, consider life as an old-school Visual Basic 6.0 (VB6)
developer. Assume you are using VB6 to build a set of methods that return the sum of various incoming
data types (Integers, Doubles, and so on). Given that VB6 does not support method overloading, you would
be required to define a unique set of methods that essentially do the same thing (return the sum of the
arguments).

" VB6 code examples.

Public Function AddInts(ByVal x As Integer, ByVal y As Integer) As Integer
AddInts = x +y

End Function

Public Function AddDoubles(Byval x As Double, ByVal y As Double) As Double
AddDoubles = x +y
End Function

Public Function AddLongs(Byval x As Long, Byval y As Long) As Long
AddLongs = x +y
End Function

Not only can code such as this become tough to maintain, but the caller must now be painfully aware of
the name of each method. Using overloading, you are able to allow the caller to call a single method named
Add(). Again, the key is to ensure that each version of the method has a distinct set of arguments (methods
differing only by return type are not unique enough).

Note  As explained in Chapter 9, it is possible to build generic methods that take the concept of overloading
to the next level. Using generics, you can define type placeholders for a method implementation that are
specified at the time you invoke the member in question.

To check this out firsthand, create a new Console Application project named MethodOverloading. Now,
consider the following class definition:

// C# code.
class Program

{

static void Main(string[] args)

{
}

// Overloaded Add() method.
static int Add(int x, inty)
{ return x +vy; }

static double Add(double x, double y)
{ return x +vy; }
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static long Add(long x, long y)
{ return x +vy; }

}

The caller can now simply invoke Add() with the required arguments, and the compiler is happy to
comply, given that the compiler is able to resolve the correct implementation to invoke with the provided
arguments.

static void Main(string[] args)

{

Console.WriteLine(""***** Fun with Method Overloading *****\n');

// Calls int version of Add()
Console.WriteLine(Add(10, 10));

// Calls long version of Add() (using the new digit separator)
Console.WriteLine(Add(900_000_000_000, 900_000_000_000));

// Calls double version of Add()
Console.WriteLine(Add(4.3, 4.4));

Console.ReadLine();

The Visual Studio IDE provides assistance when calling overloaded methods to boot. When you type
in the name of an overloaded method (such as your good friend Console.WriteLine()), IntelliSense will
list each version of the method in question. Note that you are able to cycle through each version of an
overloaded method using the up and down arrow keys shown in Figure 4-1.

static void Main(string[] args)

{

Console.WriteLine("***** Fun with Method Overloading *****\n");

// Calls int version of Add()
Console.WriteLine(Add(1e, 10));

// Calls long version of Add() (using the new digit separator)
Console.WritelLine(Add(900_008_000 000, 900 _000_000 000));

// Calls double version of Add()
Console.WritelLine(Add(4.3, 4.4));

Add() T
A 10of 3 ¥ double Program.Add(double x, double y)

}

Figure 4-1. Visual Studio IntelliSense for overloaded methods
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Source Code You can find the MethodOverloading application in the Chapter 4 subdirectory.

Local Functions (New)

Another new feature introduced in C# 7 is the ability to create methods within methods, referred to officially
as local functions. A local function is a function declared inside another function.

Note  Up to this point in the text, we’ve used the term method. Why all of a sudden am | introducing the
term function? Is that something different than a method? Academically speaking, one can argue that they are
different. Practically speaking, they are used interchangeably. For this text, consider a method and a function
as equivalent. The new feature is officially named local functions, and | didn’t want to change the name just for
consistency in this text. From here on out, | am back to calling them methods.

To see how this works, create a new Console Application project named FunWithLocalFunctions. As an
example, let s say you want to extend the Add() example from the previous section by including validation of
the inputs. There are many ways to accomplish this, and one simple way is to add the validation directly into
the Add() method. Let s go with that and update the previous example to the following:

static int Add(int x, int y)
{
//Do some validation here
return x + y;

}

As you can see, there are no big changes. There s just a comment indicating that real code should do
something. What if you wanted to separate the actual reason for the method (returning the sum of the
arguments) from the validation of the arguments? You could create additional methods and call them from
the Add() method. But that would require creating another method just for use by one other method. Maybe
that s overkill. This new feature allows you to do the validation first and then encapsulate the real goal of the
method defined inside the AddWrapper () method, as shown here:

static int AddWrapper(int x, int y)
{

//Do some validation here

return Add();

int AddQ
{
return x +vy;
}
}

The contained Add() method can be called only from the wrapping AddWrapper () method. So, the
question I m sure you are thinking is, What did this buy me? The answer for this example, quite simply, is
little (if anything). This feature was added into the C# specification for custom iterator methods (Chapter 8)
and asynchronous methods (Chapter 19), and you will see the benefit when you get to those topics.
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Source Code You can find the LocalFunctions application in the Chapter 4 subdirectory.

That wraps up the initial examination of building methods using the syntax of C#. Next, let s check out
how to build and manipulate enumerations and structures.

Understanding the enum Type

Recall from Chapter 1 that the .NET type system is composed of classes, structures, enumerations, interfaces,
and delegates. To begin exploration of these types, let s check out the role of the enumeration (or simply,
enum) using a new Console Application project named FunWithEnums.

Note Do not confuse the term enum with enumerator; they are completely different concepts. An enum is
a custom data type of name-value pairs. An enumerator is a class or structure that implements a .NET interface
named IEnumerable. Typically, this interface is implemented on collection classes, as well as the System.Array
class. As you will see in Chapter 8, objects that support 1Enumerable can work within the foreach loop.

When building a system, it is often convenient to create a set of symbolic names that map to known
numerical values. For example, if you are creating a payroll system, you might want to refer to the type of
employees using constants such as vice president, manager, contractor, and grunt. C# supports the notion
of custom enumerations for this very reason. For example, here is an enumeration named EmpType (you can
define this in the same file as your Program class, right before the class definition):

// A custom enumeration.

enum EmpType

{
Manager, //
Grunt, //
Contractor, //
VicePresident //

}

o1
W N O

The EmpType enumeration defines four named constants, corresponding to discrete numerical values.
By default, the first element is set to the value zero (0), followed by an n+1 progression. You are free to
change the initial value as you see fit. For example, if it made sense to number the members of EmpType as
102 through 105, you could do so as follows:

// Begin with 102.
enum EmpType

{
Manager = 102,
Grunt, // = 103
Contractor, // = 104
VicePresident // = 105

}
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Enumerations do not necessarily need to follow a sequential ordering and do not need to have unique
values. If (for some reason or another) it makes sense to establish your EmpType as shown here, the compiler
continues to be happy:

// Elements of an enumeration need not be sequential!
enum EmpType

Manager = 10,
Grunt = 1,
Contractor = 100,
VicePresident = 9

}

Controlling the Underlying Storage for an enum

By default, the storage type used to hold the values of an enumeration is a System. Int32 (the C# int);
however, you are free to change this to your liking. C# enumerations can be defined in a similar manner
for any of the core system types (byte, short, int, or long). For example, if you want to set the underlying
storage value of EmpType to be a byte rather than an int, you can write the following:

// This time, EmpType maps to an underlying byte.
enum EmpType : byte
{

Manager = 10,

Grunt = 1,

Contractor = 100,

VicePresident = 9

}

Changing the underlying type of an enumeration can be helpful if you are building a .NET application
that will be deployed to a low-memory device and need to conserve memory wherever possible. Of course,
if you do establish your enumeration to use a byte as storage, each value must be within its range! For
example, the following version of EmpType will result in a compiler error, as the value 999 cannot fit within
the range of a byte:

// Compile-time error! 999 is too big for a byte!
enum EmpType : byte
{

Manager = 10,

Grunt = 1,

Contractor = 100,

VicePresident = 999

}
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Declaring enum Variables

Once you have established the range and storage type of your enumeration, you can use it in place of

so- called magic numbers. Because enumerations are nothing more than a user-defined data type, you are
able to use them as function return values, method parameters, local variables, and so forth. Assume you
have a method named AskForBonus(), taking an EmpType variable as the sole parameter. Based on the value
of the incoming parameter, you will print out a fitting response to the pay bonus request.

class Program

{

static void Main(string[] args)

{
Console.WriteLine("™**** Fun with Enums *****");
// Make an EmpType variable.
EmpType emp = EmpType.Contractor;
AskForBonus(emp);
Console.ReadLine();

}

// Enums as parameters.
static void AskForBonus(EmpType €)
{
switch (e)
{
case EmpType.Manager:
Console.WriteLine("How about stock options instead?");
break;
case EmpType.Grunt:
Console.WriteLine("You have got to be kidding...");
break;
case EmpType.Contractor:
Console.WriteLine("You already get enough cash...");
break;
case EmpType.VicePresident:
Console.WriteLine("VERY GOOD, Sir!");
break;

Notice that when you are assigning a value to an enum variable, you must scope the enum name
(EmpType) to the value (Grunt). Because enumerations are a fixed set of name-value pairs, it is illegal to set an
enum variable to a value that is not defined directly by the enumerated type.

static void ThisMethodWilINotCompile()
{

// Error! SalesManager is not in the EmpType enum!
EmpType emp = EmpType.SalesManager;

// Error! Forgot to scope Grunt value to EmpType enum!
emp = Grunt;

¥
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The System.Enum Type

The interesting thing about .NET enumerations is that they gain functionality from the System_Enum

class type. This class defines a number of methods that allow you to interrogate and transform a given
enumeration. One helpful method is the static Enum_GetUnderlyingType(), which, as the name implies,
returns the data type used to store the values of the enumerated type (System.Byte in the case of the current
EmpType declaration).

static void Main(string[] args)

{
Console.WriteLine("™ *** Fun with Enums *****);
// Make a contractor type.
EmpType emp = EmpType.Contractor;
AskForBonus(emp);

// Print storage for the enum.
Console.WriteLine("EmpType uses a {0} for storage",

Enum.GetUnderlyingType(emp.GetType()));
Console.ReadLine();

If you were to consult the Visual Studio Object Browser, you would be able to verify that the Enum.
GetUnderlyingType() method requires you to pass in a System.Type as the first parameter. As fully
examined in Chapter 15, Type represents the metadata description of a given .NET entity.

One possible way to obtain metadata (as shown previously) is to use the GetType() method, which is
common to all types in the .NET base class libraries. Another approach is to use the C# typeof operator.
One benefit of doing so is that you do not need to have a variable of the entity you want to obtain a metadata
description of.

// This time use typeof to extract a Type.
Console.WriteLine("EmpType uses a {0} for storage",
Enum.GetUnderlyingType(typeof(EmpType)));

Dynamically Discovering an enum s Name-Value Pairs

Beyond the Enum.GetUnderlyingType() method, all C# enumerations support a method named
ToString(), which returns the string name of the current enumeration s value. The following code is an
example:

static void Main(string[] args)

{
Console.WriteLine("**** Fun with Enums *****'");
EmpType emp = EmpType.Contractor;
AskForBonus(emp);

// Prints out "emp is a Contractor".

Console.WriteLine("emp is a {0}.", emp.ToString());
Console.ReadLine();
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To test this new method, update your Main() method to create variables of several enumeration types
declared in the System namespace (as well as an EmpType enumeration for good measure). The following
code is an example:

static void Main(string[] args)
{

Console.WriteLine("**** Fun with Enums *****'");
EmpType e2 = EmpType.Contractor;

// These types are enums in the System namespace.
DayOfWleek day = DayOfWeek.Monday;
ConsoleColor cc = ConsoleColor.Gray;

EvaluateEnum(e2);
EvaluateEnum(day);
EvaluateEnum(cc);
Console.ReadLine();

Some partial output is shown here:

=> Information about DayOfWeek
Underlying storage type: System.Int32
This enum has 7 members.

Name: Sunday, Value: 0

Name: Monday, Value: 1

Name: Tuesday, Value: 2

Name: Wednesday, Value: 3

Name: Thursday, Value: 4

Name: Friday, Value: 5

Name: Saturday, Value: 6

As you will see over the course of this text, enumerations are used extensively throughout the .NET
base class libraries. For example, ADO.NET makes use of numerous enumerations to represent the state
of a database connection (e.g., opened or closed) or the state of a row in a DataTable (e.g., changed, new,
or detached). Therefore, when you make use of any enumeration, always remember that you are able to
interact with the name-value pairs using the members of System.Enum.

Source Code You can find the FunWithEnums project in the Chapter 4 subdirectory.

Understanding the Structure (aka Value Type)

Now that you understand the role of enumeration types, let s examine the use of .NET structures (or simply
structs). Structure types are well suited for modeling mathematical, geometrical, and other atomic entities
in your application. A structure (such as an enumeration) is a user-defined type; however, structures are not
simply a collection of name-value pairs. Rather, structures are types that can contain any number of data
fields and members that operate on these fields.
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Here is aMain() method that takes the Point type out for a test-drive:

static void Main(string[] args)

{

Console.WriteLine(""***** A First Look at Structures *****\n');

// Create an initial Point.
Point myPoint;

myPoint.X = 349;

myPoint.Y = 76;
myPoint.Display();

// Adjust the X and Y values.
myPoint. Increment();

myPoint.Display();
Console.ReadLine();

The output is as you would expect.

**x*%%x A First Look at Structures *****

X
X

349, Y
350, Y

76
77

Creating Structure Variables

When you want to create a structure variable, you have a variety of options. Here, you simply create a Point
variable and assign each piece of public field data before invoking its members. If you do not assign each
piece of public field data (X and Y in this case) before using the structure, you will receive a compiler error.

// Error! Did not assign Y value.
Point pl;

pl.X = 10;

pl.Display();

// OK! Both fields assigned before use.

Point p2;
p2.X = 10;
p2.Y = 10;

p2.Display();

As an alternative, you can create structure variables using the C# new keyword, which will invoke the
structure s default constructor. By definition, a default constructor does not take any arguments. The benefit
of invoking the default constructor of a structure is that each piece of field data is automatically set to its
default value.
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// Set all fields to default values
// using the default constructor.
Point pl = new Point();

// Prints X=0,Y=0.
pl.Display();

Itis also possible to design a structure with a custom constructor. This allows you to specify the values
of field data upon variable creation, rather than having to set each data member field by field. Chapter 5 will
provide a detailed examination of constructors; however, to illustrate, update the Point structure with the
following code:

struct Point

{
// Fields of the structure.
public int X;
public int Y;

// A custom constructor.

public Point(int XPos, int YPos)

{
X
Y

}

XPos;
YPos;

With this, you could now create Point variables, as follows:

// Call custom constructor.
Point p2 = new Point(50, 60);

// Prints X=50,Y=60.
p2.DisplayQ);

As mentioned, working with structures on the surface is quite simple. However, to deepen your
understanding of this type, you need to explore the distinction between a .NET value type and a .NET
reference type.

Source Code You can find the FunWithStructures project in the Chapter 4 subdirectory.

Understanding Value Types and Reference Types

Note  The following discussion of value types and reference types assumes that you have a background in
object-oriented programming. If this is not the case, you might want to skip to the “Understanding C# Nullable
Types” section of this chapter and return to this section after you have read Chapters 5 and 6.
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Unlike arrays, strings, or enumerations, C# structures do not have an identically named representation
in the .NET library (that is, there is no System.Structure class) but are implicitly derived from System.
ValueType. Simply put, the role of System.ValueType is to ensure that the derived type (e.g., any structure) is
allocated on the stack, rather than the garbage-collected heap. Simply put, data allocated on the stack can be
created and destroyed quickly, as its lifetime is determined by the defining scope. Heap-allocated data, on
the other hand, is monitored by the .NET garbage collector and has a lifetime that is determined by a large
number of factors, which will be examined in Chapter 13.

Functionally, the only purpose of System.ValueType is to override the virtual methods defined by
System.Object to use value-based versus reference-based semantics. As you might know, overriding is the
process of changing the implementation of a virtual (or possibly abstract) method defined within a base
class. The base class of ValueType is System.Object. In fact, the instance methods defined by System.
ValueType are identical to those of System.Object.

// Structures and enumerations implicitly extend System._ValueType.
public abstract class ValueType : object
{

public virtual bool Equals(object obj);

public virtual int GetHashCode();

public Type GetType();

public virtual string ToString();

}

Given that value types are using value-based semantics, the lifetime of a structure (which includes all
numerical data types [int, float], as well as any enum or structure) is predictable. When a structure variable
falls out of the defining scope, it is removed from memory immediately.

// Local structures are popped off

// the stack when a method returns.

static void LocalValueTypes()

{
// Recalll "int" is really a System.Int32 structure.
int i = 0;

// Recalll Point is a structure type.
Point p = new Point();
} /7 "i" and "p" popped off the stack here!

Value Types, References Types, and the Assignment Operator

When you assign one value type to another, a member-by-member copy of the field data is achieved. In the
case of a simple data type such as System. Int32, the only member to copy is the numerical value. However,
in the case of your Point, the X and Y values are copied into the new structure variable. To illustrate, create
anew Console Application project named ValueAndReferenceTypes and then copy your previous Point
definition into your new namespace. Next, add the following method to your Program type:

// Assigning two intrinsic value types results in

// two independent variables on the stack.
static void ValueTypeAssignment()
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Now, use your PointRef type within the following new method. Note that beyond using the PointRef
class, rather than the Point structure, the code is identical to the ValueTypeAssignment() method.

static void ReferenceTypeAssignment()

{
Console.WriteLine(""Assigning reference types\n");
PointRef pl = new PointRef(10, 10);
PointRef p2 = pi;

// Print both point refs.
pl.Display();
p2.Display();

// Change pl.X and print again.

pl.X = 100;

Console.WriteLine(""\n=> Changed pl.X\n");
pl.Display();

p2.Display();

In this case, you have two references pointing to the same object on the managed heap. Therefore, when
you change the value of X using the p1 reference, p2.X reports the same value. Assuming you have called this
new method within Main(), your output should look like the following:

Assigning reference types

X =10, Y =10
X =10, Y =10
=> Changed p1.X
X =100, Y = 10
X =100, Y = 10

Value Types Containing Reference Types

Now that you have a better feeling for the basic differences between value types and reference types, lets
examine a more complex example. Assume you have the following reference (class) type that maintains an
informational string that can be set using a custom constructor:

class Shapelnfo

{
public string InfoString;

public Shapelnfo(string info)
{

}
¥

InfoString = info;
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The output is shown here:

-> Creating rl

-> Assigning r2 to rl

-> Changing values of r2

String = This is new info!, Top = 10, Bottom = 50, Left = 10, Right = 50
String = This is new info!, Top = 10, Bottom = 4444, Left = 10, Right = 50

As you can see, when you change the value of the informational string using the r2 reference, the rl
reference displays the same value. By default, when a value type contains other reference types, assignment
results in a copy of the references. In this way, you have two independent structures, each of which contains
a reference pointing to the same object in memory (i.e., a shallow copy). When you want to perform a deep
copy, where the state of internal references is fully copied into a new object, one approach is to implement
the ICloneable interface (as you will do in Chapter 8).

Source Code You can find the ValueAndReferenceTypes project in the Chapter 4 subdirectory.

Passing Reference Types by Value

Reference types or value types can, obviously, be passed as parameters to methods. However, passing
areference type (e.g., a class) by reference is quite different from passing it by value. To understand the
distinction, assume you have a simple Person class defined in a new Console Application project named
RefTypeValTypeParams, defined as follows:

class Person

{

public string personName;
public int personAge;

// Constructors.
public Person(string name, int age)

{

personName = name;
personAge = age;

}
public Person(Q{}

public void Display()
{

Console.WriteLine("Name: {0}, Age: {1}", personName, personAge);

}
¥
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Passing Reference Types by Reference

Now assume you have a SendAPersonByReference() method, which passes a reference type by reference
(note the ref parameter modifier).

static void SendAPersonByReference(ref Person p)

{
// Change some data of "p".

p.personAge = 555;

// "p"™ is now pointing to a new object on the heap!
p = new Person("Nikki™, 999);

}

As you might expect, this allows complete flexibility of how the callee is able to manipulate the
incoming parameter. Not only can the callee change the state of the object, but if it so chooses, it may also
reassign the reference to a new Person object. Now ponder the following updated Main() method:

static void Main(string[] args)

{
// Passing ref-types by ref.
Console.WriteLine("***** Passing Person object by reference *****');
Person mel = new Person(“Mel", 23);
Console.WriteLine("'Before by ref call, Person is:");
mel .Display();
SendAPersonByReference(ref mel);
Console.WriteLine("After by ref call, Person is:");
mel .Display();
Console.ReadLine();

}

Notice the following output:

***** Passing Person object by reference *****
Before by ref call, Person is:

Name: Mel, Age: 23

After by ref call, Person is:

Name: Nikki, Age: 999

As you can see, an object named Mel returns after the call as an object named Nikki, as the method was
able to change what the incoming reference pointed to in memory. The golden rule to keep in mind when
passing reference types is the following:

If areference type is passed by reference, the callee may change the values of the
object s state data, as well as the object it is referencing.

If areference type is passed by value, the callee may change the values of the object s
state data but not the object it is referencing.
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Source Code You can find the RefTypeValTypeParams project in the Chapter 4 subdirectory.

Final Details Regarding Value Types and Reference Types

To wrap up this topic, consider the information in Table 4-3, which summarizes the core distinctions
between value types and reference types.

Table 4-3. Value Types and Reference Types Comparison

Intriguing Question

Value Type

Reference Type

Where are objects allocated?

How is a variable represented?

What is the base type?

Can this type function as a base
to other types?

What is the default parameter
passing behavior?

Can this type override System.
Object.Finalize()?

Can | define constructors for
this type?

When do variables of this type
die?

Allocated on the stack.

Value type variables are local
copies.

Implicitly extends System.
ValueType.

No. Value types are always sealed
and cannot be inherited from.

Variables are passed by value
(i.e., acopy of the variable is
passed into the called function).

No.

Yes, but the default constructor
is reserved (i.e., your custom
constructors must all have
arguments).

When they fall out of the defining
scope.

Allocated on the managed heap.

Reference type variables are
pointing to the memory occupied by
the allocated instance.

Can derive from any other type
(except System.ValueType), as long
as that type is not sealed (more
details on this in Chapter 6).

Yes. If the type is not sealed, it may
function as a base to other types.

For reference types, the reference is
copied by value.

Yes, indirectly (more details on this
in Chapter 13).

But, of course!

When the object is garbage
collected.

Despite their differences, value types and reference types both have the ability to implement interfaces

and may support any number of fields, methods, overloaded operators, constants, properties, and events.

Understanding C# Nullable Types

Let s examine the role of the nullable data type using a Console Application project named NullableTypes.
As you know, C# data types have a fixed range and are represented as a type in the System namespace. For
example, the System.Boolean data type can be assigned a value from the set {true, false}. Now, recall
that all the numerical data types (as well as the Boolean data type) are value types. Value types can never be
assigned the value of null, as that is used to establish an empty object reference.
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Working with Nullable Types

As stated, nullable data types can be particularly useful when you are interacting with databases, given that
columns in a data table may be intentionally empty (e.g., undefined). To illustrate, assume the following
class, which simulates the process of accessing a database that has a table containing two columns that
may be nul I. Note that the GetIntFromDatabase() method is not assigning a value to the nullable integer
member variable, while GetBoolFromDatabase() is assigning a valid value to the bool? member.

class DatabaseReader

{
// Nullable data field.
public int? numericValue = null;
public bool? boolValue = true;

// Note the nullable return type.
public int? GetlntFromDatabase()
{ return numericValue; }

// Note the nullable return type.
public bool? GetBoolFromDatabase()
{ return boolValue; }

}

Now, assume the following Main() method, which invokes each member of the DatabaseReader class
and discovers the assigned values using the HasValue and Value members, as well as using the C# equality
operator (not equal, to be exact):

static void Main(string[] args)

{
Console.WriteLine("***** Fun with Nullable Data *****\n");
DatabaseReader dr = new DatabaseReader();

// Get int from "database".
int? 1 = dr.GetIntFromDatabase();
if (i.-Hasvalue)

Console.WriteLine("Value of "i" is: {0}", i.Value);
else

Console.WriteLine("Value of "i" is undefined.");
// Get bool from "database".
bool? b = dr.GetBoolFromDatabase();
if (b = null)

Console.WriteLine("Value of "b" is: {0}", b.value);
else

Console.WriteLine("Value of "b" is undefined.");
Console.ReadLine();
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The Null Coalescing Operator

The next aspect to be aware of is any variable that might have a nul I value (i.e., a reference-type variable

or a nullable value-type variable) can make use of the C# ?? operator, which is formally termed the null
coalescing operator. This operator allows you to assign a value to a nullable type if the retrieved value is in
fact null. For this example, assume you want to assign a local nullable integer to 100 if the value returned
from GetIntFromDatabase() is null (of course, this method is programmed to always return nul I, but I am
sure you get the general idea).

static void Main(string[] args)

{
Console.WriteLine("***** Fun with Nullable Data *****\n");
DatabaseReader dr = new DatabaseReader();

// If the value from GetIntFromDatabase() is null,
// assign local variable to 100.

int myData = dr.GetIntFromDatabase() ?? 100;
Console.WriteLine("'Value of myData: {0}", myData);
Console.ReadLine();

The benefit of using the ?? operator is that it provides a more compact version of a traditional if/else
condition. However, if you want, you could have authored the following functionally equivalent code to
ensure that if a value comes back as nul I, it will indeed be set to the value 100:

// Long-hand notation not using ?? syntax.
int? moreData = dr.GetIntFromDatabase();
if (YmoreData.HasValue)
moreData = 100;
Console.WriteLine("Value of moreData: {0}", moreData);

The Null Conditional Operator

When you are writing software, it is common to check incoming parameters, which are values returned from
type members (methods, properties, indexers), against the value nul I. For example, let s assume you have
amethod that takes a string array as a single parameter. To be safe, you might want to test for nul I before
proceeding. In that way, you will not get a runtime error if the array is empty. The following would be a
traditional way to perform such a check:

static void TesterMethod(string[] args)

{
// We should check for null before accessing the array data!
if (args !'= null)
{

Console.WriteLine($"You sent me {args.Length} arguments.');

}
}
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Here, you use a conditional scope to ensure that the Length property of the string array will not be
accessed if the array is nul l. If the caller failed to make an array of data and called your method like so, you
are still safe and will not trigger a runtime error:

TesterMethod(null);

With the current release of the C# language, it is now possible to leverage the nul I conditional operator
token (a question mark placed after a variable type but before an access operator) to simplify the previous
error checking. Rather than explicitly building a conditional statement to check for nul I, you can now write
the following:

static void TesterMethod(string[] args)

// We should check for null before accessing the array data!
Console.WriteLine($"You sent me {args?.Length} arguments.™);

}

In this case, you are not using a conditional statement. Rather, you are suffixing the ? operator directly
after the string array variable. If this is null, its call to the Length property will not throw a runtime error.
If you want to print an actual value, you could leverage the null coalescing operator to assign a default value
as so:

Console.WriteLine($"You sent me {args?.Length ?? 0} arguments.™);

There are some additional areas of coding where the new C# 6.0 nul I conditional operator will be quite
handy, especially when working with delegates and events. However, since those topics are not addressed
until later in the book (see Chapter 10), you will hold on any additional use cases. With this, your initial
investigation of the C# programming language is complete! In Chapter 5, you will begin to dig into the details
of object-oriented development.

Source Code You can find the NullableTypes application in the Chapter 4 subdirectory.

Tuples (New)

To wrap up this chapter, let s examine the role of tuples using a final Console Application project named
FunWithTuples. As mentioned earlier in this chapter, one way to use out parameters is to retrieve more than
one value from a method call. While doing that certainly works, it s a bit of a hack. It s much better to use a
construct designed for this.

Tuples, which are lightweight data structures that contain multiple fields, were actually added in C# 6
butin avery limited way. The fields are not validated, you cannot define your own methods, and (perhaps)
more importantly each property is a reference type, potentially causing memory and performance issues.

In C# 7, tuples use the new ValueTuple data type instead of reference types, potentially saving
significant memory. The ValueTuple data type creates different structs based on the number of properties
for a tuple. An additional feature added in C# 7 is that each property in a tuple can be assigned a specific
name (just like variables), greatly enhancing the usability.
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Getting Started with Tuples

Enough theory, let s write some code! To create a tuple, simply enclose the values to be assigned to the tuple
in parentheses, as follows:

(ra", 5, "c")

Notice that they don t all have to be the same data type. The parenthetical construct is also used to
assign the tuple to a variable (or you can use the var keyword and the compiler will assign the data types
for you). To assign the previous example to a variable, the following two lines achieve the same thing. The
values variable will be a tuple with two string properties and an int property.

(string, int, string) values = ("a", 5, "c");
var values = ("a", 5, "c");

Note If the preceding code doesn’t compile, you will need to install the System.ValueTuple NuGet
package. Right-click the project name in Solution Explorer, select Manage NuGet Packages, and when the NuGet
Package Manager loads, click Browse in the top-left corner. Next, enter System.ValueTuple in the search box
and then click install. I'm running VS 2017 Community edition on Windows 10 and didn’t need to install it for
tuple support. However, your configuration may be different.

By default, the compiler assigns each property the name ItemX, where X represents the one based
position in the tuple. For the previous example, the property names are Iteml, Item2, and Item3. Accessing
them is done as follows:

Console.WriteLine($"First item: {values.lteml}");
Console.WriteLine($"Second item: {values.ltem2}");
Console.WriteLine($"Third item: {values.ltem3}");

Specific names can also be added to each property in the tuple on either the right side or the left side of
the statement. While it is not a compiler error to assign names on both sides of the statement, if you do, the
right side will be ignored, and only the left-side names are used. The following two lines of code show setting
the names on the left and the right and achieve the same end:

(string FirstLetter, int TheNumber, string SecondLetter) valuesWithNames = (“"a", 5, "c");
var valuesWithNames2 = (FirstLetter: "a", TheNumber: 5, SecondLetter: "c");

Now the properties on the tuple can be accessed using the field names as well as the ItemX notation, as
shown in the following code:

Console._WriteLine($"First item: {valuesWithNames.FirstLetter}");
Console.WriteLine($"Second item: {valuesWithNames.TheNumber}™);
Console.WriteLine($"Third item: {valuesWithNames.SecondLetter}");
//Using the item notation still works!

Console.WriteLine($"First item: {valuesWithNames.lteml}");
Console.WriteLine($"Second item: {valuesWithNames. Item2}");
Console.WriteLine($"Third item: {valuesWithNames.lItem3}");

155



CHAPTER 4  CORE C# PROGRAMMING CONSTRUCTS, PART Il

Note that when setting the names on the right, you must use the keyword var. Setting the data types
specifically (even without custom names) triggers the compiler to use the left side, assign the properties
using the ItemX notation, and ignore any of the custom names set on the right. The following two examples
ignore the Customl and Custom2 names:

(int, int) example = (Customl:5, Custom2:7);
(int Fieldl, int Field2) example = (Customl:5, Custom2:7);

Itis also important to call out that the custom field names exist only at compile time and aren t available
when inspecting the tuple at runtime using reflection (reflection is covered in Chapter 15).

Inferred Variable Names (C# 7.1)

New in C# 7.1 is the ability for C# to infer the variable names of tuples under certain conditions. However,
7.1 must be enabled for this to work. For example, the following code will initially give compile errors with
the tuple property names (on the final line):

Console.WriteLine("=> Inferred Tuple Names™);

var foo = new {Propl = "first", Prop2 = "second"};
var bar = (foo.Propl, foo.Prop2);
Console.WriteLine($"{bar.Propl};{bar.Prop2}");

Hover over the error, and let Visual Studio update the project to use C# 7.1 (or change it manually as you
did in Chapter 2). Once the project is updated, the tuple infers the property names when the tuple is created.

Tuples As Method Return Values

Earlier in this chapter, out parameters were used to return more than one value from a method call. There
are additional ways to do this, such as creating a class or structure specifically to return the values. But if
this class or struct is only to be used as a data transport for one method, that is extra work and extra code
that doesn t need to be developed. Tuples are perfectly suited for this task, are lightweight, and are easy to
declare and use.

This is the one of the examples from the out parameter section. It returns three values but requires
three parameters passed in as transport mechanisms for the calling code.

static void FillTheseValues(out int a, out string b, out bool c)

{
a=9;
b = "Enjoy your string.";
c = true;

}

By using a tuple, you can remove the parameters and still get the three values back.

static (int a,string b,bool c) FillTheseValues()
{

return (9,"Enjoy your string.",true);

¥
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Calling this method is as simple as calling any other method.

var samples = FillTheseValues();
Console.WriteLine($"Int is: {samples.a}");
Console.WriteLine($"String is: {samples.b}");
Console.WriteLine($"Boolean is: {samples.c}");

Perhaps a better example is deconstructing a full name into its individual parts (first, middle, last). The
following code takes in a full name and returns a tuple with the different parts:

static (string first, string middle, string last) SplitNames(string ful IName)
{

//do what is needed to split the name apart

return ("Philip”, "F", "Japikse™);
}

Discards with Tuples

Following up on the SplitNames() example, suppose you know that you need only the first and last names
and don t care about the first. By providing variable names for the values you want returned and filling in the
unneeded values with an underscore (_) placeholder, you can refine the return value like this:

var (first, _, last) = SplitNames("Philip F Japikse™);
Console.WriteLine($"{first}:{last}");

The middle name value of the tuple is discarded.

Deconstructing Tuples

Deconstructing is the term given when separating out the properties of a tuple to be used individually.
FillTheseValues did just that. But there is another use for this pattern that can be helpful, and that is
deconstructing custom types.

Take a shorter version of the Point structure used earlier in this chapter. A new method named
Deconstruct() has been added to return the individual properties of the Point instance as a tuple with
properties named XPos and YPos.

struct Point

{
// Fields of the structure.
public int X;
public int Y;
// A custom constructor.
public Point(int XPos, int YPos)
{
X = XPos;
Y = YPos;
}
public (int XPos, int YPos) Deconstruct() => (X, Y);
}
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Notice the new Deconstruct() method, shown in bold in the previous code listing. This method can be
named anything, but by convention it is typically named Deconstruct(). This allows a single method call to
get the individual values of the structure by returning a tuple.

Point p = new Point(7,5);

var pointValues = p.Deconstruct();
Console.WriteLine($"X is: {pointvalues.XPos}");
Console.WriteLine($"Y is: {pointvalues.YPos}");

Source Code You can find the FunWithTuples application in the Chapter 4 subdirectory.

Summary

This chapter began with an examination arrays. Then we discussed the C# keywords that allow you to build

custom methods. Recall that by default parameters are passed by value; however, you may pass a parameter
by reference if you mark it with ref or out. You also learned about the role of optional or named parameters
and how to define and invoke methods taking parameter arrays.

After you investigated the topic of method overloading, the bulk of this chapter examined several details
regarding how enumerations and structures are defined in C# and represented within the .NET base class
libraries. Along the way, you examined several details regarding value types and reference types, including
how they respond when passing them as parameters to methods and how to interact with nullable data
types and variables that might be nul I (e.g., reference-type variables and nullable value-type variables)
using the ? and ?? operators.

The final section of the chapter looked into a long-anticipated feature in C#, tuples. After getting an
understanding of what they are and how they work, you used them to return multiple values from methods
as well as to deconstruct custom types.
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CHAPTER 5

Understanding Encapsulation

In Chapters3 and 4, you investigated a number of core syntactical constructs that are commonplace to any
.NET application you might be developing. Here, you will begin your examination of the object-oriented
capabilities of C#. The first order of business is to examine the process of building well-defined class types
that support any number ofconstructors After you understand the basics of defining classes and allocating
objects, the remainder of this chapter will examine the role @ncapsulation Along the way, you will

learn how to define class properties and come to understand the details of thtatic keyword, object
initialization syntax, read-only fields, constant data, and partial classes.

Introducing the C# Class Type

As far as the .NET platform is concerned, the most fundamental programming construct is ttiass type
Formally, a class is a user-defined type that is composed of field data (often calteeinber variable$
and members that operate on this data (such as constructors, properties, methods, events, and so forth).
Collectively, the set of field data represents the “state” of a class instance (otherwise known astgec).
The power of object-oriented languages, such as C#, is that by grouping data and related functionality in a
unified class definition, you are able to model your software after entities in the real world.

To get the ball rolling, create a new C# Console Application project named SimpleClassExample. Next,
insert a new class file (name&ar.cs) into your project using the Project Add Class menu selection.
Choose the Class icon from the resulting dialog box, as shown in Figbré, and click the Add button.
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Figure 5-1. Inserting a new C# class type

A class is defined in C# using the class keyword. Here is the simplest possible declaration:

class Car

{
}

After you have defined a class type, you will need to consider the set of member variables that will be
used to represent its state. For example, you might decide that cars maintain an int data type to represent
the current speed and a string data type to represent the car s friendly pet name. Given these initial design
notes, update your Car class as follows:

class Car

{
// The “state" of the Car.
public string petName;
public int currSpeed;

}

Notice that these member variables are declared using the public access modifier. Public members of
aclass are directly accessible once an object of this type has been created. Recall the term object is used to
describe an instance of a given class type created using the new keyword.

Note Field data of a class should seldom (if ever) be defined as public. To preserve the integrity of your
state data, it is a far better design to define data as private (or possibly protected) and allow controlled access
to the data via properties (as shown later in this chapter). However, to keep this first example as simple as
possible, public data fits the bill.
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After you run your program, you will see that the Car variable (myCar) maintains its current state
throughout the life of the application, as shown in the following output:

**xxk Fun with Class Types *****

Henry is going 15 MPH.
Henry is going 20 MPH.
Henry is going 25 MPH.
Henry is going 30 MPH.
Henry is going 35 MPH.
Henry is going 40 MPH.
Henry is going 45 MPH.
Henry is going 50 MPH.
Henry is going 55 MPH.
Henry is going 60 MPH.
Henry is going 65 MPH.

Allocating Objects with the new Keyword

As shown in the previous code example, objects must be allocated into memory using the new keyword.
If you do not use the new keyword and attempt to use your class variable in a subsequent code statement,
you will receive a compiler error. For example, the following Main() method will not compile:

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Class Types *****\n");

// Compiler error! Forgot to use "new" to create object!
Car myCar;
myCar .petName = "Fred";

}

To correctly create an object using the new keyword, you may define and allocate a Car object on a single
line of code.

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Class Types *****\n");
Car myCar = new Car();
myCar .petName = "Fred";

}

As an alternative, if you want to define and allocate a class instance on separate lines of code, you may
do so as follows:

static void Main(string[] args)

{

Console.WriteLine(""***** Fun with Class Types *****\n");
Car myCar;
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myCar = new Car();
myCar .petName = "Fred";

}

Here, the first code statement simply declares a reference to a yet-to-be-determined Car object. It is not
until you assign a reference to an object that this reference points to a valid object in memory.

In any case, at this point you have a trivial class that defines a few points of data and some basic operations.
To enhance the functionality of the current Car class, you need to understand the role of constructors.

Understanding Constructors

Given that objects have state (represented by the values of an object s member variables), a programmer will
typically want to assign relevant values to the object s field data before use. Currently, the Car class demands
that the petName and currSpeed fields be assigned on a field-by-field basis. For the current example, this

is not too problematic, given that you have only two public data points. However, it is not uncommon for
aclass to have dozens of fields to contend with. Clearly, it would be undesirable to author 20 initialization
statements to set 20 points of data!

Thankfully, C# supports the use of constructors, which allow the state of an object to be established at
the time of creation. A constructor is a special method of a class that is called indirectly when creating an
object using the new keyword. However, unlike a normal method, constructors never have a return value
(not even void) and are always named identically to the class they are constructing.

The Role of the Default Constructor

Every C# class is provided with a freebie default constructor that you can redefine if need be. By definition,
a default constructor never takes arguments. After allocating the new object into memory, the default
constructor ensures that all field data of the class is set to an appropriate default value (see Chapter 3 for
information regarding the default values of C# data types).

If you are not satisfied with these default assignments, you may redefine the default constructor to suit
your needs. To illustrate, update your C# Car class as follows:

class Car

{
// The “state” of the Car.
public string petName;
public int currSpeed;

// A custom default constructor.
public Car()

{
petName = "Chuck™;

currSpeed = 10;
}
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In this case, you are forcing all Car objects to begin life named Chuck at a rate of 10 mph. With this, you
are able to create a Car object set to these default values as follows:

static void Main(string[] args)

{

Console.WriteLine("***** Fun with Class Types *****\n");

// Invoking the default constructor.
Car chuck = new Car();

// Prints "Chuck is going 10 MPH."
chuck.PrintState();

Defining Custom Constructors

Typically, classes define additional constructors beyond the default. In doing so, you provide the object user
with a simple and consistent way to initialize the state of an object directly at the time of creation. Ponder the
following update to the Car class, which now supports a total of three constructors:

class Car

{
// The "state" of the Car.
public string petName;
public int currSpeed;

// A custom default constructor.
public Car()
{
petName = "Chuck™;
currSpeed = 10;
}

// Here, currSpeed will receive the
// default value of an int (zero).
public Car(string pn)
{

petName = pn;

}

// Let caller set the full state of the Car.
public Car(string pn, int cs)
{

petName = pn;
currSpeed = cs;

}
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Keep in mind that what makes one constructor different from another (in the eyes of the C# compiler)
is the number of and/or type of constructor arguments. Recall from Chapter 4, when you define a method
of the same name that differs by the number or type of arguments, you have overloaded the method. Thus,
the Car class has overloaded the constructor to provide a number of ways to create an object at the time of
declaration. In any case, you are now able to create Car objects using any of the public constructors. Here s
an example:

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Class Types *****\n");

// Make a Car called Chuck going 10 MPH.
Car chuck = new Car();
chuck.PrintState();

// Make a Car called Mary going O MPH.
Car mary = new Car(“Mary");
mary.PrintState();

// Make a Car called Daisy going 75 MPH.
Car daisy = new Car(‘Daisy", 75);
daisy.PrintState();

}Encapsulation:constructors:

Constructors as Expression-Bodied Members (New)

C# 7 builds on the C# 6 expression-bodied member style, adding additional uses for the new style.
Constructors, finalizers, and get/set accessors on properties and indexers now accept the new syntax.
With this in mind, the previous constructor can be written like this:

// Here, currSpeed will receive the
// default value of an int (zero).
public Car(string pn) => petName = pn;

The second constructor is not a valid candidate, since expression bodied members are designed for
one-line methods.

The Default Constructor Revisited

As you have just learned, all classes are provided with a free default constructor. Thus, if you insert a new
class into your current project named Motorcycle, defined like so:

class Motorcycle

{
public void PopAWheely()

{

Console.WriteLine("'Yeeeeeee Haaaaaeewww!™);

}
}
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The Role of the this Keyword

C# supplies a this keyword that provides access to the current class instance. One possible use of the this
keyword is to resolve scope ambiguity, which can arise when an incoming parameter is named identically
to a data field of the class. Of course, you could simply adopt a naming convention that does not result in
such ambiguity, however; to illustrate this use of the this keyword, update your Motorcycle class with a
new string field (named name) to represent the driver s name. Next, add a method named SetDriverName()
implemented as follows:

class Motorcycle

{

public int driverintensity;

// New members to represent the name of the driver.
public string name;

public void SetDriverName(string name)

{

name = name;

}

Although this code will compile just fine, Visual Studio will display a warning message informing you
that you have assigned a variable back to itself! To illustrate, update Main() to call SetDriverName() and
then print out the value of the name field. You might be surprised to find that the value of the name field is an
empty string!

// Make a Motorcycle with a rider named Tiny?

Motorcycle c = new Motorcycle(5);

c.SetDriverName("'Tiny");

c.PopAWheely();

Console.WriteLine("Rider name is {0}", c.name); // Prints an empty name value!

The problem is that the implementation of SetDriverName() is assigning the incoming parameter back
to itself given that the compiler assumes name is referring to the variable currently in the method scope rather
than the name field at the class scope. To inform the compiler that you want to set the current object s name
data field to the incoming name parameter, simply use this to resolve the ambiguity.

public void SetDriverName(string name)

{

this.name = name;

}

Do understand that if there is no ambiguity, you are not required to make use of the this keyword when
a class wants to access its own data fields or members, as this is implied. For example, if you rename the
string data member from name to driverName (which will also require you to update your Main() method),
the use of this is optional as there is no longer a scope ambiguity.

class Motorcycle

{

public int driverintensity;
public string driverName;
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public void SetDriverName(string name)

{
// These two statements are functionally the same.
driverName = name;
this.driverName = name;

}

Even though there is little to be gained when using this in unambiguous situations, you might still
find this keyword useful when implementing class members, as IDEs such as Visual Studio will enable
IntelliSense when this is specified. This can be helpful when you have forgotten the name of a class
member and want to quickly recall the definition. Consider Figure 5-2.

Motorcyclecs* + X FeETda Program.cs
| (8] SimpleClassExample -' *% SimpleClassExample Motorcycle - g @ SetDriverName(string name) -
I 1

class Motorcycle

{

public int driverIntensity;

[/ New members to represent the name of the driver.
public string name;
= public void SetDriverName(string name) o —

{

this.hame = name;
} @ driverintensity

i @ Equals
public vo ‘q
{ @ GetHashCode
for ("
{

GetType dverIntensity; i++)
. MemberwiseClone

e m (field) string Motorcyclename 3
} @ PopAWheely
} @ SetDriverName
ToString

// Put baiw trme wersuxt wonstructor, which will

// set all data members to default vaules.

public Motorcycle() { } v
[100% -~

Figure 5-2. The IntelliSense of this

Chaining Constructor Calls Using this

Another use of the this keyword is to design a class using a technique termed constructor chaining. This
design pattern is helpful when you have a class that defines multiple constructors. Given that constructors
often validate the incoming arguments to enforce various business rules, it can be quite common to find
redundant validation logic within a class s constructor set. Consider the following updated Motorcycle:

class Motorcycle

{
public int driverintensity;
public string driverName;

public Motorcycle() { }
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Note  Recall from Chapter 4 that C# supports optional parameters. If you use optional parameters in your
class constructors, you can achieve the same benefits as constructor chaining, with considerably less code.
You will see how to do so in just a moment.

Observing Constructor Flow

On afinal note, do know that once a constructor passes arguments to the designated master constructor
(and that constructor has processed the data), the constructor invoked originally by the caller will finish
executing any remaining code statements. To clarify, update each of the constructors of the Motorcycle class
with a fitting call to Console.WriteLine().

class Motorcycle

{
public int driverintensity;
public string driverName;

// Constructor chaining.
public Motorcycle()
{

Console.WriteLine("In default ctor™);

}

public Motorcycle(int intensity)
: this(intensity, ")
{

Console.WriteLine("In ctor taking an int™);

}

public Motorcycle(string name)
> this(0, name)
{

Console.WriteLine("In ctor taking a string™);

}

// This is the "master® constructor that does all the real work.
public Motorcycle(int intensity, string name)
{

Console.WriteLine("In master ctor ");

if (intensity > 10)

{

intensity = 10;

}

driverintensity = intensity;

driverName = name;
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Now, ensure your Main() method exercises a Motorcycle object as follows:

static void Main(string[] args)
{

Console.WriteLine("***** Fun with class Types *****\n");

// Make a Motorcycle.

Motorcycle c = new Motorcycle(5);
c.SetDriverName("'Tiny");

c.PopAltheely();

Console.WriteLine("'Rider name is {0}", c.driverName);
Console.ReadLine();

With this, ponder the output from the previous Main() method.

***x% Fun with class Types *****

In master ctor

In ctor taking an int
Yeeeeeee Haaaaaeewww!
Yeeeeeee Haaaaaeewww!
Yeeeeeee Haaaaaeewww!
Yeeeeeee Haaaaaeewww!
Yeeeeeee Haaaaaeewww!
Yeeeeeee Haaaaaeewww!
Rider name is Tiny

As you can see, the flow of constructor logic is as follows:
You create your object by invoking the constructor requiring a single int.

This constructor forwards the supplied data to the master constructor and provides
any additional startup arguments not specified by the caller.

The master constructor assigns the incoming data to the object s field data.

Control is returned to the constructor originally called and executes any remaining
code statements.

The nice thing about using constructor chaining is that this programming pattern will work with any
version of the C# language and .NET platform. However, if you are targeting .NET 4.0 and higher, you can
further simplify your programming tasks by making use of optional arguments as an alternative to traditional
constructor chaining.

Revisiting Optional Arguments

In Chapter 4, you learned about optional and named arguments. Recall that optional arguments allow you
to define supplied default values to incoming arguments. If the caller is happy with these defaults, they are
not required to specify a unique value; however, they may do so to provide the object with custom data.
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Understanding the static Keyword

A C# class may define any number of static members, which are declared using the static keyword. When
you do so, the member in question must be invoked directly from the class level, rather than from an object
reference variable. To illustrate the distinction, consider your good friend System.Console. As you have
seen, you do not invoke the WriteLine() method from the object level, as shown here:

// Compiler error! WriteLine() is not an object level method!
Console ¢ = new Console();
c.WriteLine("l can"t be printed...");

but instead simply prefix the class name to the static WriteLine() member.

// Correct! WriteLine() is a static method.
Console.WriteLine("Much better! Thanks...™);

Simply put, static members are items that are deemed (by the class designer) to be so commonplace
that there is no need to create an instance of the class before invoking the member. While any class can
define static members, they are quite commonly found within utility classes. By definition, a utility class is a
class that does not maintain any object-level state and is not created with the new keyword. Rather, a utility
class exposes all functionality as class-level (aka static) members.

For example, if you were to use the Visual Studio Object Browser (via the View  Object Browser menu
item) to view the System namespace of mscorlib.dIl, you would see that all the members of the Console,
Math, Environment, and GC classes (among others) expose all their functionality via static members. These
are but a few utility classes found within the .NET base class libraries.

Again, be aware that static members are not only found in utility classes; they can be part of any class
definition at all. Just remember that static members promote a given item to the class level rather than the
object level. As you will see over the next few sections, the static keyword can be applied to the following:

Data of a class

Methods of a class

Properties of a class

A constructor

The entire class definition

In conjunction with the C# using keyword

Let s see each of our options, beginning with the concept of static data.

Note  You will examine the role of static properties later in this chapter, while examining the properties
themselves.

Defining Static Field Data

Most of the time when designing a class, you define data as instance-level data or, said another way, as
nonstatic data. When you define instance-level data, you know that every time you create a new object, the
object maintains its own independent copy of the data. In contrast, when you define static data of a class, the
memory is shared by all objects of that category.
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the in-memory data allocation would look something like Figure 5-3.

Figure 5-3. Static data is allocated once and shared among all instances of the class

Here, the assumption is that all saving accounts should have the same interest rate. Because static data
is shared by all objects of the same category, if you were to change it in any way, all objects will see the new
value the next time they access the static data, as they are all essentially looking at the same memory location.
To understand how to change (or obtain) static data, you need to consider the role of static methods.

Defining Static Methods

Let s update the SavingsAccount class to define two static methods. The first static method
(GetlInterestRate()) will return the current interest rate, while the second static method
(SetlInterestRate()) will allow you to change the interest rate.

// A simple savings account class.
class SavingsAccount

{

// Instance-level data.
public double currBalance;

// A static point of data.
public static double currinterestRate = 0.04;

public SavingsAccount(double balance)

{

currBalance = balance;

}

// Static members to get/set interest rate.
public static void SetlnterestRate(double newRate)
{ currinterestRate = newRate; }

public static double GetlnterestRate()
{ return currinterestRate; }
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Now, observe the following usage:

static void Main(string[] args)

{
Console.WriteLine("***** Fun with Static Data *****\n");
SavingsAccount sl = new SavingsAccount(50);
SavingsAccount s2 = new SavingsAccount(100);

// Print the current interest rate.
Console.WriteLine("Interest Rate is: {0}", SavingsAccount.GetInterestRate());

// Make new object, this does NOT "reset” the interest rate.
SavingsAccount s3 = new SavingsAccount(10000.75);
Console.WriteLine("Interest Rate is: {0}", SavingsAccount.GetlInterestRate());

Console.ReadLine();

The output of the previous Main() is shown here:

*****% Fun with Static Data *****

Interest Rate is: 0.04
Interest Rate is: 0.04

As you can see, when you create new instances of the SavingsAccount class, the value of the static data
is not reset, as the CLR will allocate the static data into memory exactly one time. After that point, all objects
of type SavingsAccount operate on the same value for the static currnterestRate field.

When designing any C# class, one of your design challenges is to determine which pieces of data should
be defined as static members and which should not. While there are no hard-and-fast rules, remember that
a static data field is shared by all objects of that type. Therefore, if you are defining a point of data that all
objects should share between them, static is the way to go.

Consider what would happen if the interest rate variable were not defined using the static keyword.
This would mean every SavingsAccount object would have its own copy of the currInterestRate field.
Now, assume you created 100 SavingsAccount objects and needed to change the interest rate. That would
require you to call the SetInterestRate() method 100 times! Clearly, this would not be a useful way to
model shared data. Again, static data is perfect when you have a value that should be common to all
objects of that category.

Note It is a compiler error for a static member to reference nonstatic members in its implementation. On a
related note, it is an error to use the this keyword on a static member because this implies an object!

Defining Static Constructors

A typical constructor is used to set the value of an object s instance-level data at the time of creation.
However, what would happen if you attempted to assign the value of a static point of data in a typical
constructor? You might be surprised to find that the value is reset each time you create a new object!
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A static constructor executes exactly one time, regardless of how many objects of the
type are created.

The runtime invokes the static constructor when it creates an instance of the class or
before accessing the first static member invoked by the caller.

The static constructor executes before any instance-level constructors.

Given this modification, when you create new SavingsAccount objects, the value of the static data is
preserved, as the static member is set only one time within the static constructor, regardless of the number
of objects created.

Source Code The StaticDataAndMembers project is included in the Chapter 5 subdirectory.

Defining Static Classes

Itis also possible to apply the static keyword directly on the class level. When a class has been defined as
static, it is not creatable using the new keyword, and it can contain only members or data fields marked with
the static keyword. If this is not the case, you receive compiler errors.

Note  Recall that a class (or structure) that exposes only static functionality is often termed a utility class.
When designing a utility class, it is good practice to apply the static keyword to the class definition.

At first glance, this might seem like a fairly odd feature, given that a class that cannot be created does
not appear all that helpful. However, if you create a class that contains nothing but static members and/
or constant data, the class has no need to be allocated in the first place! To illustrate, create a new Console
Application project named SimpleUtilityClass. Next, define the following class:

// Static classes can only
// contain static members!
static class TimeUtilClass
{
public static void PrintTime()
=> Console._WriteLine(Now.ToShortTimeString());

public static void PrintDate()
=> Console_WriteLine(Today.ToShortDateString());
Given that this class has been defined with the static keyword, you cannot create an instance of
TimeUti IClass using the new keyword. Rather, all functionality is exposed from the class level.
static void Main(string[] args)

{

Console.WriteLine("***** Fun with Static Classes *****\n");
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// This is just fine.
TimeUtilClass.PrintDate();
TimeUtilClass.PrintTime();

// Compiler error! Can"t create instance of static classes!
TimeUtilClass u = new TimeUtilClass ();

Console.ReadLine();

Importing Static Members via the C# using Keyword

C# 6 added support for importing static members with the using keyword. To illustrate, consider the C# file
currently defining the utility class. Because you are making calls to the WriteLine() method of the Console
class, as well as the Now property of the DateTime class, you must have a using statement for the System
namespace. Since the members of these classes are all static, you could alter your code file with the following
static using directives:

// Import the static members of Console and DateTime.
using static System.Console;
using static System._DateTime;

With these static imports, the remainder of your code file is able to directly use the static members
of the Console and DateTime class, without the need to prefix the defining class (although that would still
be just fine, provided that you have imported the System namespace). For example, you could update your
utility class like so:

static class TimeUtilClass

{
public static void PrintTime() => WriteLine(Now.ToShortTimeString());

public static void PrintDate() => WriteLine(Today.ToShortDateString());
}

You could argue that this iteration of the class is a bit cleaner in that you have a slightly smaller
codebase. A more realistic example of code simplification might involve a C# class that is making substantial
use of the System_Math class (or some other utility class). Since this class has nothing but static members,
it could be somewhat easier to have a static using statement for this type and then directly call into the
members of the Math class in your code file.

However, be aware that overuse of static import statements could result in potential confusion. First,
what if multiple classes define aWriteLine() method? The compiler is confused and so are others reading
your code. Second, unless a developer is familiar with the .NET code libraries, he or she might not know that
WriteLine() isa member of the Console class. Unless a person were to notice the set of static imports at the
top of a C# code file, they might be quite unsure where this method is actually defined. For these reasons,

I will limit the use of static using statements in this text.

In any case, at this point in the chapter, you should feel comfortable defining simple class types
containing constructors, fields, and various static (and nonstatic) members. Now that you have the basics
of class construction under your belt, you can formally investigate the three pillars of object-oriented
programming.
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Source Code You can find the SimpleUtilityClass project in the Chapter 5 subdirectory.

Defining the Pillars of OOP

All object-oriented languages (C#, Java, C++, Visual Basic, etc.) must contend with three core principles,
often called the pillars of object-oriented programming (OOP).

Encapsulation: How does this language hide an object s internal implementation
details and preserve data integrity?

Inheritance: How does this language promote code reuse?
Polymorphism: How does this language let you treat related objects in a similar way?

Before digging into the syntactic details of each pillar, it is important that you understand the basic role
of each. Here is an overview of each pillar, which will be examined in full detail over the remainder of this
chapter and the next.

The Role of Encapsulation

The first pillar of OOP is called encapsulation. This trait boils down to the language s ability to hide
unnecessary implementation details from the object user. For example, assume you are using a class named
DatabaseReader, which has two primary methods, named Open() and Close().

// Assume this class encapsulates the details of opening and closing a database.
DatabaseReader dbReader = new DatabaseReader();
dbReader.Open(@"C:\AutoLot._mdf");

// Do something with data file and close the file.
dbReader.Close();

The fictitious DatabaseReader class encapsulates the inner details of locating, loading, manipulating,
and closing a data file. Programmers love encapsulation, as this pillar of OOP keeps coding tasks simpler.
There is no need to worry about the numerous lines of code that are working behind the scenes to carry out
the work of the DatabaseReader class. All you do is create an instance and send the appropriate messages
(e.g., Open the file named AutoLot.mdf located on my C drive ).

Closely related to the notion of encapsulating programming logic is the idea of data protection. Ideally,
an object s state data should be specified using the private (or possibly protected) keyword. In this way,
the outside world must ask politely in order to change or obtain the underlying value. This is a good thing, as
publicly declared data points can easily become corrupted (ideally by accident rather than intent!). You will
formally examine this aspect of encapsulation in just a bit.

The Role of Inheritance

The next pillar of OOP, inheritance, boils down to the language s ability to allow you to build new class
definitions based on existing class definitions. In essence, inheritance allows you to extend the behavior of
a base (or parent) class by inheriting core functionality into the derived subclass (also called a child class).
Figure 5-4 shows a simple example.
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Figure 5-4. The “is-a” relationship

You can read the diagram in Figure 5-4 as A Hexagon is-a Shape that is-an Object. When you have
classes related by this form of inheritance, you establish “is-a” relationships between types. The is-a
relationship is termed inheritance.

Here, you can assume that Shape defines some number of members that are common to all descendants
(maybe a value to represent the color to draw the shape and other values to represent the height and width).
Given that the Hexagon class extends Shape, it inherits the core functionality defined by Shape and Object, as
well as defines additional hexagon-related details of its own (whatever those may be).

Note  Under the .NET platform, System.Object is always the topmost parent in any class hierarchy, which
defines some general functionality for all types (fully described in Chapter 6).

There is another form of code reuse in the world of OOP: the containment/delegation model also
known as the “has-a” relationship or aggregation. This form of reuse is not used to establish parent-child
relationships. Rather, the has-a relationship allows one class to define a member variable of another class
and expose its functionality (if required) to the object user indirectly.

For example, assume you are again modeling an automobile. You might want to express the idea that
acar has-a radio. It would be illogical to attempt to derive the Car class from a Radio, or vice versa
(aCar is-a Radio? | think not!). Rather, you have two independent classes working together, where the Car
class creates and exposes the Radio s functionality.

class Radio

public void Power(bool turnOn)

{
Console.WriteLine("Radio on: {0}", turnOn);

}
¥
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class Car

// Car "has-a" Radio.
private Radio myRadio = new Radio();

public void TurnOnRadio(bool onOff)
{
// Delegate call to inner object.
myRadio.Power(on0ff);
}
}

Notice that the object user has no clue that the Car class is using an inner Radio object.
static void Main(string[] args)

// Call is forwarded to Radio internally.
Car viper = new Car();
viper.TurnOnRadio(false);

¥

The Role of Polymorphism

The final pillar of OOP is polymorphism. This trait captures a language s ability to treat related objects in
a similar manner. Specifically, this tenant of an object-oriented language allows a base class to define a
set of members (formally termed the polymorphic interface) that are available to all descendants. A class s
polymorphic interface is constructed using any number of virtual or abstract members (see Chapter 6 for
full details).

In a nutshell, a virtual member is a member in a base class that defines a default implementation that
may be changed (or more formally speaking, overridden) by a derived class. In contrast, an abstract method
isa member in a base class that does not provide a default implementation but does provide a signature.
When a class derives from a base class defining an abstract method, it must be overridden by a derived
type. In either case, when derived types override the members defined by a base class, they are essentially
redefining how they respond to the same request.

To preview polymorphism, let s provide some details behind the shapes hierarchy shown in Figure 5-5.
Assume that the Shape class has defined a virtual method named Draw() that takes no parameters. Given
that every shape needs to render itself in a unique manner, subclasses such as Hexagon and Circle are free
to override this method to their own liking (see Figure 5-5).
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Figure 5-5. Classical polymorphism

After a polymorphic interface has been designed, you can begin to make various assumptions in
your code. For example, given that Hexagon and Circle derive from a common parent (Shape), an array of
Shape types could contain anything deriving from this base class. Furthermore, given that Shape defines
a polymorphic interface to all derived types (the Draw() method in this example), you can assume each
member in the array has this functionality.

Consider the following Main() method, which instructs an array of Shape-derived types to render
themselves using the Draw() method:

class Program

{

static void Main(string[] args)

{
Shape[] myShapes = new Shape[3];
myShapes[0] = new Hexagon();
myShapes[1] = new Circle();
myShapes[2] = new Hexagon();

foreach (Shape s in myShapes)
¢ // Use the polymorphic interface!
s.Draw();
}
Console.ReadLine();
}
}

This wraps up our brisk overview of the pillars of OOP. Now that you have the theory in your mind, the
remainder of this chapter explores further details of how encapsulation is handled under C#. Chapter 6 will
tackle the details of inheritance and polymorphism.

187



CHAPTER5  UNDERSTANDING ENCAPSULATION

C# Access Modifiers

When working with encapsulation, you must always take into account which aspects of a type are visible

to various parts of your application. Specifically, types (classes, interfaces, structures, enumerations, and
delegates) as well as their members (properties, methods, constructors, and fields) are defined using a
specific keyword to control how visible the item is to other parts of your application. Although C# defines
numerous keywords to control access, they differ on where they can be successfully applied (type or
member). Table 5-1 documents the role of each access modifier and where it may be applied.

Table 5-1. C# Access Modifiers

C# Access Modifier May Be Applied To Meaning in Life

public Types or type members Public items have no access restrictions. A public
member can be accessed from an object, as well
as any derived class. A public type can be accessed
from other external assemblies.

private Type members or nested  Private items can be accessed only by the class
types (or structure) that defines the item.

protected Type members or nested  Protected items can be used by the class that
types defines it and any child class. However, protected

items cannot be accessed from the outside world
using the C# dot operator.

internal Types or type members Internal items are accessible only within the
current assembly. Therefore, if you define a set of
internal types within a .NET class library, other
assemblies are not able to use them.

protected internal Type members or nested  When the protected and internal keywords are
types combined on an item, the item is accessible within
the defining assembly, within the defining class,
and by derived classes.

In this chapter, you are concerned only with the public and private keywords. Later chapters will
examine the role of the internal and protected internal modifiers (useful when you build .NET code
libraries) and the protected modifier (useful when you are creating class hierarchies).

The Default Access Modifiers

By default, type members are implicitly private while types are implicitly internal. Thus, the following
class definition is automatically set to internal, while the type s default constructor is automatically set to
private (however, as you would suspect, there are few times you would want a private class constructor):

// An internal class with a private default constructor.
class Radio

{
Radio(){}
}
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If you want to be explicit, you could add these keywords yourself with no ill effect (beyond a few
additional keystrokes).

// An internal class with a private default constructor.
internal class Radio

{
}

private Radio(Q){}

To allow other parts of a program to invoke members of an object, you must define them with the
public keyword (or possibly with the protected keyword, which you will learn about in the next chapter).
As well, if you want to expose the Radio to external assemblies (again, useful when building .NET code
libraries; see Chapter 14), you will need to add the public modifier.

// A public class with a public default constructor.
public class Radio

public Radio(){}
}

Access Modifiers and Nested Types

As mentioned in Table 5-1, the private, protected, and protected internal access modifiers can be
applied to a nested type. Chapter 6 will examine nesting in detail. What you need to know at this point,
however, is that a nested type is a type declared directly within the scope of class or structure. By way of
example, here is a private enumeration (named CarColor) nested within a public class (named SportsCar):

public class SportsCar

{
// OK! Nested types can be marked private.

private enum CarColor

{

}
¥

Red, Green, Blue

Here, it is permissible to apply the private access modifier on the nested type. However, non-nested
types (such as the SportsCar) can be defined only with the public or internal modifiers. Therefore, the
following class definition is illegal:

// Error! Nonnested types cannot be marked private!

private class SportsCar

{
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The First Pillar: C#'s Encapsulation Services

The concept of encapsulation revolves around the notion that an object s data should not be directly
accessible from an object instance. Rather, class data is defined as private. If the object user wants to alter
the state of an object, it does so indirectly using public members. To illustrate the need for encapsulation
services, assume you have created the following class definition:

// A class with a single public field.
class Book
{

public int numberOfPages;

}

The problem with public data is that the data itself has no ability to understand whether the current
value to which it is assigned is valid with regard to the current business rules of the system. As you know,
the upper range of a C# int is quite large (2,147,483,647). Therefore, the compiler allows the following
assignment:

// Humm. That is one heck of a mini-novel!
static void Main(string[] args)
{
Book miniNovel = new Book();
miniNovel _.numberOfPages = 30_000_000;
}

Although you have not overflowed the boundaries of an int data type, it should be clear that a mini
novel with a page count of 30,000,000 pages is a bit unreasonable. As you can see, public fields do not
provide a way to trap logical upper (or lower) limits. If your current system has a business rule that states a
book must be between 1 and 1,000 pages, you are at a loss to enforce this programmatically. Because of this,
public fields typically have no place in a production-level class definition.

Note  To be more specific, members of a class that represent an object’s state should not be marked as
public. As you will see later in this chapter, public constants and public read-only fields are quite useful.

Encapsulation provides a way to preserve the integrity of an object s state data. Rather than defining
public fields (which can easily foster data corruption), you should get in the habit of defining private data,
which is indirectly manipulated using one of two main techniques.

You can define a pair of public accessor (get) and mutator (set) methods.
You can define a public .NET property.

Whichever technique you choose, the point is that a well-encapsulated class should protect its data
and hide the details of how it operates from the prying eyes of the outside world. This is often termed black-
box programming. The beauty of this approach is that an object is free to change how a given method is
implemented under the hood. It does this without breaking any existing code making use of it, provided that
the parameters and return values of the method remain constant.
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Encapsulation Using Traditional Accessors and Mutators

Over the remaining pages in this chapter, you will be building a fairly complete class that models a general
employee. To get the ball rolling, create a new Console Application project named EmployeeApp and insert a
new class file (named Employee .. cs) using the Project Add class menu item. Update the Employee class with
the following fields, methods, and constructors:

class Employee

{
// Field data.
private string empName;
private int emplD;
private float currPay;

// Constructors.
public Employee() {}
public Employee(string name, int id, float pay)
{
empName = name;
emplID = id;
currPay = pay;

}

// Methods.
public void GiveBonus(float amount)
{

currPay += amount;

}

public void DisplayStats()
{
Console.WriteLine("Name: {0}", empName);
Console.WriteLine("ID: {0}", emplD);
Console.WriteLine("Pay: {0}", currPay);
}
}

Notice that the fields of the Employee class are currently defined using the private keyword. Given this,
the empName, empID, and currPay fields are not directly accessible from an object variable. Therefore, the
following logic in Main() would result in compiler errors:

static void Main(string[] args)

{

Employee emp = new Employee();

// Error! Cannot directly access private members
// from an object!
emp.empName = "Marv'";

}
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// Use the get/set methods to interact with the object"s name.
emp.SetName(""Marv');

Console.WriteLine("Employee is named: {0}", emp.GetName());
Console.ReadLine();

Because of the code in your SetName () method, if you attempted to specify more than 15 characters (see
the following), you would find the hard-coded error message printed to the console:

static void Main(string[] args)
{

Console.WriteLine("™***** Fun with Encapsulation *****\n');

// Longer than 15 characters! Error will print to console.
Employee emp2 = new Employee();
emp2.SetName(""'Xena the warrior princess');

Console.ReadLine();

So far, so good. You have encapsulated the private empName field using two public methods named
GetName() and SetName(). If you were to further encapsulate the data in the Employee class, you would need
to add various additional methods (such as GetID(), SetID(), GetCurrentPay(), SetCurrentPay()). Each of
the mutator methods could have within it various lines of code to check for additional business rules. While
this could certainly be done, the C# language has a useful alternative notation to encapsulate class data.

Encapsulation Using .NET Properties

Although you can encapsulate a piece of field data using traditional get and set methods, .NET languages
prefer to enforce data encapsulation state data using properties. First, understand that properties are just a
simplification for real accessor and mutator methods. Therefore, as a class designer, you are still able to
perform any internal logic necessary before making the value assignment (e.g., uppercase the value, scrub
the value for illegal characters, check the bounds of a numerical value, and so on).

Here is the updated Employee class, now enforcing encapsulation of each field using property syntax
rather than traditional get and set methods:

class Employee

{
// Field data.
private string empName;
private int emplD;
private float currPay;

// Properties!
public string Name

{
get { return empName; }
set

193









CHAPTER5  UNDERSTANDING ENCAPSULATION

Console.WriteLine(""Age: {0}", empAge);
Console.WriteLine("Pay: {0}", currPay);
}
}

Now assume you have created an Employee object named joe. On his birthday, you want to increment
the age by one. Using traditional accessor and mutator methods, you would need to write code such as the
following:

Employee joe = new Employee();
joe.SetAge(jJoe.CetAge() + 1);

However, if you encapsulate empAge using a property named Age, you are able to simply write this:

Employee joe = new Employee();
joe.Aget++;

Properties as Expression-Bodied Members (New)

As mentioned previously, property get and set accessors can also be written as expression-bodied
members. The rules and syntax are the same: single-line methods can be written using the new syntax. So,
the Age property could be written like this:

public int Age
{
get => empAge;
set => empAge = value;

}

Both syntaxes compile down to the same IL, so which syntax you use is completely up to you. In this
text, you will see a mix of both styles to keep visibility on them, not because | am adhering to a specific
code style.

Using Properties Within a Class Definition

Properties, specifically the set portion of a property, are common places to package up the business rules
of your class. Currently, the Employee class has a Name property that ensures the name is no more than 15
characters. The remaining properties (1D, Pay, and Age) could also be updated with any relevant logic.

While this is well and good, also consider what a class constructor typically does internally. It will take
the incoming parameters, check for valid data, and then make assignments to the internal private fields.
Currently, your master constructor does not test the incoming string data for a valid range, so you could
update this member as so:

public Employee(string name, int age, int id, float pay)
{

// Humm, this seems like a problem...
if (name.Length > 15)
Console.WriteLine("Error! Name length exceeds 15 characters!™);
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// Methods.
public void GiveBonus(float amount)
{ Pay += amount; }

public void DisplayStats()
{

Console.WriteLine("Name: {0}", Name);

Console.WriteLine("ID: {0}", ID);

Console.WriteLine("'Age: {0}", Age);

Console.WriteLine("Pay: {0}", Pay);
}

// Properties as before...

Read-Only and Write-Only Properties

When encapsulating data, you might want to configure a read-only property. To do so, simply omit the set
block. Likewise, if you want to have a write-only property, omit the get block. For example, assume you have
a new property named SocialSecurityNumber, which encapsulates a private string variable named empSSN.
If you want to make this a read-only property, you could write this:

public string SocialSecurityNumber

{
get { return empSSN; }

}

Now assume your class constructor has a new parameter to let the caller set the SSN of the object. Since
the SocialSecurityNumber property is read-only, you cannot set the value as so:

public Employee(string name, int age, int id, float pay, string ssn)

{

Name = name;
Age = age;
ID = id;
Pay = pay;

// 00PS! This is no longer possible if the property is read only.
SocialSecurityNumber = ssn;

Unless you are willing to redesign the property as read-write, your only choice would be to use the
underlying empSSN member variable within your constructor logic as so:

public Employee(string name, int age, int id, float pay, string ssn)

{

// Check incoming ssn parameter as required and then set the value.
empSSN = ssn;

}
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Source Code You can find the EmployeeApp project in the Chapter 5 subdirectory.

Revisiting the static Keyword: Defining Static Properties

Earlier in this chapter, you examined the role of the static keyword. Now that you understand the use of C#
property syntax, you can formalize static properties. In the StaticDataAndMembers project created earlier
in this chapter, your SavingsAccount class had two public static methods to get and set the interest rate.
However, it would be more standard to wrap this data point in a static property. Here s an example (note the
use of the static keyword):

// A simple savings account class.
class SavingsAccount
{

// Instance-level data.

public double currBalance;

// A static point of data.
private static double currinterestRate = 0.04;

// A static property.
public static double InterestRate
{
get { return currinterestRate; }
set { currinterestRate = value; }

}

If you want to use this property in place of the previous static methods, you could update your Main()
method as so:

// Print the current interest rate via property.
Console.WriteLine("Interest Rate is: {0}", SavingsAccount.InterestRate);

Understanding Automatic Properties

When you are building properties to encapsulate your data, it is common to find that the set scopes

have code to enforce business rules of your program. However, in some cases you may not need any
implementation logic beyond simply getting and setting the value. This means you can end up with a lot of
code looking like the following:

// A Car type using standard property
// syntax.
class Car
{
private string carName = ""';
public string PetName
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Interacting with Automatic Properties

Because the compiler will define the private backing field at compile time (and given that these fields are

not directly accessible in C# code), the class-defining automatic properties will always need to use property
syntax to get and set the underlying value. This is important to note because many programmers make direct
use of the private fields within a class definition, which is not possible in this case. For example, if the Car
class were to provide a DisplayStats() method, it would need to implement this method using the property
name.

class Car

{
// Automatic properties!
public string PetName { get; set; }
public int Speed { get; set; }
public string Color { get; set; }

public void DisplayStats()
{
Console.WriteLine(""Car Name: {0}", PetName);
Console.WriteLine("'Speed: {0}", Speed);
Console.WriteLine("Color: {0}", Color);
}
}

When you are using an object defined with automatic properties, you will be able to assign and obtain
the values using the expected property syntax.

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Automatic Properties *****\n');

Car ¢ = new Car();
c.PetName = "Frank";
c.Speed = 55;
c.Color = "Red";

Console.WriteLine("Your car is named {0}? That"s odd...",
c.PetName);
c.DisplayStats();

Console.ReadLine();

Automatic Properties and Default Values

When you use automatic properties to encapsulate numerical or Boolean data, you are able to use the
autogenerated type properties straightaway within your codebase, as the hidden backing fields will be
assigned a safe default value (false for Booleans and 0 for numerical data). However, be aware that if you use
automatic property syntax to wrap another class variable, the hidden private reference type will also be set to
a default value of nul I (which can prove problematic if you are not careful).
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public Garage(Car car, int number)
{
MyAuto = car;
NumberOfCars = number;
}
}

With this modification, you could now place a Car object into the Garage object as so:

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Automatic Properties *****\n");

// Make a car.

Car ¢ = new Car();
c.PetName = "Frank";
c.Speed = 55;
c.Color = "Red";
c.DisplayStats();

// Put car in the garage.

Garage g = new Garage();

g-MyAuto = c;

Console.WriteLine("Number of Cars in garage: {0}", g-NumberOfCars);
Console.WriteLine("'Your car is named: {0}", g.MyAuto.PetName);

Console.ReadLine();

Initialization of Automatic Properties

While the previous approach works just fine, since the release of C# 6, you are provided with a language
feature that can simplify how an automatic property receives its initial value assignment. Recall from the
onset of this chapter, a data field of a class can be directly assigned an initial value upon declaration. Here s
an example:

class Car

{
}

private int numberOfDoors = 2;

In a similar manner, C# now allows you to assign an initial value to the underlying backing field
generated by the compiler. This alleviates you from the hassle of adding additional code statements in class
constructors to ensure property data comes to life as intended.

Here is an updated version of the Garage class that is initializing automatic properties to fitting values.
Note you no longer need to add additional logic to your default class constructor to make safe assignments.
In this iteration, you are directly assigning a new Car object to the MyAuto property.
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class Garage

{
// The hidden backing field is set to 1.
public int NumberOfCars { get; set; } = 1;
// The hidden backing field is set to a new Car object.
public Car MyAuto { get; set; } = new Car();
public Garage(O){}
public Garage(Car car, int number)
{
MyAuto = car;
NumberOfCars = number;
}
}

As you may agree, automatic properties are a nice feature of the C# programming language, as you
can define a number of properties for a class using a streamlined syntax. Be aware of course that if you are
building a property that requires additional code beyond getting and setting the underlying private field
(such as data validation logic, writing to an event log, communicating with a database, etc.), you will be
required to definea normal .NET property type by hand. C# automatic properties never do more than
provide simple encapsulation for an underlying piece of (compiler-generated) private data.

Source Code  You can find the AutoProps project in the Chapter 5 subdirectory.

Understanding Object Initialization Syntax

As shown throughout this chapter, a constructor allows you to specify startup values when creating a new
object. On a related note, properties allow you to get and set underlying data in a safe manner. When you
are working with other people s classes, including the classes found within the .NET base class library, it
is not too uncommon to discover that there is not a single constructor that allows you to set every piece
of underlying state data. Given this point, a programmer is typically forced to pick the best constructor
possible, after which the programmer makes assignments using a handful of provided properties.

To help streamline the process of getting an object up and running, C# offers object initializer syntax.
Using this technique, it is possible to create a new object variable and assign a slew of properties and/or
public fields in a few lines of code. Syntactically, an object initializer consists of a comma-delimited list of
specified values, enclosed by the { and } tokens. Each member in the initialization list maps to the name of a
public field or public property of the object being initialized.

To see this syntax in action, create a new Console Application project named Objectlinitializers. Now,
consider a simple class named Point, created using automatic properties (which is not mandatory for object
initialization syntax but helps you write some concise code).

class Point

{
public int X { get; set; }
public int Y { get; set; }
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public Point(int xVal, int yval)
{

X = xval;

Y = yval;

}
public Point() { }

public void DisplayStats()
{

Console.WriteLine("[{0}, {1}1", X, Y);
}

UNDERSTANDING ENCAPSULATION

Now consider how you can make Point objects using any of the following approaches:

static void Main(string[] args)

{

Console.WriteLine("***** Fun with Object Init Syntax *****\n");

// Make a Point by setting each property manually.
Point firstPoint = new Point();

firstPoint.X = 10;

firstPoint.Y = 10;

firstPoint.DisplayStats();

// Or make a Point via a custom constructor.
Point anotherPoint = new Point(20, 20);
anotherPoint.DisplayStats();

// Or make a Point using object init syntax.
Point finalPoint = new Point { X = 30, Y = 30 };
finalPoint.DisplayStats();

Console.ReadLine();

The final Point variable is not making use of a custom constructor (as one might do traditionally) but
is rather setting values to the public X and Y properties. Behind the scenes, the type s default constructor is
invoked, followed by setting the values to the specified properties. To this end, object initialization syntax is

the state data property by property.

just shorthand notation for the syntax used to create a class variable using a default constructor and to set

Calling Custom Constructors with Initialization Syntax

The previous examples initialized Point types by implicitly calling the default constructor on the type.

// Here, the default constructor is called implicitly.
Point finalPoint = new Point { X = 30, Y = 30 };
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With this new constructor, you can now create a gold point (positioned at 90, 20) as follows:

// Calling a more interesting custom constructor with init syntax.
Point goldPoint = new Point(PointColor.Gold){ X = 90, Y = 20 };
goldPoint.DisplayStats();

Initializing Data with Initialization Syntax

As briefly mentioned earlier in this chapter (and fully examined in Chapter 6), the has-a relationship
allows you to compose new classes by defining member variables of existing classes. For example, assume
you now have a Rectangle class, which makes use of the Point type to represent its upper-left/bottom-right
coordinates. Since automatic properties set all fields of class variables to null, you will implement this new
class using traditional property syntax.

class Rectangle

{
private Point topLeft = new Point();
private Point bottomRight = new Point();

public Point TopLeft
{
get { return topLeft; }
set { topLeft = value; }
}
public Point BottomRight
{
get { return bottomRight; }
set { bottomRight = value; }

}

public void DisplayStats()
{
Console.WriteLine("[TopLeft: {0}, {1}, {2} BottomRight: {3}, {4}, {5}1",
topLeft.X, topLeft.Y, topLeft.Color,
bottomRight.X, bottomRight.Y, bottomRight.Color);

Using object initialization syntax, you could create a new Rectangle variable and set the inner Points as
follows:

// Create and initialize a Rectangle.
Rectangle myRect = new Rectangle
{
TopLeft = new Point { X = 10, Y = 10 },
BottomRight = new Point { X = 200, Y = 200}
Y
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Again, the benefit of object initialization syntax is that it basically decreases the number of keystrokes
(assuming there is not a suitable constructor). Here is the traditional approach to establishing a similar
Rectangle:

// 0ld-school approach.
Rectangle r = new Rectangle();
Point pl = new Point();

pl.X = 10;

pl.Y = 10;

r.TopLeft = pl;

Point p2 = new Point();

p2.X = 200;

p2.Y = 200;

r.BottomRight = p2;

While you might feel object initialization syntax can take a bit of getting used to, once you get
comfortable with the code, you Il be quite pleased at how quickly you can establish the state of a new object
with minimal fuss and bother.

Source Code You can find the Objectlnitilizers project in the Chapter 5 subdirectory.

Working with Constant Field Data

C# offers the const keyword to define constant data, which can never change after the initial assignment. As
you might guess, this can be helpful when you are defining a set of known values for use in your applications
that are logically connected to a given class or structure.

Assume you are building a utility class named MyMathClass that needs to define a value for pi (which
you will assume to be 3.14 for simplicity). Begin by creating a new Console Application project named
ConstData. Given that you would not want to allow other developers to change this value in code, pi could
be modeled with the following constant:

namespace ConstData

¢ class MyMathClass
¢ public const double PI = 3.14;
}
class Program
¢ static void Main(string[] args)
{

Console.WriteLine("***** Fun with Const *****\n");
Console.WriteLine("'The value of PI is: {0}", MyMathClass.Pl);
// Error! Can"t change a constant!

// MyMathClass.Pl = 3.1444;
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Console.ReadLine();
}
}
}

Notice that you are referencing the constant data defined by MyMathClass using a class name prefix
(i.e., MyMathClass.Pl). This is because constant fields of a class are implicitly static. However, it is
permissible to define and access a local constant variable within the scope of a method or property.
Here s an example:

static void LocalConstStringVariable()

{
// A local constant data point can be directly accessed.
const string fixedStr = "Fixed string Data";
Console.WriteLine(fixedStr);

// Error!
// fixedStr = "This will not work!";

Regardless of where you define a constant piece of data, the one point to always remember is that the
initial value assigned to the constant must be specified at the time you define the constant. Thus, if you were
to modify your MyMathClass in such a way that the value of pi is assigned in a class constructor as follows:

class MyMathClass

{
// Try to set Pl in ctor?
public const double PI;

public MyMathClass()
{
// Not possible- must assign at time of declaration.
Pl = 3.14;
}
}

you would receive a compile-time error. The reason for this restriction has to do with the fact the value
of constant data must be known at compile time. Constructors (or any other method), as you know, are
invoked at runtime.

Understanding Read-Only Fields

Closely related to constant data is the notion of read-only field data (which should not be confused with
aread-only property). Like a constant, a read-only field cannot be changed after the initial assignment.
However, unlike a constant, the value assigned to a read-only field can be determined at runtime and,
therefore, can legally be assigned within the scope of a constructor but nowhere else.
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This can be helpful when you don t know the value of a field until runtime, perhaps because you need
to read an external file to obtain the value but want to ensure that the value will not change after that point.
For the sake of illustration, assume the following update to MyMathClass:

class MyMathClass

{
// Read-only fields can be assigned in ctors,
// but nowhere else.
public readonly double PI;

public MyMathClass ()
{
Pl = 3.14;
}
}

Again, any attempt to make assignments to a field marked readonly outside the scope of a constructor
results in a compiler error.

class MyMathClass
¢ public readonly double PI;
public MyMathClass ()
{
Pl = 3.14;
}

// Error!
public void ChangePl()
{ PI = 3.14444;}

}

Static Read-Only Fields

Unlike a constant field, read-only fields are not implicitly static. Thus, if you want to expose P1 from the class
level, you must explicitly use the static keyword. If you know the value of a static read-only field at compile
time, the initial assignment looks similar to that of a constant (however, in this case, it would be easier to

simply use the const keyword in the first place, as you are assigning the data field at the time of declaration).

class MyMathClass

{
public static readonly double PI = 3.14;
}
class Program
{
static void Main(string[] args)
{
Console.WriteLine("™***** Fun with Const *****");
Console.WriteLine("The value of PI is: {0}", MyMathClass.Pl);
Console.ReadLine();
}
}
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However, if the value of a static read-only field is not known until runtime, you must use a static
constructor as described earlier in this chapter.

class MyMathClass

{

public static readonly double PI;

static MyMathClass()
{ Pl =3.14; }
}

Source Code You can find the ConstData project in the Chapter 5 subdirectory.

Understanding Partial Classes

Last but not least, it is important to understand the role of the C# partial keyword. A production-level
class could easily consist of hundreds and hundreds (if not thousands) of lines of code within asingle *.cs
file. As it turns out, when you are creating your classes, it is often the case that much of the boilerplate code
can be basically ignored after it is accounted for. For example, field data, properties, and constructors tend
to remain as is during production, while methods tend to be modified quite often to account for updated
algorithms and so forth.

In C#, you can partition a single class across multiple code files to isolate the boilerplate code from
more readily useful (and complex) members. To illustrate where partial classes could be useful, open the
EmployeeApp project you created previously in this chapter in Visual Studio, and then open the Employee.
cs file for editing. As you recall, this single file contains code of all aspects of the class.

class Employee
¢ // Field Data
// Constructors
// Methods
// Properties
Using partial classes, you could choose to move (for example) the properties, constructors, and field
data into a new file named Employee.Core.cs (the name of the file is irrelevant). The first step is to add the

partial keyword to the current class definition and cut the code to be placed into the new file.

// Employee.cs
partial class Employee

{
// Methods

// Properties
}
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Next, assuming you have inserted a new class file into your project, you can move the data fields and
constructors to the new file using a simple cut-and-paste operation. In addition, you must add the partial
keyword to this aspect of the class definition. Here s an example:

// Employee.Core.cs
partial class Employee

{
// Field data

// Constructors

Note  Remember that every aspect of a partial class definition must be marked with the partial keyword!

After you compile the modified project, you should see no difference whatsoever. The whole idea of
a partial class is realized only during design time. After the application has been compiled, there is just a
single, unified class within the assembly. The only requirement when defining partial types is that the type s
name (Employee in this case) is identical and defined within the same .NET namespace.

Use Cases for Partial Classes?

Now that you understand the mechanics of how to define a partial class, you may be wondering exactly
when (and if) you will ever need to do so. To be honest, you may not need to make use of partial class
definitions too often. However, Visual Studio uses them in the background all the time. For example, if you
are building a graphical user interface using Windows Presentation Foundation (WPF), you will note that
Visual Studio places all the designer-generated code into a dedicated partial class file, leaving you to focus
on your custom programming logic (without the designer-generated code getting in the way).

Source Code You can find the EmployeeAppPartial project in the Chapter 5 subdirectory.

Summary

The point of this chapter was to introduce you to the role of the C# class type. As you have seen, classes can
take any number of constructors that enable the object user to establish the state of the object upon creation.
This chapter also illustrated several class design techniques (and related keywords). Recall that the this
keyword can be used to obtain access to the current object, the static keyword allows you to define fields
and members that are bound at the class (not object) level, and the const keyword (and readonly modifier)
allows you to define a point of data that can never change after the initial assignment.

The bulk of this chapter dug into the details of the first pillar of OOP: encapsulation. You learned about
the access modifiers of C# and the role of type properties, object initialization syntax, and partial classes.
With this behind you, you are now able to turn to the next chapter where you will learn to build a family of
related classes using inheritance and polymorphism.
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CHAPTER 6

Understanding Inheritance and
Polymorphism

Chapter5 examined the first pillar of OOP: encapsulation. At that time, you learned how to build a single
well-defined class type with constructors and various members (fields, properties, methods, constants,
and read-only fields). This chapter will focus on the remaining two pillars of OOP: inheritance and
polymorphism.

First, you will learn how to build families of related classes usirigheritance. As you will see, this
form of code reuse allows you to define common functionality in a parent class that can be leveraged, and
possibly altered, by child classes. Along the way, you will learn how to establigiodymorphic interfaceinto
class hierarchies using virtual and abstract members, as well as the role of explicit casting.

The chapter will wrap up by examining the role of the ultimate parent class in the .NET base class
libraries: System.Object.

The Basic Mechanics of Inheritance

Recall from Chapter5 that inheritance is an aspect of OOP that facilitates code reuse. Specifically speaking,
code reuse comes in two flavors: inheritance (the “is-a” relationship) and the containment/delegation
model (the “has-a” relationship). Let’s begin this chapter by examining the classical inheritance model of the
“is-a” relationship.

When you establish “is-a” relationships between classes, you are building a dependency between two
or more class types. The basic idea behind classical inheritance is that new classes can be created using
existing classes as a starting point. To begin with a simple example, create a new Console Application project
named Basiclnheritance. Now assume you have designed a class nan@at that models some basic details
of an automobile.

/I A simple base class.
class Car

{

public readonly int maxSpeed,;
private int currSpeed;

public Car(int max)

{

maxSpeed = max;

}
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public Car()

{
maxSpeed = 55;
}
public int Speed
{
get { return currSpeed; }
set
{
currSpeed = value;
if (currSpeed > maxSpeed)
{
currSpeed = maxSpeed;
}
}
}
}

Notice that the Car class is using encapsulation services to control access to the private currSpeed field
using a public property named Speed. At this point, you can exercise your Car type as follows:

static void Main(string[] args)

{
Console.WriteLine(""™***** Basic Inheritance *****\n");
// Make a Car object and set max speed.
Car myCar = new Car(80);

// Set the current speed, and print it.

myCar.Speed = 50;

Console.WriteLine("My car is going {0} MPH", myCar.Speed);
Console.ReadLine();

Specifying the Parent Class of an Existing Class

Now assume you want to build a new class named MiniVan. Like a basic Car, you want to define the MiniVan
class to support data for a maximum speed, a current speed, and a property named Speed to allow the object
user to modify the object s state. Clearly, the Car and MiniVan classes are related; in fact, it can be said that a
MiniVan is-a typeofCar. The is-a relationship (formally termed classical inheritance) allows you to build
new class definitions that extend the functionality of an existing class.

The existing class that will serve as the basis for the new class is termed a base class, superclass, or parent
class. The role of a base class is to define all the common data and members for the classes that extend it.
The extending classes are formally termed derived or child classes. In C#, you make use of the colon operator
on the class definition to establish an is-a relationship between classes. Assume you have authored the
following new MiniVan class:

// MiniVan "is-a" Car.
class MiniVan : Car

{

}
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On arelated note, if the MiniVan defined its own set of members, it would still not be able to access any
private member of the Car base class. Remember, private members can be accessed only by the class that
defines it. For example, the following method in MiniVan would result in a compiler error:

// MiniVan derives from Car.
class Minivan : Car

{
public void TestMethod()
{
// OK! Can access public members
// of a parent within a derived type.
Speed = 10;
// Error! Cannot access private
// members of parent within a derived type.
currSpeed = 10;
}
}

Regarding Multiple Base Classes

Speaking of base classes, it is important to keep in mind that C# demands that a given class have exactly one
direct base class. It is not possible to create a class type that directly derives from two or more base classes
(this technique, which is supported in unmanaged C++, is known as multiple inheritance, or simply MI).

If you attempted to create a class that specifies two direct parent classes, as shown in the following code,
you would receive compiler errors:

// 1llegal! C# does not allow
// multiple inheritance for classes!
class WontWork

: BaseClassOne, BaseClassTwo

{4

As you will see in Chapter 8, the .NET platform does allow a given class, or structure, to implement any
number of discrete interfaces. In this way, a C# type can exhibit a number of behaviors while avoiding the
complexities associated with MI. On a related note, while a class can have only one direct base class, it is
permissible for an interface to directly derive from multiple interfaces. Using this technique, you can build
sophisticated interface hierarchies that model complex behaviors (again, see Chapter 8).

The sealed Keyword

C# supplies another keyword, sealed, that prevents inheritance from occurring. When you mark a class as
sealed, the compiler will not allow you to derive from this type. For example, assume you have decided that
it makes no sense to further extend the MiniVan class.

// The MiniVan class cannot be extended!
sealed class Minivan : Car

{
}
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If you (or a teammate) were to attempt to derive from this class, you would receive a compile-time error.

// Error! Cannot extend
// a class marked with the sealed keyword!
class DeluxeMiniVan

> MiniVan

{4

Most often, sealing a class makes the best sense when you are designing a utility class. For example, the
System namespace defines numerous sealed classes. You can verify this for yourself by opening the Visual
Studio Object Browser (via the View menu) and selecting the String class within the System namespace of
themscorlib.dll assembly. Notice in Figure 6-1 the icon used to denote a sealed class.

Object Browser * A X
Browse: .NET Framework 4.7 S IR MR
<Search> - P
b == Single - @ Clone() -
b *3 StackOverflowException @ Compare(string, int, string, int, int)
b %3 STAThreadAttribute @ Compare(string, int, string, int, int, bool)
b ?.'m @ Compare(string, int, string, int, int, bool, System.Globalization Culturelnfe)
* StringComparer @ Compare(string, int, string, int, int, System.Globalization.Culturelnfo, System.C
P & StringComparison @ Compare(string, int, string, int, int, System.StringComparison) -
b & StringSplitOptions 1 e e ¥
b *#3 SystemException
ye P public class String -

I *3 ThreadStaticAttribute
b *3 TimeoutException

b &% TimeSpan "
b #3 TimeZone

Member of System

y:
Represents text as a sequence of UTF-16 code units.To browse the NET Framework

. e Ti
I *g TimeZonelnfo source code for this type, see the Reference Source.

b #3 TimeZonelnfo.AdjustmentRule
b &% TimeZonelnfo.TransitionTime + |Attributes: -

Figure 6-1. The base class libraries define numerous sealed types, such as System.String

Thus, just like the MiniVan, if you attempt to build a new class that extends System. String, you will
receive a compile-time error.

// Another error! Cannot extend
// a class marked as sealed!
class MyString

: String
{

Note In Chapter 4, you learned that C# structures are always implicitly sealed (see Table 4-3). Therefore,
you can never derive one structure from another structure, a class from a structure, or a structure from a class.
Structures can be used to model only stand-alone, atomic, user-defined data types. If you want to leverage the
is-a relationship, you must use classes.
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As you would guess, there are many more details to inheritance that you will come to know during the
remainder of this chapter. For now, simply keep in mind that the colon operator allows you to establish
base/derived class relationships, while the sealed keyword prevents subsequent inheritance from
occurring.

Revisiting Visual Studio Class Diagrams

In Chapter 2, | briefly mentioned that Visual Studio allows you to establish base/derived class relationships
visually at design time. To leverage this aspect of the IDE, your first step is to include a new class diagram
file into your current project. To do so, access the Project ~ Add New Item menu option and click the Class
Diagram icon (in Figure 6-2, | renamed the file from ClassDiagraml.cd to Cars.cd).

Add New Item - Basicinheritance ? X
4 |nstalled Sort by: Default - ;E’ = Search Installed Templates (Ctrl+E) P~
4 Visual C# ftems m Component Class Visual C# ltems . Type: Visual C# tems
Code A blank class diagram
Data ?ﬁ Application Configuration... Visual C# Items
General
b Web Application Manifest File  Visual C# ltems
Windows Forms
—cs
WPF B] Assembly Information File Visual C# Items
b ASP.NET Core
SQL Server E Bitmap File Visual C# Items
Storm Items
Class Di Visual C# It
o % ass Diagram isual ems
E Code Analysis Rule Set Visual C# Items
W Cursor File Visual C# Items
Name: Cars.cd

Add | l Cancel

Figure 6-2. Inserting a new class diagram

After you click the Add button, you will be presented with a blank designer surface. To add types to a
class designer, simply drag each file from the Solution Explorer window onto the surface. Also recall that if
you delete an item from the visual designer (simply by selecting it and pressing the Delete key), this will not
destroy the associated source code but simply remove the item off the designer surface. Figure 6-3 shows the
current class hierarchy.
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;'QJ Basiclnheritance

Carscd +® X

(Car Program

Class Class

4 Fields 4 Methods
@, currSpeed @, Main

@ maxSpeed
4 Properties
& Speed
4 Methods

@ Car(+ 1 overload)
.

MiniVan
Class
=+ Car

Figure 6-3. The visual designer of Visual Studio

Beyond simply displaying the relationships of the types within your current application, recall from
Chapter 2 that you can also create new types and populate their members using the Class Designer toolbox
and Class Details window.

If you want to make use of these visual tools during the remainder of the book, feel free. However,
always make sure you analyze the generated code so you have a solid understanding of what these tools have
done on your behalf.

Source Code You can find the Basicinheritance project in the Chapter 6 subdirectory.
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The Second Pillar of OOP: The Details of Inheritance

Now that you have seen the basic syntax of inheritance, let s create a more complex example and get to
know the numerous details of building class hierarchies. To do so, you will be reusing the Employee class you
designed in Chapter 5. To begin, create a new C# Console Application project named Employees.

Next, activate the Project  Add Existing Iltem menu option and navigate to the location of your
Employee.cs and Employee.Core.cs files you created in the EmployeeApp example of Chapter 5. Select
each of them (via a Ctrl+click) and click the Add button. Visual Studio responds by copying each file into the
current project (because these are full copies, you will not need to worry about changing the original work
you did in the Chapter 5 project).

Before you start to build some derived classes, you have one detail to attend to. Because the original
Employee class was created in a project named EmployeeApp, the class has been wrapped within an
identically named .NET namespace. Chapter 14 will examine namespaces in detail; however, for simplicity,
rename the current namespace (in both file locations) to Employees to match your new project name.

// Be sure to change the namespace name in both C# files!
namespace Employees
{
partial class Employee
{---}
}

Note  As a sanity check, compile and run your new project by pressing Ctrl+F5. The program will not do
anything at this point; however, this will ensure you do not have any compiler errors.

Your goal is to create a family of classes that model various types of employees in a company. Assume
you want to leverage the functionality of the Employee class to create two new classes (SalesPerson and
Manager). The new SalesPerson class is-an Employee (as is a Manager). Remember that under the classical
inheritance model, base classes (such as Employee) are used to define general characteristics that are
common to all descendants. Subclasses (such as SalesPerson and Manager) extend this general functionality
while adding more specific functionality.

For your example, you will assume that the Manager class extends Employee by recording the number
of stock options, while the SalesPerson class maintains the number of sales made. Insert a new class file
(Manager . cs) that defines the Manager class with the following automatic property:

// Managers need to know their number of stock options.
class Manager : Employee

{
public int StockOptions { get; set; }

}

Next, add another new class file (SalesPerson.cs) that defines the SalesPerson class with a fitting
automatic property.

// Salespeople need to know their number of sales.
class SalesPerson : Employee

{
public int SalesNumber { get; set; }

}
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Now that you have established an is-a relationship, SalesPerson and Manager have automatically
inherited all public members of the Employee base class. To illustrate, update your Main() method as follows:

// Create a subclass object and access base class functionality.
static void Main(string[] args)
{
Console.WriteLine("***** The Employee Class Hierarchy *****\n");
SalesPerson fred = new SalesPerson();
fred.Age = 31;
fred.Name = "Fred";
fred.SalesNumber = 50;
Console.ReadLine();

Controlling Base Class Creation with the base Keyword

Currently, SalesPerson and Manager can be created only using the freebie default constructor
(see Chapter 5). With this in mind, assume you have added a new six-argument constructor to the Manager
type, which is invoked as follows:

static void Main(string[] args)

{
// Assume Manager has a constructor matching this signature:
// (string fullName, int age, int emplD,
// float currPay, string ssn, int numbOfOpts)
Manager chucky = new Manager(*Chucky", 50, 92, 100000, *333-23-2322", 9000);
Console.ReadLine();
}

If you look at the parameter list, you can clearly see that most of these arguments should be stored
in the member variables defined by the Employee base class. To do so, you might implement this custom
constructor on the Manager class as follows:

public Manager(string fullName, int age, int emplD,
float currPay, string ssn, int numbOfOpts)

{
// This property is defined by the Manager class.
StockOptions = numbOfOpts;
// Assign incoming parameters using the
// inherited properties of the parent class.
ID = emplD;
Age = age;
Name = fulIName;
Pay = currPay;
// 00PS! This would be a compiler error,
// if the SSN property were read-only!
SocialSecurityNumber = ssn;
}
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Finally, recall that once you add a custom constructor to a class definition, the default constructor is
silently removed. Therefore, be sure to redefine the default constructor for the SalesPerson and Manager
types. Here s an example:

// Add back the default ctor
// in the Manager class as well.
public SalesPerson() {}

Keeping Family Secrets: The protected Keyword

As you already know, public items are directly accessible from anywhere, while private items can be
accessed only by the class that has defined them. Recall from Chapter 5 that C# takes the lead of many other
modern object languages and provides an additional keyword to define member accessibility: protected.
When a base class defines protected data or protected members, it establishes a set of items that can be
accessed directly by any descendant. If you want to allow the SalesPerson and Manager child classes to directly
access the data sector defined by Employee, you can update the original Employee class definition as follows:

// Protected state data.
partial class Employee
{
// Derived classes can now directly access this information.
protected string empName;
protected int emplD;
protected float currPay;
protected int empAge;
protected string empSSN;

The benefit of defining protected members in a base class is that derived types no longer have to
access the data indirectly using public methods or properties. The possible downfall, of course, is that when
a derived type has direct access to its parent s internal data, it is possible to accidentally bypass existing
business rules found within public properties. When you define protected members, you are creating a level
of trust between the parent class and the child class, as the compiler will not catch any violation of your
type s business rules.

Finally, understand that as far as the object user is concerned, protected data is regarded as private (as
the user is outside the family). Therefore, the following is illegal:

static void Main(string[] args)

{
// Error! Can"t access protected data from client code.
Employee emp = new Employee();
emp.empName = "Fred";

}

Note  Although protected field data can break encapsulation, it is quite safe (and useful) to define
protected methods. When building class hierarchies, it is common to define a set of methods that are only for
use by derived types and are not intended for use by the outside world.
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Adding a Sealed Class

Recall that a sealed class cannot be extended by other classes. As mentioned, this technique is most often
used when you are designing a utility class. However, when building class hierarchies, you might find that
a certain branch in the inheritance chain should be capped off, as it makes no sense to further extend
the linage. For example, assume you have added yet another class to your program (PTSalesPerson) that
extends the existing SalesPerson type. Figure 6-4 shows the current update.

== <
Class
Ve ==, /
Manager ¥ SalesPerson ¥
Class Class
= Employee < Employee
: a)

" PTSalesPerson 63
Class
-+ SalesPerson

Figure 6-4. The PTSalesPerson class

PTSalesPerson is a class representing, of course, a part-time salesperson. For the sake of argument,
let s say you want to ensure that no other developer is able to subclass from PTSalesPerson. (After all, how
much more part-time can you get than part-time ?) Again, to prevent others from extending a class, use the
sealed keyword.

sealed class PTSalesPerson : SalesPerson
public PTSalesPerson(string fullName, int age, int emplD,
float currPay, string ssn, int numbOfSales)
:base (fullName, age, emplD, currPay, ssn, numbOfSales)
{
}

// Assume other members here...
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Programming for Containment/Delegation

Recall that code reuse comes in two flavors. You have just explored the classical is-a relationship. Before
you examine the third pillar of OOP (polymorphism), let s examine the has-a relationship (also known
as the containment/delegation model or aggregation). Assume you have created a new class that models an
employee benefits package, as follows:

// This new type will function as a contained class.
class BenefitPackage
{

// Assume we have other members that represent

// dental/health benefits, and so on.

public double ComputePayDeduction()

{

return 125.0;

}

}

Obviously, it would be rather odd to establish an is-a relationship between the BenefitPackage class
and the employee types. (Employee is-a BenefitPackage? | don tthink so.) However, it should be clear
that some sort of relationship between the two could be established. In short, you would like to express the
idea that each employee has-a BenefitPackage. To do so, you can update the Employee class definition as
follows:

// Employees now have benefits.
partial class Employee
{
// Contain a BenefitPackage object.
protected BenefitPackage empBenefits = new BenefitPackage();

At this point, you have successfully contained another object. However, exposing the functionality of
the contained object to the outside world requires delegation. Delegation is simply the act of adding public
members to the containing class that use the contained object s functionality.

For example, you could update the Employee class to expose the contained empBenefits object
using a custom property, as well as make use of its functionality internally using a new method named
GetBenefitCost().

partial class Employee

{
// Contain a BenefitPackage object.

protected BenefitPackage empBenefits = new BenefitPackage();
// Expose certain benefit behaviors of object.

public double GetBenefitCost()
{ return empBenefits.ComputePayDeduction(); }
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// Expose object through a custom property.
public BenefitPackage Benefits
{

get { return empBenefits; }

set { empBenefits = value; }

}

In the following updated Main() method, notice how you can interact with the internal
BenefitsPackage type defined by the Employee type:

static void Main(string[] args)

{

Console.WriteLine("***** The Employee Class Hierarchy *****\n");

Manager chucky = new Manager(*'Chucky", 50, 92, 100000, "333-23-2322", 9000);
double cost = chucky.GetBenefitCost();
Console.ReadLine();

¥

Understanding Nested Type Definitions

Chapter 5 briefly mentioned the concept of nested types, which isa spin on the has-a relationship you
have just examined. In C# (as well as other .NET languages), it is possible to define a type (enum, class,
interface, struct, or delegate) directly within the scope of a class or structure. When you have done so, the
nested (or inner ) type is considered a member of the nesting (or outer ) class and in the eyes of the
runtime can be manipulated like any other member (fields, properties, methods, and events). The syntax
used to nest a type is quite straightforward.

public class OuterClass

{
// A public nested type can be used by anybody.
public class PubliclnnerClass {}

// A private nested type can only be used by members
// of the containing class.
private class PrivatelnnerClass {}

¥

Although the syntax is fairly clear, understanding why you would want to do this might not be readily
apparent. To understand this technique, ponder the following traits of nesting a type:

Nested types allow you to gain complete control over the access level of the inner
type because they may be declared privately (recall that non-nested classes cannot
be declared using the private keyword).

Because a nested type is a member of the containing class, it can access private
members of the containing class.

Often, a nested type is useful only as a helper for the outer class and is not intended
for use by the outside world.
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public double ComputePayDeduction()
{

}
}

return 125.0;

Because of the nesting relationships, note how you are required to make use of this enumeration:

static void Main(string[] args)
{

// Define my benefit level.
Employee.BenefitPackage.BenefitPackageLevel myBenefitLevel =

Employee.BenefitPackage.BenefitPackageLevel .Platinum;
Console.ReadLine();

}

Excellent! At this point, you have been exposed to a number of keywords (and concepts) that allow you
to build hierarchies of related types via classical inheritance, containment, and nested types. If the details
aren t crystal clear right now, don t sweat it. You will be building a number of additional hierarchies over the
remainder of this book. Next up, let s examine the final pillar of OOP: polymorphism.

The Third Pillar of OOP: C#’s Polymorphic Support

Recall that the Employee base class defined a method named GiveBonus(), which was originally
implemented as follows:

public partial class Employee

{
public void GiveBonus(float amount)
{
Pay += amount;
}
}

Because this method has been defined with the public keyword, you can now give bonuses to
salespeople and managers (as well as part-time salespeople).

static void Main(string[] args)

{

Console.WriteLine("***** The Employee Class Hierarchy *****\n");

// Give each employee a bonus?

Manager chucky = new Manager(**Chucky", 50, 92, 100000, "333-23-2322", 9000);
chucky .GiveBonus(300);

chucky.DisplayStats();

Console.WriteLine();
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SalesPerson fran = new SalesPerson(*'Fran™, 43, 93, 3000, "932-32-3232", 31);
fran.GiveBonus(200);
fran.DisplayStats();
Console.ReadLine();

The problem with the current design is that the publicly inherited GiveBonus() method operates
identically for all subclasses. Ideally, the bonus of a salesperson or part-time salesperson should take into
account the number of sales. Perhaps managers should gain additional stock options in conjunction with a
monetary bump in salary. Given this, you are suddenly faced with an interesting question: How can related
types respond differently to the same request? Again, glad you asked!

The virtual and override Keywords

Polymorphism provides a way for a subclass to define its own version of a method defined by its base class,
using the process termed method overriding. To retrofit your current design, you need to understand the
meaning of the virtual and override keywords. If a base class wants to define a method that may be

(but does not have to be) overridden by a subclass, it must mark the method with the virtual keyword.

partial class Employee

{

// This method can now be "overridden” by a derived class.
public virtual void GiveBonus(float amount)

{
}

Pay += amount;

Note  Methods that have been marked with the virtual keyword are (not surprisingly) termed virtual
methods.

When a subclass wants to change the implementation details of a virtual method, it does so using the
override keyword. For example, the SalesPerson and Manager could override GiveBonus() as follows
(assume that PTSalesPerson will not override GiveBonus() and, therefore, simply inherits the version
defined by SalesPerson):

class SalesPerson : Employee

{

// A salesperson®s bonus is influenced by the number of sales.
public override void GiveBonus(float amount)
{
int salesBonus = 0;
it (SalesNumber >= 0 && SalesNumber <= 100)
salesBonus = 10;
else
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static void Main(string[] args)
{

Console.WriteLine("***** The Employee Class Hierarchy *****\n");

// A better bonus system!

Manager chucky = new Manager(*‘Chucky", 50, 92, 100000, "333-23-2322", 9000);
chucky .GiveBonus(300);

chucky.DisplayStats();

Console.WriteLine();

SalesPerson fran = new SalesPerson(*'Fran", 43, 93, 3000, "932-32-3232", 31);
fran.GiveBonus(200);
fran.DisplayStats();
Console.ReadLine();

The following output shows a possible test run of your application thus far:

**ssx% The Employee Class Hierarchy ****=*

Name: Chucky

ID: 92

Age: 50

Pay: 100300

SSN: 333-23-2322

Number of Stock Options: 9337

Name: Fran

ID: 93

Age: 43

Pay: 5000

SSN: 932-32-3232
Number of Sales: 31

Overriding Virtual Members Using the Visual Studio IDE

As you might have already noticed, when you are overriding a member, you must recall the type of every
parameter notto mention the method name and parameter passing conventions (ref, out, and params).
Visual Studio has a helpful feature that you can make use of when overriding a virtual member. If you type
the word override within the scope of a class type (then hit the spacebar), IntelliSense will automatically
display a list of all the overridable members defined in your parent classes, as you see in Figure 6-5.
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SalesPerson.cs™ + X EOIEad: T v
[c#] Employees -I%Employees.SalesPerso -I@ SalesPerson(string full ~
-Inamespace Employees +
{ -
// Salespeople need to know their number of sales.
- class SalesPerson : Employee
{
+ [constructors\
.pu_biichéi.nt SalesNumber { get; set; }
@ "
override |
- 1 @ Equals(object obj)
L} (&M GetHashCode()
@ ToString()
v
98 % - 4 >

Figure 6-5. Quickly viewing overridable methods a la Visual Studio

When you select a member and hit the Enter key, the IDE responds by automatically filling in the
method stub on your behalf. Note that you also receive a code statement that calls your parent s version
of the virtual member (you are free to delete this line if it is not required). For example, if you used this
technique when overriding the DisplayStats() method, you might find the following autogenerated code:

public override void DisplayStats()

{
base.DisplayStats();

}
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Sealing Virtual Members

Recall that the sealed keyword can be applied to a class type to prevent other types from extending its
behavior via inheritance. As you might remember, you sealed PTSalesPerson because you assumed it made
no sense for other developers to extend this line of inheritance any further.

On arelated note, sometimes you might not want to seal an entire class but simply want to prevent
derived types from overriding particular virtual methods. For example, assume you do not want part-time
salespeople to obtain customized bonuses. To prevent the PTSalesPerson class from overriding the virtual
GiveBonus() method, you could effectively seal this method in the SalesPerson class as follows:

// SalesPerson has sealed the GiveBonus() method!
class SalesPerson : Employee

{

public override sealed void GiveBonus(float amount)

{

L
}

Here, SalesPerson has indeed overridden the virtual GiveBonus() method defined in the Employee
class; however, it has explicitly marked it as sealed. Thus, if you attempted to override this method in the
PTSalesPerson class, you would receive compile-time errors, as shown in the following code:

sealed class PTSalesPerson : SalesPerson
{
public PTSalesPerson(string fullName, int age, int emplD,
float currPay, string ssn, int numbOfSales)
:base (fullName, age, emplD, currPay, ssn, numbOfSales)
{
}

// Compiler error! Can"t override this method
// in the PTSalesPerson class, as it was sealed.
public override void GiveBonus(float amount)
{
}

}

Understanding Abstract Classes

Currently, the Employee base class has been designed to supply various data members for its descendants,
as well as supply two virtual methods (GiveBonus() and DisplayStats()) that may be overridden by a given
descendant. While this is all well and good, there is a rather odd byproduct of the current design; you can
directly create instances of the Employee base class.

// What exactly does this mean?
Employee X = new Employee();
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Figure 6-6. The Employee hierarchy
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Source Code You can find the Employees project in the Chapter 6 subdirectory.

Understanding the Polymorphic Interface

When a class has been defined as an abstract base class (via the abstract keyword), it may define any
number of abstract members. Abstract members can be used whenever you want to define a member that
does not supply a default implementation but must be accounted for by each derived class. By doing so, you
enforce a polymorphic interface on each descendant, leaving them to contend with the task of providing the
details behind your abstract methods.

Simply put, an abstract base class s polymorphic interface simply refers to its set of virtual and abstract
methods. This is much more interesting than first meets the eye because this trait of OOP allows you to build
easily extendable and flexible software applications. To illustrate, you will be implementing (and slightly
modifying) the hierarchy of shapes briefly examined in Chapter 5 during the overview of the pillars of OOP.
To begin, create a new C# Console Application project named Shapes.

In Figure 6-7, notice that the Hexagon and Circle types each extend the Shape base class. Like any base
class, Shape defines a number of members (a PetName property and Draw() method, in this case) that are
common to all descendants.

i{_',-shapc IS i

i Abstract Class

= Properties
S PetName :[3

| & Methods

® Draw

@ Shape (+ 1 overload)

- ) =
Circle ¥ Hexagon ¥
Class Class
= Shape = Shape

5|5 - -
Ve =
ThreeDCircle ¥
Class
= Circle
A

Figure 6-7. The shapes hierarchy
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Understanding Member Shadowing

C# provides a facility that is the logical opposite of method overriding, termed shadowing. Formally
speaking, if a derived class defines a member that is identical to a member defined in a base class, the
derived class has shadowed the parent s version. In the real world, the possibility of this occurring is the
greatest when you are subclassing from a class you (or your team) did not create yourself (such as when you
purchase a third-party .NET software package).

For the sake of illustration, assume you receive a class named ThreeDCircle from a co-worker (or
classmate) that defines a subroutine named Draw() taking no arguments.

class ThreeDCircle

public void Draw()
{
Console.WriteLine("Drawing a 3D Circle™);
}
}

You figure thata ThreeDCircle is-a Circle, soyou derive from your existing Circle type.

class ThreeDCircle : Circle
{
public void Draw()
{
Console.WriteLine("Drawing a 3D Circle™);
}
}

After you recompile, you find the following warning:

"ThreeDCircle.Draw()" hides inherited member "Circle.Draw()". To make the current member
override that implementation, add the override keyword. Otherwise add the new keyword.

The problem is that you have a derived class (ThreeDCircle) that contains a method that is identical
to an inherited method. To address this issue, you have a few options. You could simply update the parent s
version of Draw() using the override keyword (as suggested by the compiler). With this approach, the
ThreeDCircle type is able to extend the parent s default behavior as required. However, if you don t have
access to the code defining the base class (again, as would be the case in many third- party libraries), you
would be unable to modify the Draw() method as a virtual member, as you don t have access to the code file!
As an alternative, you can include the new keyword to the offending Draw() member of the derived
type (ThreeDCircle, in this example). Doing so explicitly states that the derived type s implementation is
intentionally designed to effectively ignore the parent s version (again, in the real world, this can be helpful if
external .NET software somehow conflicts with your current software).

// This class extends Circle and hides the inherited Draw() method.
class ThreeDCircle : Circle

{
// Hide any Draw() implementation above me.
public new void Draw()
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{
Console.WriteLine("Drawing a 3D Circle™);
}
}

You can also apply the new keyword to any member type inherited from a base class (field, constant,
static member, or property). As a further example, assume that ThreeDCircle wants to hide the inherited
PetName property.

class ThreeDCircle : Circle

{
// Hide the PetName property above me.
public new string PetName { get; set; }

// Hide any Draw() implementation above me.
public new void Draw()
{
Console.WriteLine("Drawing a 3D Circle"™);
}
}

Finally, be aware that it is still possible to trigger the base class implementation of a shadowed member
using an explicit cast, as described in the next section. The following code shows an example:

static void Main(string[] args)
{

// This calls the Draw() method of the ThreeDCircle.
ThreeDCircle o = new ThreeDCircle();
o.Draw();

// This calls the Draw() method of the parent!
((Circle)o).braw();
Console.ReadLine();

}

Source Code You can find the Shapes project in the Chapter 6 subdirectory.

Understanding Base Class/Derived Class Casting Rules

Now that you can build a family of related class types, you need to learn the rules of class casting operations.
To do so, let s return to the Employees hierarchy created earlier in this chapter and add some new methods
to the Progranm class (if you are following along, open the Employees project in Visual Studio). As described
later in this chapter, the ultimate base class in the system is System.Object. Therefore, everything is-an
Object and can be treated as such. Given this fact, it is legal to store an instance of any type within an object
variable.
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// A PTSalesPerson "is-a" SalesPerson.
SalesPerson jill = new PTSalesPerson(Jill", 834, 3002, 100000, *"111-12-1119", 90);
GivePromotion(jill);

}

The previous code compiles given the implicit cast from the base class type (Employee) to the derived
type. However, what if you also wanted to promote Frank Zappa (currently stored in a general System.
Object reference)? If you pass the frank object directly into this method, you will find a compiler error as
follows:

object frank = new Manager(“Frank Zappa", 9, 3000, 40000, "111-11-1111", 5);
// Error!
GivePromotion(frank);

The problem is that you are attempting to pass in a variable that is not declared as an Employee but
amore general System.Object. Given that object is higher up the inheritance chain than Employee, the
compiler will not allow for an implicit cast, in an effort to keep your code as type-safe as possible.

Even though you can figure out that the object reference is pointing to an Employee-compatible class
in memory, the compiler cannot, as that will not be known until runtime. You can satisfy the compiler by
performing an explicit cast. This is the second law of casting: you can, in such cases, explicitly downcast
using the C# casting operator. The basic template to follow when performing an explicit cast looks
something like the following:

(ClasslWantToCastTo)referencelHave
Thus, to pass the object variable into the GivePromotion() method, you could author the following code:
// 0OK!

GivePromotion((Manager)frank);

The C# as Keyword

Be aware that explicit casting is evaluated at runtime, not compile time. For the sake of argument, assume
your Employees project had a copy of the Hexagon class created earlier in this chapter. For simplicity, you
could add the following class to the current project:

class Hexagon

{
}

public void Draw() { Console.WriteLine("'Drawing a hexagon!™); }
Although casting the employee object to a shape object makes absolutely no sense, code such as the
following could compile without error:
// Ack! You can"t cast frank to a Hexagon, but this compiles fine!

object frank = new Manager();
Hexagon hex = (Hexagon)frank;
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The C# is Keyword (Updated)

In addition to the as keyword, the C# language provides the is keyword to determine whether two items are
compatible. Unlike the as keyword, however, the is keyword returns false, rather than a null reference, if
the types are incompatible. Currently, the GivePromotion() method has been designed to take any possible
type derived from Employee. Consider the following update, which now checks to see exactly which type of
employee you have been passed:

static void GivePromotion(Employee emp)

{
Console.WriteLine(""{0} was promoted!", emp.Name);
if (emp is SalesPerson)
{
Console.WriteLine("{0} made {1} sale(s)!", emp.Name,
((SalesPerson)emp) .SalesNumber) ;
Console.WriteLine();
}
if (emp is Manager)
{
Console.WriteLine("{0} had {1} stock options...", emp.Name,
((Manager)emp) .StockOptions);
Console.WriteLine();
}
}

Here, you are performing a runtime check to determine what the incoming base class reference is
actually pointing to in memory. After you determine whether you received a SalesPerson or Manager type,
you are able to perform an explicit cast to gain access to the specialized members of the class. Also notice
that you are not required to wrap your casting operations within a try/catch construct, as you know that the
cast is safe if you enter either if scope, given your conditional check.

New in C# 7, the is keyword can also assign the converted type to a variable if the cast works. This cleans
up the preceding method by preventing the double-cast problem. In the preceding example, the first cast
is done when checking to see whether the type matches, and if it does, then the variable has to be cast again.
Consider this update to the preceding method:

static void GivePromotion(Employee emp)
{
Console.WriteLine("'{0} was promoted!", emp.Name);
//Check if is SalesPerson, assign to variable s
if (emp is SalesPerson s)
{
Console.WriteLine("{0} made {1} sale(s)!", emp.Name, s.SalesNumber);
Console.WriteLine();
}
//Check if is Manager, if it is, assign to variable m
if (emp is Manager m)
{
Console.WriteLine("{0} had {1} stock options...", emp.Name, m.StockOptions);
Console.WriteLine();
}
}
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Discards with the is Keyword (New)

The is keyword can also be used in conjunction with the new discard variable placeholder. If you want to
create a catchall in your i f or switch statement, you can do so as follows:

if (obj is var )
{
//do something

}

This will match everything, so be careful about the order in which you use the comparer with the
discard.

Pattern Matching Revisited (New)

Chapter 3 introduced the C# 7 feature of pattern matching. Now that you have a firm understanding of
casting, it s time for a better example. The preceding example can now be cleanly updated to use a pattern
matching switch statement, as follows:

static void GivePromotion(Employee emp)
{
Console.WriteLine("{0} was promoted!", emp.Name);
switch (emp)
{
case SalesPerson s:
Console.WriteLine("'{0} made {1} sale(s)!", emp.Name, s.SalesNumber);
break;
case Manager m:
Console.WriteLine("{0} had {1} stock options...", emp.Name, m.StockOptions);
break;
}

Console.WriteLine();

}

When adding a when clause to the case statement, the full definition of the object as it is cast is available
for use. For example, the SalesNumber property exists only on the SalesPerson class, and not the Employee
class. If the cast in the first case statement succeeds, the variable s will hold an instance of a SalesPerson
class, so the case statement could be updated to the following:

case SalesPerson s when s.SalesNumber > 5:

These new additions to the is and switch statements provide nice improvements that help reduce the
amount of code to perform matching, as the previous examples demonstrated.
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Discards with switch Statements (New)

Discards can also be used in switch statements, as shown in the following code:
switch (emp)

case SalesPerson s when s.SalesNumber > 5:
Console.WriteLine("{0} made {1} sale(s)!", emp.Name, s.SalesNumber);
break;
case Manager m:
Console.WriteLine("{0} had {1} stock options...", emp.Name, m.StockOptions);
break;
case Intern :
//lgnore interns
break;
case null:
//Do something when null
break;

The Master Parent Class: System.Object

To wrap up this chapter, | d like to examine the details of the master parent class in the .NET platform:
Object. As you were reading the previous section, you might have noticed that the base classes in your
hierarchies (Car, Shape, Employee) never explicitly specify their parent classes.

// Who is the parent of Car?
class Car

{---}

In the .NET universe, every type ultimately derives from a base class named System.Object, which can
be represented by the C# object keyword (lowercase 0). The Object class defines a set of common members
for every type in the framework. In fact, when you do build a class that does not explicitly define its parent,
the compiler automatically derives your type from Object. If you want to be clear in your intentions, you are
free to define classes that derive from Object as follows (however, again, there is no need to do so):

// Here we are explicitly deriving from System.Object.
class Car : object

{---}

Like any class, System.Object defines a set of members. In the following formal C# definition, note
that some of these items are declared virtual, which specifies that a given member may be overridden by a
subclass, while others are marked with static (and are therefore called at the class level):

public class Object

{
// Virtual members.
public virtual bool Equals(object obj);
protected virtual void Finalize();
public virtual int GetHashCode();
public virtual string ToString();
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// Instance-level, nonvirtual members.

public Type GetType();

protected object MemberwiseClone();

// Static members.

public static bool Equals(object objA, object objB);
public static bool ReferenceEquals(object objA, object objB);

Table 6-1 offers a rundown of the functionality provided by some of the methods you re most likely

to use.

Table 6-1. Core Members of System.Object

Instance Method of Object Class

Meaning in Life

Equals()

Finalize()

GetHashCode()
ToString()

GetType()

MemberwiseClone()

By default, this method returns true only if the items being
compared refer to the same item in memory. Thus, Equals() is used
to compare object references, not the state of the object. Typically,
this method is overridden to return true only if the objects being
compared have the same internal state values (that is, value-based
semantics).

Be aware that if you override Equals(), you should also override
GetHashCode(), as these methods are used internally by Hashtable
types to retrieve subobjects from the container.

Also recall from Chapter 4 that the ValueType class overrides
this method for all structures, so they work with value-based
comparisons.

For the time being, you can understand this method (when
overridden) is called to free any allocated resources before the
object is destroyed. | talk more about the CLR garbage collection
services in Chapter 9.

This method returns an int that identifies a specific object instance.

This method returns a string representation of this object, using

the <namespace>.<type name> format (termed the fully qualified
name). This method will often be overridden by a subclass to return
a tokenized string of name/value pairs that represent the object s
internal state, rather than its fully qualified name.

This method returns a Type object that fully describes the object
you are currently referencing. In short, this is a Runtime Type
Identification (RTTI) method available to all objects (discussed in
greater detail in Chapter 15).

This method exists to return a member-by-member copy of the
current object, which is often used when cloning an object
(see Chapter 8).
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assigning this variable to reference p1. Therefore, pl and p2 are both pointing to the same object in memory,
as is the variable o (of type object, which was thrown in for good measure). Given that p1, p2, and o all point
to the same memory location, the equality test succeeds.

Although the canned behavior of System.Object can fit the bill in a number of cases, it is quite common
for your custom types to override some of these inherited methods. To illustrate, update the Person class to
support some properties representing an individual s first name, last name, and age, each of which can be
set by a custom constructor.

// Remember! Person extends Object.
class Person

{
public string FirstName { get; set; } = "";

public string LastName { get; set; } = "";
public int Age { get; set; }

public Person(string fName, string IName, int personAge)
{
FirstName = fName;
LastName = IName;
Age = personAge;
}
public Person(Q{}

}

Overriding System.Object.ToString()

Many classes (and structures) that you create can benefit from overriding ToString() in order to return a
string textual representation of the type s current state. This can be quite helpful for purposes of debugging
(among other reasons). How you choose to construct this string is a matter of personal choice; however, a
recommended approach is to separate each name-value pair with semicolons and wrap the entire string
within square brackets (many types in the .NET base class libraries follow this approach). Consider the
following overridden ToString() for your Person class:

public override string ToString() => $"[First Name: {FirstName}; Last Name: {LastName};
Age: {Age}]";

This implementation of ToString() is quite straightforward, given that the Person class has only three
pieces of state data. However, always remember that a proper ToString() override should also account for
any data defined up the chain of inheritance.

When you override ToString() for a class extending a custom base class, the first order of business is to
obtain the ToString() value from your parent using the base keyword. After you have obtained your parent s
string data, you can append the derived class s custom information.

Overriding System.Object.Equals()

Let s also override the behavior of Object.Equals() to work with value-based semantics. Recall that by
default, Equals() returns true only if the two objects being compared reference the same object instance in
memory. For the Person class, it may be helpful to implement Equals() to return true if the two variables
being compared contain the same state values (e.g., first name, last name, and age).
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First, notice that the incoming argument of the Equals() method is a general System.Object. Given
this, your first order of business is to ensure the caller has indeed passed in a Person object and, as an extra
safeguard, to make sure the incoming parameter is not a nul I reference.

After you have established the caller has passed you an allocated Person, one approach to implement
Equals() is to perform a field-by-field comparison against the data of the incoming object to the data of the
current object.

public override bool Equals(object obj)

{
if (obj is Person && obj != null)
{
Person temp;
temp = (Person)obj;
it (temp.FirstName == this.FirstName
&& temp.LastName == this.LastName
&& temp.Age == this.Age)
{
return true;
}
else
{
return false;
}
}
return false;
}

Here, you are examining the values of the incoming object against the values of your internal values
(note the use of the this keyword). If the name and age of each are identical, you have two objects with the
same state data and, therefore, return true. Any other possibility results in returning false.

While this approach does indeed work, you can certainly imagine how labor intensive it would be to
implement a custom Equals() method for nontrivial types that may contain dozens of data fields. One
common shortcut is to leverage your own implementation of ToString(). If a class has a prim-and-proper
implementation of ToString() that accounts for all field data up the chain of inheritance, you can simply
perform a comparison of the object s string data (checking for null).

// No need to cast "obj" to a Person anymore,
// as everything has a ToString() method.
public override bool Equals(object obj) => obj?.ToString() == ToString();

Notice in this case that you no longer need to check whether the incoming argument is of the correct
type (a Person, in this example), as everything in .NET supports a ToString() method. Even better, you
no longer need to perform a property-by-property equality check, as you are not simply testing the value
returned from ToString().

Overriding System.Object.GetHashCode()

When a class overrides the Equal s() method, you should also override the default implementation of
GetHashCode(). Simply put, a hash code is a numerical value that represents an object as a particular state. For
example, if you create two string variables that hold the value Hel 1o, you would obtain the same hash code.
However, if one of the string objects were in all lowercase (hel 10), you would obtain different hash codes.
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By default, System.Object.GetHashCode() uses your object s current location in memory to yield the
hash value. However, if you are building a custom type that you intend to store in a Hashtable type (within
the System.Col lections namespace), you should always override this member, as the Hashtable will be
internally invoking Equals() and GetHashCode() to retrieve the correct object.

Note  To be more specific, the System.Col lections.Hashtable class calls GetHashCode() internally to
gain a general idea where the object is located, but a subsequent (internal) call to Equals() determines the
exact match.

Although you are not going to place your Person into a System.Col lections.Hashtable, for completion
let s override GetHashCode(). There are many algorithms that can be used to create a hash code some
fancy, others not so fancy. Most of the time, you are able to generate a hash code value by leveraging the
System.String s GetHashCode() implementation.

Given that the String class already has a solid hash code algorithm that is using the character data
of the String to compute a hash value, if you can identify a piece of field data on your class that should be
unique for all instances (such as a Social Security number), simply call GetHashCode () on that point of field
data. Thus, if the Person class defined an SSN property, you could author the following code:

// Assume we have an SSN property as so.
class Person

{
public string SSN {get; set;} = "";

// Return a hash code based on a point of unique string data.
public override int GetHashCode() => SSN.GetHashCode();

}

If you cannot find a single point of unique string data but you have overridden ToString(), call
GetHashCode() on your own string representation.

// Return a hash code based on the person®s ToString() value.
public override int GetHashCode() => ToString().GetHashCode();

Testing Your Modified Person Class

Now that you have overridden the virtual members of Object, update Main() to test your updates.

static void Main(string[] args)
{

Console.WriteLine(""***** Fun with System.Object *****\n');

// NOTE: We want these to be identical to test
// the Equals() and GetHashCode() methods.

Person pl = new Person(*'Homer", "Simpson”, 50);
Person p2 = new Person(*'Homer™, "Simpson™, 50);
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// Get stringified version of objects.
Console.WriteLine("pl.ToString() = {0}", pl.ToString());
Console.WriteLine("p2.ToString() = {0}", p2.ToString());

// Test overridden Equals().
Console.WriteLine("pl = p2?: {0}", pl.Equals(p2));

// Test hash codes.
Console.WriteLine("'Same hash codes?: {0}", pl.GetHashCode() == p2.GetHashCode());
Console.WriteLine();

// Change age of p2 and test again.

p2.Age = 45;

Console.WriteLine("pl.ToString() = {0}", pl.ToString());
Console.WriteLine("p2.ToString() = {0}", p2.ToString());

Console.WriteLine("pl = p2?: {0}", pl.Equals(p2));

Console.WriteLine("'Same hash codes?: {0}", pl.GetHashCode() == p2.GetHashCode());
Console.ReadLine();

The output is shown here:

*HHEF* Fun with System.Object *****

pl.ToString() = [First Name: Homer; Last Name: Simpson; Age: 50]
p2.ToString() = [First Name: Homer; Last Name: Simpson; Age: 50]
pl = p2?: True

Same hash codes?: True

pl.ToString() = [First Name: Homer; Last Name: Simpson; Age: 50]
p2.ToString() = [First Name: Homer; Last Name: Simpson; Age: 45]
pl = p2?: False

Same hash codes?: False

The Static Members of System.Object

In addition to the instance-level members you have just examined, System.0Object does define two (very
helpful) static members that also test for value-based or reference-based equality. Consider the following
code:

static void StaticMembersOfObject()
{
// Static members of System.Object.
Person p3 = new Person('Sally", "Jones", 4);
Person p4 = new Person('Sally", "Jones", 4);
Console.WriteLine("P3 and P4 have same state: {0}", object.Equals(p3, p4));
Console.WriteLine("P3 and P4 are pointing to same object: {0}",
object.ReferenceEquals(p3, p4));
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Here, you are able to simply send in two objects (of any type) and allow the System.Object class to
determine the details automatically.

Source Code You can find the ObjectOverrides project in the Chapter 6 subdirectory.

Summary

This chapter explored the role and details of inheritance and polymorphism. Over these pages you were
introduced to numerous new keywords and tokens to support each of these techniques. For example, recall
that the colon token is used to establish the parent class of a given type. Parent types are able to define any
number of virtual and/or abstract members to establish a polymorphic interface. Derived types override
such members using the override keyword.

In addition to building numerous class hierarchies, this chapter also examined how to explicitly cast
between base and derived types and wrapped up by diving into the details of the cosmic parent class in the
.NET base class libraries: System.Object.
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CHAPTER 7

Understanding Structured
Exception Handling

In this chapter, you will learn how to handle runtime anomalies in your C# code through the use of
structured exception handlingNot only will you examine the C# keywords that allow you to handle such
matters (try , catch, throw, finally , whern), but you will also come to understand the distinction between
application-level and system-level exceptions, as well as the role of tBgstem.Exception base class.

This discussion will lead into the topic of building custom exceptions and, finally, to a quick look at some
exception-centric debugging tools of Visual Studio.

Ode to Errors, Bugs, and Exceptions

Despite what our (sometimes inflated) egos may tell us, no programmer is perfect. Writing software is a
complex undertaking, and given this complexity, it is quite common for even the best software to ship

with various problems Sometimes the problem is caused by bad code (such as overflowing the bounds

of an array). Other times, a problem is caused by bogus user input that has not been accounted for in the
application’s codebase (e.g., a phone number input field assigned to the valGaucky. Now, regardless of

the cause of the problem, the end result is that the application does not work as expected. To help frame the
upcoming discussion of structured exception handling, allow me to provide definitions for three commonly
used anomaly-centric terms.

Bugs These are, simply put, errors made by the programmer. For example, suppose
you are programming with unmanaged C++. If you fail to delete dynamically
allocated memory, resulting in a memory leak, you have a bug.

User errors User errors, on the other hand, are typically caused by the individual
running your application, rather than by those who created it. For example, an end
user who enters a malformed string into a text box could very well generate an error
if you fail to handle this faulty input in your codebase.

Exceptions Exceptions are typically regarded as runtime anomalies that are difficult,
if not impossible, to account for while programming your application. Possible
exceptions include attempting to connect to a database that no longer exists,
opening a corrupted XML file, or trying to contact a machine that is currently offline.
In each of these cases, the programmer (or end user) has little control over these
“exceptional” circumstances.
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Given these definitions, it should be clear that .NET structured exception handling is a technique
for dealing with runtime exceptions. However, even for the bugs and user errors that have escaped your
view, the CLR will often generate a corresponding exception that identifies the problem at hand. By way
of a few examples, the .NET base class libraries define numerous exceptions, such as FormatException,
IndexOutOfRangeException, FileNotFoundException, ArgumentOutOfRangeException, and so forth.
Within the .NET nomenclature, an exception accounts for bugs, bogus user input, and runtime errors,
even though programmers may view each of these as a distinct issue. However, before | get too far ahead of
myself, let s formalize the role of structured exception handling and check out how it differs from traditional
error-handling techniques.

Note To make the code examples used in this book as clean as possible, | will not catch every possible
exception that may be thrown by a given method in the base class libraries. In your production-level projects,
you should, of course, make liberal use of the techniques presented in this chapter.

The Role of .NET Exception Handling

Prior to .NET, error handling under the Windows operating system was a confused mishmash of techniques.
Many programmers rolled their own error-handling logic within the context of a given application. For
example, a development team could define a set of numerical constants that represented known error
conditions and make use of them as method return values. By way of an example, consider the following
partial C code:

/* A very C-style error trapping mechanism. */
#define E_FILENOTFOUND 1000

int UseFileSystem()

{
// Assume something happens in this function
// that causes the following return value.
return E_FILENOTFOUND;

}

void main()
{
int retval = UseFileSystem();
if(retval == E_FILENOTFOUND)
printf("Cannot find file...");

This approach is less than ideal, given that the constant E_FILENOTFOUND is little more than a numerical
value and is far from being a helpful agent regarding how to deal with the problem. Ideally, you would like to
wrap the error s name, a descriptive message, and other helpful information about this error condition into a
single, well-defined package (which is exactly what happens under structured exception handling). In addition
to a developer s ad hoc techniques, the Windows API defines hundreds of error codes that come by way of
#defines, HRESULTSs, and far too many variations on the simple Boolean (bool, BOOL, VARIANT_BOOL, and so on).

The obvious problem with these older techniques is the tremendous lack of symmetry. Each approach
is more or less tailored to a given technology, a given language, and perhaps even a given project. To
put an end to this madness, the .NET platform provides a standard technique to send and trap runtime
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errors: structured exception handling. The beauty of this approach is that developers now have a unified
approach to error handling, which is common to all languages targeting the .NET platform. Therefore, the
way in which a C# programmer handles errors is syntactically similar to that of a VB programmer, or a C++
programmer using C++/CLI.

As an added bonus, the syntax used to throw and catch exceptions across assemblies and machine
boundaries is identical. For example, if you use C# to build a Windows Communication Foundation (WCF)
service, you can throw a SOAP fault to a remote caller, using the same keywords that allow you to throw an
exception between methods in the same application.

Another bonus of .NET exceptions is that rather than receiving a cryptic numerical value, exceptions
are objects that contain a human-readable description of the problem, as well as a detailed snapshot of
the call stack that triggered the exception in the first place. Furthermore, you are able to give the end user
help-link information that points the user to a URL that provides details about the error, as well as custom
programmer-defined data.

The Building Blocks of .NET Exception Handling
Programming with structured exception handling involves the use of four interrelated entities.
A class type that represents the details of the exception

A member that throws an instance of the exception class to the caller under the
correct circumstances

Ablock of code on the caller s side that invokes the exception-prone member

A block of code on the caller s side that will process (or catch) the exception, should
itoccur

The C# programming language offers five keywords (try, catch, throw, final ly, and when) that allow
you to throw and handle exceptions. The object that represents the problem at hand is a class extending
System.Exception (or a descendent thereof). Given this fact, let s check out the role of this exception-centric
base class.

The System.Exception Base Class

All exceptions ultimately derive from the System.Exception base class, which in turn derives from
System.Object. Here is the crux of this class (note that some of these members are virtual and may thus be
overridden by derived classes):

public class Exception : ISerializable, _Exception
{
// Public constructors
public Exception(string message, Exception innerException);
public Exception(string message);
public Exception();

// Methods

public virtual Exception GetBaseException();

public virtual void GetObjectData(Serializationinfo info,
StreamingContext context);
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// Properties

public virtual IDictionary Data { get; }
public virtual string HelpLink { get; set; }
public Exception InnerException { get; }
public virtual string Message { get; }
public virtual string Source { get; set; }
public virtual string StackTrace { get; }
public MethodBase TargetSite { get; }

As you can see, many of the properties defined by System_Exception are read-only in nature. This
is because derived types will typically supply default values for each property. For example, the default
message of the IndexOutOfRangeException type is Index was outside the bounds of the array.

Note The Exception class implements two .NET interfaces. Although you have yet to examine interfaces
(see Chapter 8), understand that the Exception interface allows a .NET exception to be processed by an
unmanaged codebase (such as a COM application), while the I1Serializable interface allows an exception
object to be persisted across boundaries (such as a machine boundary).

Table 7-1 describes the most important members of System.Exception.

Table 7-1. Core Members of the System.Exception Type

System.Exception Property Meaning in Life

Data

HelpLink

InnerException

Message
Source

StackTrace

TargetSite

This read-only property retrieves a collection of key-value pairs
(represented by an object implementing IDictionary) that provide
additional, programmer-defined information about the exception. By
default, this collection is empty.

This property gets or sets a URL to a help file or web site describing the error
in full detail.

This read-only property can be used to obtain information about the
previous exceptions that caused the current exception to occur. The
previous exceptions are recorded by passing them into the constructor of
the most current exception.

This read-only property returns the textual description of a given error. The
error message itself is set as a constructor parameter.

This property gets or sets the name of the assembly, or the object, that threw
the current exception.

This read-only property contains a string that identifies the sequence of
calls that triggered the exception. As you might guess, this property is useful
during debugging or if you want to dump the error to an external error log.

This read-only property returns a MethodBase object, which describes
numerous details about the method that threw the exception (invoking
ToString() will identify the method by name).
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The Simplest Possible Example

To illustrate the usefulness of structured exception handling, you need to create a class that will throw an
exception under the correct (or one might say exceptional) circumstances. Assume you have created a new C#
Console Application project (named SimpleException) that defines two class types (Car and Radio) associated
by the has-a relationship. The Radio type defines a single method that turns the radio s power on or off.

class Radio

{
public void TurnOn(bool on)
{
Console.WriteLine(on ? "Jamming..." : "Quiet time...");
}
}

In addition to leveraging the Radio class via containment/delegation, the Car class (shown next)
is defined in such a way that if the user accelerates a Car object beyond a predefined maximum speed
(specified using a constant member variable named MaxSpeed), its engine explodes, rendering the Car
unusable (captured by a private bool member variable named carlsDead).

Beyond these points, the Car type has a few properties to represent the current speed and a user
supplied petname, as well as various constructors to set the state of a new Car object. Here is the complete
definition (with code comments):

class Car

{

// Constant for maximum speed.
public const int MaxSpeed = 100;

// Car properties.
public int CurrentSpeed {get; set;} = 0;
public string PetName {get; set;} = "";

// s the car still operational?
private bool carlsDead;

// A car has-a radio.
private Radio theMusicBox = new Radio();

// Constructors.

public Car() {}
public Car(string name, int speed)

{

CurrentSpeed = speed;
PetName = name;

}

public void CrankTunes(bool state)

{

// Delegate request to inner object.
theMusicBox.TurnOn(state);

}
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Throwing a General Exception (Updated)

Now that you have a functional Car class, | Il demonstrate the simplest way to throw an exception.
The current implementation of Accelerate() simply displays an error message if the caller attempts to
speed up the Car beyond its upper limit.

To retrofit this method to throw an exception if the user attempts to speed up the automobile after it
has met its maker, you want to create and configure a new instance of the System.Exception class, setting
the value of the read-only Message property via the class constructor. When you want to send the exception
object back to the caller, use the C# throw keyword. Here is the relevant code update to the Accelerate()
method:

// This time, throw an exception if the user speeds up beyond MaxSpeed.
public void Accelerate(int delta)

{
if (carlsDead)
Console.WriteLine("{0} is out of order...", PetName);
else
{
CurrentSpeed += delta;
if (CurrentSpeed >= MaxSpeed)
{
carlsDead = true;
CurrentSpeed = 0;
// Use the "throw" keyword to raise an exception.
throw new Exception($"{PetName} has overheated!");
}
else
Console.WriteLine(*'=> CurrentSpeed = {0}", CurrentSpeed);
}
}

Before examining how a caller would catch this exception, let s look at a few points of interest. First,
when you are throwing an exception, it is always up to you to decide exactly what constitutes the error
in question and when an exception should be thrown. Here, you are making the assumption that if the
program attempts to increase the speed of a Car object beyond the maximum, a System.Exception object
should be thrown to indicate the Accelerate() method cannot continue (which may or may not be a valid
assumption; this will be a judgment call on your part based on the application you are creating).

Alternatively, you could implement Accelerate() to recover automatically without needing to throw an
exception in the first place. By and large, exceptions should be thrown only when a more terminal condition
has been met (for example, not finding a necessary file, failing to connect to a database, and the like).
Deciding exactly what justifies throwing an exception is a design issue you must always contend with. For
the current purposes, assume that asking a doomed automobile to increase its speed is cause to throw an
exception.
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In any case, if you were to rerun the application at this point using the previous logic in Main(), the
exception will eventually be thrown. As shown in the following output, the result of not handling this error is
less than ideal, given you receive a verbose error dump followed by the program s termination:

***x% Simple Exception Example *****
=> Creating a car and stepping on it!
Jamming. - .
=> CurrentSpeed = 30

=> CurrentSpeed = 40
=> CurrentSpeed = 50
=> CurrentSpeed = 60

=> CurrentSpeed = 70
=> CurrentSpeed = 80
=> CurrentSpeed = 90

Unhandled Exception: System.Exception: Zippy has overheated!

at SimpleException.Car.Accelerate(Int32 delta) in C:\MyBooks\C# Book (7th ed)
\Code\Chapter_7\SimpleException\Car.cs:line 62

at SimpleException.Program.Main(String[] args) in C:\MyBooks\C# Book (7th ed)
\Code\Chapter_7\SimpleException\Program.cs:line 20
Press any key to continue . . .

Prior to C# 7, throw was a statement, which meant you could throw an exception only where statements
are allowed. With C# 7, throw is available as an expression as well and can be called anywhere expressions
are allowed.

Catching Exceptions

Note For those coming to .NET from a Java background, understand that type members are not prototyped
with the set of exceptions they may throw (in other words, .NET does not support checked exceptions). For
better or for worse, you are not required to handle every exception thrown from a given member.

Because the Accelerate() method now throws an exception, the caller needs to be ready to handle the
exception, should it occur. When you are invoking a method that may throw an exception, you make use of
a try/catch block. After you have caught the exception object, you are able to invoke the members of the
exception object to extract the details of the problem.

What you do with this data is largely up to you. You might want to log this information to a report file,
write the data to the Windows event log, e-mail a system administrator, or display the problem to the end
user. Here, you will simply dump the contents to the console window:

// Handle the thrown exception.

static void Main(string[] args)

{
Console.WriteLine(*"***** Simple Exception Example *****");
Console.WriteLine(*'=> Creating a car and stepping on it!l");
Car myCar = new Car(“Zippy", 20);
myCar .CrankTunes(true);
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Configuring the State of an Exception

Currently, the System.Exception object configured within the Accelerate() method simply establishes
avalue exposed to the Message property (via a constructor parameter). As shown previously in Table 7-1,
however, the Exception class also supplies a number of additional members (TargetSite, StackTrace,
HelpLink, and Data) that can be useful in further qualifying the nature of the problem. To spruce up the
current example, let s examine further details of these members on a case-by-case basis.

The TargetSite Property

The System.Exception.TargetSite property allows you to determine various details about the method
that threw a given exception. As shown in the previous Main() method, printing the value of TargetSite
will display the return type, name, and parameter types of the method that threw the exception. However,
TargetSite does not return just a vanilla-flavored string but rather a strongly typed System.Reflection.
MethodBase object. This type can be used to gather numerous details regarding the offending method, as
well as the class that defines the offending method. To illustrate, assume the previous catch logic has been
updated as follows:

static void Main(string[] args)
{

// TargetSite actually returns a MethodBase object.

catch(Exception e)

{
Console.WriteLine(""\n*** Errorl ***");
Console.WriteLine("Member name: {0}", e.TargetSite);
Console.WriteLine("'Class defining member: {0}",

e.TargetSite.DeclaringType);

Console.WriteLine("Member type: {0}", e.TargetSite.MemberType);
Console.WriteLine("Message: {0}", e.Message);
Console.WriteLine("Source: {0}", e.Source);

}

Console.WriteLine(""\n***** Qut of exception logic *****");

Console.ReadLine();

}

This time, you make use of the MethodBase .DeclaringType property to determine the fully qualified
name of the class that threw the error (SimpleException.Car, in this case) as well as the MemberType
property of the MethodBase object to identify the type of member (such as a property versus a method)
where this exception originated. In this case, the catch logic would display the following:

*kk Error—! *kk

Member name: Void Accelerate(Int32)

Class defining member: SimpleException.Car
Member type: Method

Message: Zippy has overheated!

Source: SimpleException
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The StackTrace Property

The System.Exception.StackTrace property allows you to identify the series of calls that resulted in the
exception. Be aware that you never set the value of StackTrace, as it is established automatically at the time
the exception is created. To illustrate, assume you have once again updated your catch logic.

catch(Exception e)

{

Console.WriteLine("Stack: {0}", e.StackTrace);
}

If you were to run the program, you would find the following stack trace is printed to the console
(your line numbers and file paths may differ, of course):

Stack: at SimpleException.Car.Accelerate(Int32 delta)
in c:\MyApps\SimpleException\car.cs:line 65 at SimpleException.Program.Main()
in c:\MyApps\SimpleException\Program.cs:line 21

The string returned from StackTrace documents the sequence of calls that resulted in the throwing
of this exception. Notice how the bottommost line number of this string identifies the first call in the
sequence, while the topmost line number identifies the exact location of the offending member. Clearly, this
information can be quite helpful during the debugging or logging of a given application, as you are able to
follow the flow of the error s origin.

The HelpLink Property

While the TargetSite and StackTrace properties allow programmers to gain an understanding of a given
exception, this information is of little use to the end user. As you have already seen, the System.Exception.
Message property can be used to obtain human-readable information that can be displayed to the current
user. In addition, the HelpLink property can be set to point the user to a specific URL or standard Windows
help file that contains more detailed information.

By default, the value managed by the HelpLink property is an empty string. If you want to fill this
property with a more interesting value, you need to do so before throwing the System.Exception object.
Here are the relevant updates to the Car.Accelerate() method:

public void Accelerate(int delta)
{
if (carlsDead)
Console.WriteLine("{0} is out of order...", PetName);
else
{
CurrentSpeed += delta;
if (CurrentSpeed >= MaxSpeed)
{
carlsDead = true;
CurrentSpeed = 0;
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// We need to call the HelpLink property, thus we need to
// create a local variable before throwing the Exception object.
Exception ex =
new Exception($"{PetName} has overheated!");
ex.HelpLink = "http://www.CarsRUs.com";
throw ex;
}
else
Console.WriteLine("'=> CurrentSpeed = {0}", CurrentSpeed);

The catch logic could now be updated to print this help link information as follows:

catch(Exception e)

{

Console.WriteLine("Help Link: {0}", e.HelpLink);
}

The Data Property

The Data property of System.Exception allows you to fill an exception object with relevant auxiliary
information (such as a timestamp). The Data property returns an object implementing an interface named
IDictionary, defined in the System.Col lections namespace. Chapter 8 examines the role of interface-
based programming, as well as the System.Col lections namespace. For the time being, just understand
that dictionary collections allow you to create a set of values that are retrieved using a specific key. Observe
the next update to the Car.Accelerate() method:

public void Accelerate(int delta)
{
if (carlsDead)
Console.WriteLine("{0} is out of order..."™, PetName);
else
{
CurrentSpeed += delta;
if (CurrentSpeed >= MaxSpeed)
{
carlsDead = true;
CurrentSpeed = 0;

// We need to call the HelpLink property, thus we need

// to create a local variable before throwing the Exception object.
Exception ex = new Exception($"{PetName} has overheated!");
ex.HelpLink = "http://ww.CarsRUs.com™;

// Stuff in custom data regarding the error.
ex.Data.Add("TimeStamp",$"The car exploded at {DateTime.Now}");
ex.Data.Add(""Cause™, "You have a lead foot.");

throw ex;
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The Data property is useful in that it allows you to pack in custom information regarding the error at
hand, without requiring the building of a new class type to extend the Exception base class. As helpful as
the Data property may be, however, it is still common for .NET developers to build strongly typed exception
classes, which handle custom data using strongly typed properties.

This approach allows the caller to catch a specific exception-derived type, rather than having to dig
into a data collection to obtain additional details. To understand how to do this, you need to examine the
distinction between system-level and application-level exceptions.

Source Code You can find the SimpleException project in the Chapter 7 subdirectory.

System-Level Exceptions (System.SystemException)

The .NET base class libraries define many classes that ultimately derive from System.Exception. For
example, the System namespace defines core exception objects such as ArgumentOutOfRangeException,
IndexOutOfRangeException, StackOverflowException, and so forth. Other namespaces define exceptions
that reflect the behavior of that namespace. For example, System.Drawing.Printing defines printing
exceptions, System. 10 defines input/output-based exceptions, System.Data defines database-centric
exceptions, and so forth.

Exceptions that are thrown by the .NET platform are (appropriately) called system exceptions. These
exceptions are generally regarded as nonrecoverable, fatal errors. System exceptions derive directly from a
base class named System. SystemException, which in turn derives from System.Exception (which derives
from System.Object).

public class SystemException : Exception
{

// Various constructors.

}

Given that the System.SystemException type does not add any additional functionality beyond a set
of custom constructors, you might wonder why SystemException exists in the first place. Simply put, when
an exception type derives from System.SystemException, you are able to determine that the .NET runtime
is the entity that has thrown the exception, rather than the codebase of the executing application. You can
verify this quite simply using the is keyword.

// True! NullReferenceException is-a SystemException.

Nul IReferenceException nullRefEx = new Nul IReferenceException();

Console.WriteLine("NullReferenceException is-a SystemException? : {0}",
nullRefEx is SystemException);

Application-Level Exceptions (System.ApplicationException)

Given that all .NET exceptions are class types, you are free to create your own application-specific exceptions.
However, because the System. SystemException base class represents exceptions thrown from the CLR, you
might naturally assume that you should derive your custom exceptions from the System.Exception type. You
could do this, but you could instead derive from the System.ApplicationException class.
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public class ApplicationException : Exception

{

// Various constructors.

}

Like SystemException, ApplicationException does not define any additional members beyond a set
of constructors. Functionally, the only purpose of System.ApplicationException is to identify the source
of the error. When you handle an exception deriving from System.ApplicationException, you can assume
the exception was raised by the codebase of the executing application, rather than by the .NET base class
libraries or .NET runtime engine.

Note In practice, few .NET developers build custom exceptions that extend ApplicationException.
Rather, it is more common to simply subclass System.Exception; however, either approach is technically valid.

Building Custom Exceptions, Take 1

While you can always throw instances of System.Exception to signal a runtime error (as shown in the

first example), it is sometimes advantageous to build a strongly typed exception that represents the unique
details of your current problem. For example, assume you want to build a custom exception (named
CarIsDeadException) to represent the error of speeding up a doomed automobile. The first step is to derive
anew class from System.Exception/System.ApplicationException (by convention, all exception classes
end with the Exception suffix; in fact, thisis a .NET best practice).

Note Asarule, all custom exception classes should be defined as public classes (recall that the default
access modifier of a non-nested type is internal). The reason is that exceptions are often passed outside of
assembly boundaries and should therefore be accessible to the calling codebase.

Create a new Console Application project named CustomException, and copy the previous Car.cs and
Radio.cs files into your new project using the Project Add Existing Item menu option (for clarity, be sure to
change the namespace that defines the Car and Radio types from SimpleException to CustomException).
Next, add the following class definition:

// This custom exception describes the details of the car-is-dead condition.
// (Remember, you can also simply extend Exception.)
public class CarlsDeadException : ApplicationException

{4

As with any class, you are free to include any number of custom members that can be called within the
catch block of the calling logic. You are also free to override any virtual members defined by your parent
classes. For example, you could implement Car I sDeadException by overriding the virtual Message property.

As well, rather than populating a data dictionary (via the Data property) when throwing the exception,
the constructor allows the sender to pass in a timestamp and reason for the error. Finally, the time stamp
data and cause of the error can be obtained using strongly typed properties.
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catch (CarlsDeadException e)

{
Console.WriteLine(e.Message);
Console.WriteLine(e.ErrorTimeStamp);
Console.WriteLine(e.CauseOfError);

}

Console.ReadLine();

}

So, now that you understand the basic process of building a custom exception, you might wonder when
you are required to do so. Typically, you only need to create custom exceptions when the error is tightly
bound to the class issuing the error (for example, a custom file-centric class that throws a number of file-
related errors, a Car class that throws a number of car-related errors, a data access object that throws errors
regarding a particular database table, and so forth). In doing so, you provide the caller with the ability to
handle numerous exceptions on a descriptive error-by-error basis.

Building Custom Exceptions, Take 2

The current Car IsDeadException type has overridden the virtual System.Exception.Message property in
order to configure a custom error message and has supplied two custom properties to account for additional
bits of data. In reality, however, you are not required to override the virtual Message property, as you could
simply pass the incoming message to the parent s constructor as follows:

public class CarlsDeadException : ApplicationException
{

public DateTime ErrorTimeStamp { get; set; }

public string CauseOfError { get; set; }

public CarlsDeadException() { }

// Feed message to parent constructor.

public CarlsDeadException(string message, string cause, DateTime time)
:base(message)

{
CauseOfError = cause;
ErrorTimeStamp = time;

}

}

Notice that this time you have not defined a string variable to represent the message and have
not overridden the Message property. Rather, you are simply passing the parameter to your base class
constructor. With this design, a custom exception class is little more than a uniquely named class deriving
from System_ApplicationException (with additional properties if appropriate), devoid of any base class
overrides.

Don t be surprised if most (if not all) of your custom exception classes follow this simple pattern. Many
times, the role of a custom exception is not necessarily to provide additional functionality beyond what is
inherited from the base classes but to supply a strongly named type that clearly identifies the nature of the
error so the client can provide different handler logic for different types of exceptions.
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Building Custom Exceptions, Take 3

If you want to build a truly prim-and-proper custom exception class, you want to make sure your type
adheres to .NET best practices. Specifically, this requires that your custom exception does the following:

Derives from Exception/ApplicationException

Is marked with the [System.Serializable] attribute

Defines a default constructor

Defines a constructor that sets the inherited Message property
Defines a constructor to handle inner exceptions

Defines a constructor to handle the serialization of your type

Now, based on your current background with .NET, you might have no experience regarding the
role of attributes or object serialization, which is just fine. I Il address these topics later (see Chapter 15
for information on attributes and Chapter 20 for details on serialization services). However, to complete
your examination of building custom exceptions, here is the final iteration of Car IsDeadException, which
accounts for each of these special constructors (the other custom properties and constructors would be as
shown in the example in Building Custom Exceptions, Take 2 ):

[Serializable]
public class CarlsDeadException : ApplicationException
{
public CarlsDeadException() { }
public CarlsDeadException(string message) : base( message ) { }
public CarlsDeadException(string message,
System.Exception inner)
: base( message, inner ) { }
protected CarlsDeadException(
System.Runtime.Serialization.SerializationInfo info,
System.Runtime.Serialization.StreamingContext context)
: base( info, context ) { }
// Any additional custom properties, constructors and data members...

}

Given that building custom exceptions that adhere to .NET best practices really differ by only their
name, you will be happy to know that Visual Studio provides a code snippet template named Exception
(see Figure 7-1) that will autogenerate a new exception class that adheres to .NET best practices. (Recall
from Chapter 2 that a code snippet can be activated by typing its name, which is exception in this case, and
pressing the Tab key twice.)
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CarlsDeadException.cs” = X [ald=] Radio.cs Program.cs -
| PmcessMuIliplE_Eroeptions '! *3 Processhult pleExceptions.CarlsDeadException '] B ErrorTimeStamp -
7| E
-
8 = [rake onel|
35
36 = ake Two!
54
55 | Take Three!
78
79 ex
8@ ¥ o[E w axception =1
81 [ Extractor Code snippet for exception
= N Mote: Tab twice to insert the ‘Exception’ snippet.
-
100% -

Figure 7-1. The Exception code snippet template

Source Code You can find the CustomException project in the Chapter 7 subdirectory.

Processing Multiple Exceptions

In its simplest form, a try block has a single catch block. In reality, though, you often run into situations

where the statements within a try block could trigger numerous possible exceptions. Create a new

C# Console Application project named ProcessMultipleExceptions; add the Car.cs, Radio.cs, and

CarlsDeadException.cs files from the previous CustomException example into the new project (via Project
Add Existing Item); and update your namespace names accordingly.

Now, update the Car s Accelerate() method to also throw a predefined base class library
ArgumentOutOfRangeException if you pass an invalid parameter (which you can assume is any value less
than zero). Note the constructor of this exception class takes the name of the offending argument as the first
string, followed by a message describing the error.

// Test for invalid argument before proceeding.
public void Accelerate(int delta)

{
if(delta < 0)
throw new
ArgumentOutOfRangeException('delta™, "Speed must be greater than zero!™);
}

The catch logic could now specifically respond to each type of exception.

static void Main(string[] args)

{
Console.WriteLine("***** Handling Multiple Exceptions *****\n");
Car myCar = new Car(“Rusty", 90);
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General catch Statements

C#also supports a general catch scope that does not explicitly receive the exception object thrown by a
given member.

// A generic catch.
static void Main(string[] args)
{
Console.WriteLine("***** Handling Multiple Exceptions *****\n");
Car myCar = new Car("Rusty", 90);
try
{
myCar.Accelerate(90);
}

catch

{

Console.WriteLine("'Something bad happened...");

}

Console.ReadLine();

Obviously, this is not the most informative way to handle exceptions since you have no way to obtain
meaningful data about the error that occurred (such as the method name, call stack, or custom message).
Nevertheless, C# does allow for such a construct, which can be helpful when you want to handle all errors in
ageneral fashion.

Rethrowing Exceptions

When you catch an exception, it is permissible for the logic in a try block to rethrow the exception up the
call stack to the previous caller. To do so, simply use the throw keyword within a catch block. This passes
the exception up the chain of calling logic, which can be helpful if your catch block is only able to partially
handle the error at hand.

// Passing the buck.
static void Main(string[] args)
{

try
// Speed up car logic...
}

catch(CarlsDeadException e)

{

// Do any partial processing of this error and pass the buck.
throw;

}
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Be aware that in this example code, the ultimate receiver of Car IsDeadException is the CLR because it
is the Main() method rethrowing the exception. Because of this, your end user is presented with a system-
supplied error dialog box. Typically, you would only rethrow a partial handled exception to a caller that has
the ability to handle the incoming exception more gracefully.

Notice as well that you are not explicitly rethrowing the Car IsDeadException object but rather making
use of the throw keyword with no argument. You re not creating a new exception object; you re just
rethrowing the original exception object (with all its original information). Doing so preserves the context of
the original target.

Inner Exceptions

As you might suspect, it is entirely possible to trigger an exception at the time you are handling another
exception. For example, assume you are handling a Car IsDeadException within a particular catch scope
and during the process you attempt to record the stack trace to a file on your C: drive named carErrors.txt
(you must specify you are using the System. 10 namespace to gain access to these I/0-centric types).

catch(CarlsDeadException e)

{
// Attempt to open a file named carErrors.txt on the C drive.
FileStream fs = File.Open(@"C:\carErrors.txt", FileMode.Open);

Now, if the specified file is not located on your C: drive, the call to File.Open() results in a
FileNotFoundException! Later in this book, you will learn all about the System. 10 namespace where you Il
discover how to programmatically determine whether a file exists on the hard drive before attempting to
open the file in the first place (thereby avoiding the exception altogether). However, to stay focused on the
topic of exceptions, assume the exception has been raised.

When you encounter an exception while processing another exception, best practice states that you
should record the new exception object as an inner exception within a new object of the same type as the
initial exception. (That was a mouthful!) The reason you need to allocate a new object of the exception being
handled is that the only way to document an inner exception is via a constructor parameter. Consider the
following code:

catch (CarlsDeadException e)

{
try

{
FileStream fs = File.Open(@"C:\carErrors._txt", FileMode.Open);

,
catch (Exception e2)

// Throw an exception that records the new exception,
// as well as the message of the first exception.
throw new CarlsDeadException(e.Message, €2);
}
}
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Notice, in this case, | have passed in the Fi leNotFoundException object as the second parameter to the
CarlsDeadException constructor. After you have configured this new object, you throw it up the call stack to
the next caller, which in this case would be the Main() method.

Given that there isno next caller after Main() to catch the exception, you would be again presented
with an error dialog box. Much like the act of rethrowing an exception, recording inner exceptions is
usually useful only when the caller has the ability to gracefully catch the exception in the first place. If this
is the case, the caller s catch logic can use the InnerException property to extract the details of the inner
exception object.

The finally Block

A try/catch scope may also define an optional final ly block. The purpose of a final ly block is to ensure
that a set of code statements will always execute, exception (of any type) or not. To illustrate, assume you
want to always power down the car s radio before exiting Main(), regardless of any handled exception.

static void Main(string[] args)

{

Console.WriteLine(""***** Handling Multiple Exceptions *****\n');
Car myCar = new Car(“Rusty", 90);

myCar .CrankTunes(true);

try

{

}

catch(CarlsDeadException e)

{

}
catch(ArgumentOutOfRangeException e)

{
3

catch(Exception e)

{

}
finally

// Speed up car logic.

// Process CarlsDeadException.

// Process ArgumentOutOfRangeException.
// Process any other Exception.

// This will always occur. Exception or not.
myCar.CrankTunes(false);

}
Console.ReadLine();
}

If you did not include a final ly block, the radio would not be turned off if an exception were
encountered (which might or might not be problematic). In a more real-world scenario, when you need to
dispose of objects, close afile, or detach from a database (or whatever), a final ly block ensures a location
for proper cleanup.
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Exception Filters

C# 6 introduced a new clause that can be placed on a catch scope, via the when keyword. When you add
this clause, you have the ability to ensure that the statements within a catch block are executed only if some
condition in your code holds true. This expression must evaluate to a Boolean (true or false) and can be
obtained by using a simple code statement in the when definition itself or by calling an additional method in
your code. In a nutshell, this approach allows you to add filters to your exception logic.

First, assume you have added a few custom properties to your Car IsDeadException.

public class CarlsDeadException : ApplicationException

{

// Custom members for our exception.
public DateTime ErrorTimeStamp { get; set; }
public string CauseOftError { get; set; }

public CarlsDeadException(string message, string cause, DateTime time)
: base(message)
{
CauseOfError = cause;
ErrorTimeStamp = time;

Also assume the Accelerate() method uses this new constructor when throwing the error.

CarlsDeadException ex =
new CarlsDeadException($"{PetName} has overheated!",
"You have a lead foot™, DateTime.Now);

Now, consider the following modified exception logic. Here, | have added a when clause to the
CarlsDeadException handler to ensure the catch block is never executed on a Friday (a contrived example,
but who wants their automobile to break down on the weekend?). Notice that the single Boolean statement
in the when clause must be wrapped in parentheses (also note you are now printing out a new message in
this scope, which will output only when the when condition is true).

catch (CarlsDeadException e) when (e.ErrorTimeStamp.DayOfWeek != DayOfWeek.Friday)

// This new line will only print if the when clause evaluates to true.
Console.WriteLine("Catching car is dead!™);

Console.WriteLine(e.Message);

}

While the chances are you will simply have a catch clause for a given error under any condition, as you
can see, the new when keyword allows you to get much more granular when responding to runtime errors.
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Debugging Unhandled Exceptions Using Visual Studio

Do be aware that Visual Studio supplies a number of tools that help you debug unhandled custom
exceptions. Again, assume you have increased the speed of a Car object beyond the maximum but this time
did not bother to wrap your call within a try block.

Car myCar = new Car("Rusty", 90);
myCar.Accelerate(2000);

If you start a debugging session within Visual Studio (using the Debug  Start Debugging menu
selection), Visual Studio automatically breaks at the time the uncaught exception is thrown. Better yet, you
are presented with a window (see Figure 7-2) displaying the value of the Message property.

[T Program.cs -
[ ProcessMultipleExceptions -i"‘y ProcessMultipleExceptions.Car v§0 Accelerate(int delta) -
// We need to call the HelpLink property, thus we need Y
I/ to create a lof ' CarlsDeadEx lon was unhandied X 5
CarIsDeadExcept 36
new CarlsDeagtxc( Anunhandled exception of type ,
"You have o Tead 'ProcessMuI:.ip'.eEatcepl.nons_(_‘arlsDeadExceplion‘octurred in
ex.HelpLink = “ht! ProcessMultipleExceptions.exe
% throw ex; A :
) 1) Add g : Rusty has + 1
else . : _ Troubleshooting tips:
Console.WriteLine [Get general help for exceptions =
}
}
v
} Search for more Help Online...
} Exception settings:
[[] Break when this exception type is thrown
Actions:
View Detail
Copy exception detail to the clipboard
Open exception settings -
98 % -

Figure 7-2. Debugging unhandled custom exceptions with Visual Studio

Note If you fail to handle an exception thrown by a method in the .NET base class libraries, the Visual
Studio debugger breaks at the statement that called the offending method.

If you click the View Detail link, you will find the details regarding the state of the object (see Figure 7-3).
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View Detail

Exception details:

v  ProcessMultipleExceptions.CarlsDeadException

CallingConvention
ContainsGenericParameters
CustomAttributes
DeclaringType

CauseOfError You have a lead foot
> Data {System.Collections.ListDictionaryinternal}
» ErrorTimeStamp {9/11/2015 8:50:35 PM}

HelpLink http://www.CarsRUs.com

HResult -2146232832

InnerException null

Message Rusty has overheated!

Source ProcessMultipleExceptions

StackTrace at ProcessMultipleExceptions.Car.Accelerate(Int32 delta) in C:\Myt

Weid Accelerateint32)
Attributes Public | HideBySig

{"Rusty has overheated!"} ~

Standard | HasThis

false

Count=0

{Name = "Car" FullName = "ProcessMultipleExceptions.Car"} bl

Figure 7-3. Viewing exception details

Source Code You can find the ProcessMultipleExceptions project in the Chapter 7 subdirectory.

Summary

In this chapter, you examined the role of structured exception handling. When a method needs to send an
error object to the caller, it will allocate, configure, and throw a specific System.Exception-derived type via
the C# throw keyword. The caller is able to handle any possible incoming exceptions using the C# catch
keyword and an optional final ly scope. Since C# 6.0, the ability to create exception filters using the optional
when keyword was added, and C# 7 has expanded the locations from where you can throw exceptions.

When you are creating your own custom exceptions, you ultimately create a class type deriving
from System.ApplicationException, which denotes an exception thrown from the currently executing
application. In contrast, error objects deriving from System. SystemException represent critical (and fatal)
errors thrown by the CLR. Last but not least, this chapter illustrated various tools within Visual Studio that
can be used to create custom exceptions (according to .NET best practices) as well as debug exceptions.
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Now, insert a new interface into your project named IPointy using the Project Add New Item menu
option, as shown in Figure 8-1.

Add New ltem - Custominterface ? X
4 Installed Sort by: | Default -| 580 IS Search Installed Templates (Ctrl+E) -
: cn - :
4 Visual C# Items g] Class Visual C# ltems Type: Visual C# ltems
Code - An empty interface definition
Bty .';] Class for U-SQL Visual C# Items
General
b Web G@ Interface Visual C# Items
Windows Forms
WPF Windows Form Visual C# items
b ASP.NET Core
SQL Server ..:J User Control Visual C# Items
Storm Items
i &
ol ~|q= | Component Class Visual C# Items
] I (WPF] Visual C#
=4 User Control (WPF) isual C¥# tems
m About Box Visual C# Items
Name: IPointy.cs

Figure 8-1. Interfaces, like classes, can be defined in any *.cs file

At a syntactic level, an interface is defined using the C# interface keyword. Unlike a class, interfaces
never specify a base class (not even System.Object; however, as you will see later in this chapter, an
interface can specify base interfaces). Moreover, the members of an interface never specify an access
modifier (as all interface members are implicitly public and abstract). To get the ball rolling, here is a custom
interface defined in C#:

// This interface defines the behavior of "having points."
public interface IPointy
{

// Implicitly public and abstract.

byte GetNumberOfPoints();

}

Remember that when you define interface members, you do not define an implementation scope for
the members in question. Interfaces are pure protocol and, therefore, never define an implementation (that
is up to the supporting class or structure). Hence, the following version of IPointy would result in various
compiler errors:

// Ack! Errors abound!
public interface IPointy

{

// Error! Interfaces cannot have data fields!
public int numbOfPoints;

// Error! Interfaces do not have constructors!
public IPointy() { numbOfPoints = 0;}
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// 1Pointy implementation.
public byte Points
{

get { return 6; }

}

To sum up the story so far, the Visual Studio class diagram shown in Figure 8-2 illustrates 1Pointy-
compatible classes using the popular lollipop notation. Notice again that Circle and ThreeDCircle do not
implement IPointy, as this behavior makes no sense for these particular classes.

Shape v
| Abstract Class !
i |
‘ FAY
IPointy A IPoEntyl
Interf; s
ol Hexagon v Circle v
_ Class Class
= Properties = Shape 4 Shape
& Points
IPointy
|
Triangle ¥ ThreeDCircle ¥
Class Class
= Shape =+ Circle

Figure 8-2. The shapes hierarchy, now with interfaces

Note To display or hide interface names in the class designer, right-click the interface icon and select the
Collapse or Expand option.

Invoking Interface Members at the Object Level

Now that you have some classes that support the IPointy interface, the next question is how you interact
with the new functionality. The most straightforward way to interact with functionality supplied by a given
interface is to invoke the members directly from the object level (provided the interface members are not
implemented explicitly; you can find more details later in the section Explicit Interface Implementation ).
For example, consider the following Main() method:

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Interfaces *****\n");
// Call Points property defined by IPointy.
Hexagon hex = new Hexagon();
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// Hexagon supports IPointy and IDraw3D.

class Hexagon :

{

public void Draw3D()

Shape, IPointy, IDraw3D

{ Console.WriteLine("Drawing Hexagon in 3D!"); }

}
Figure 8-3 presents the updated Visual Studio class diagram.
i Shape
i Abstract Class
i
IPointy [AY
IPointy IDrawS:D |
Fa
oeice Hexagon ¥ Circle
= = Class Class
= Properties - Shape - Shape
M Points
IPointy ? IDraw3D
IDraw3D Triangle ThreeDCircle
Interface Class Class
= Shape =+ Circle
= Methods
® Drow3D

Figure 8-3. The updated shapes hierarchy

If you now define a method taking an 1Draw3D interface as a parameter, you can effectively send in any
object implementing 1Draw3D. (If you attempt to pass in a type not supporting the necessary interface, you
receive a compile-time error.) Consider the following method defined within your Program class:

//7 1711 draw anyone supporting IDraw3D.

static void DrawIln3D(IDraw3D itf3d)

{
Console.WriteLine(*'-> Drawing IDraw3D compatible type™);
itf3d.Draw3D();

}

You could now test whether an item in the Shape array supports this new interface and, if so, pass it into
the DrawIn3D() method for processing.

static void Main(string[] args)
{

Console.WriteLine("***** Fun with Interfaces *****\n");
Shape[] myShapes = { new Hexagon(), new Circle(),
new Triangle("'Joe"), new Circle("JoJo™) } ;
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You could interact with this method as follows:

static void Main(string[] args)
{
Console.WriteLine("***** Fun with Interfaces *****\n");
// Make an array of Shapes.
Shape[] myShapes = { new Hexagon(), new Circle(),
new Triangle("'Joe™), new Circle("JoJo™)};

// Get first pointy item.

// To be safe, you"d want to check firstPointyltem for null before proceeding.
IPointy firstPointyltem = FindFirstPointyShape(myShapes);
Console.WriteLine("The item has {0} points", firstPointyltem.Points);

Arrays of Interface Types

Recall that the same interface can be implemented by numerous types, even if they are not within the
same class hierarchy and do not have a common parent class beyond System_Object. This can yield

some powerful programming constructs. For example, assume you have developed three new class types
within your current project that model kitchen utensils (via Knife and Fork classes) and another modeling
gardening equipment ( laPitchFork). Consider Figure 8-4.

Figure 8-4. Recall that interfaces can be “plugged into” any type in any part of a class hierarchy
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